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Abstract

One of the fundamental challenges of computer graphics is the generation of realistic images

from descriptions of virtual scenes. Starting from very simple techniques the �eld has

evolved to a p oint where the aim is to simulate the underlying physical pro cess in order to

generate realistic images that are hard to distinguish from photographs of a corresp onding

real scene.

The basis for these new algorithms is the linear transp ort theory for light, or, b et-

ter known in computer graphics, the rendering and the transp ort equation. Most new

algorithms are derived as approximate solutions for this physical description.

Previous research has mainly fo cused on providing b etter and faster solutions for various

asp ects of the rendering pro cess: the solution of the global light distribution, the description

of the lo cal interaction of light with surfaces, and b etter algorithms and data structures

to sp eed up visibility computations. Much has b een achieved in all these areas, yet each

of these approaches addresses only a sp eci�c part of the rendering problem and di�erent

approaches are often hard to combine. In contrast to this research, little attention has b een

paid to the integration of all these algorithms and their structuring into a single rendering

architecture.

In this thesis we develop the Vision architecture, an ob ject-oriented architecture for

physically-based, realistic rendering. This architecture supp orts b oth traditional and state-

of-the-art rendering algorithms in a common framework. In contrast to most other ap-

proaches, this architecture is not based on a decomp osition of the rendering pro cess into

functional or algorithmic units. Rather it is built on a physical mo del of light transfer in

a scene.

Based on ob ject-oriented analysis, this mo del is organized into a framework of mostly

indep endent subsystems, e.g. describing geometric ob jects, the re
ection of light on sur-

faces or its scattering in volumes, or the global illumination. The rendering pro cess is then

mo deled as the interaction of these subsystems. Because each subsystem has a �xed and

well-de�ned interface, this architecture allows the switching b etween di�erent implemen-

tations for any particular subsystem without a�ecting the remaining parts of the system.

This organization of the rendering pro cess o�ers several b ene�ts. It o�ers the 
exibility

to easily con�gure and change the rendering pro cess by exchanging implementations of

subsystems, e.g. for trading sp eed versus accuracy, or for generating sp ecial e�ects. It also

imp oses a structure on the rendering pro cess that guides the integration of other rendering

techniques and the development of new algorithms.

As the prerequisites for the development of a new architecture, we review the physical

mo del of light transp ort, develop requirements for an advanced rendering architecture, and

discuss previous architectural approaches.

We then fo cus on the design and implementation of the Vision rendering architecture.

For each ma jor subsystem we discuss its resp onsibilities and the interfaces through which

they can b e accessed. This static design description of the architecture is augmented

by a description of the dynamic interactions of the subsystems for computing an image.

We discuss the implementation of all ma jor rendering and global illumination algorithms
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within the Vision architecture, how they �t into the framework, and how they are mapp ed

to the appropriate interactions b etween subsystems.

In addition to the design of the rendering kernel of Vision , we also discuss asp ects of

Vision as a complete rendering system. This includes to ols for implementing and con�gur-

ing the system, organizing the scene database, and so forth. Because a rendering system

can only b e as p owerful as its scene description interface, we describ e the supp ort for a


exible and p owerful interface based on the RenderMan standard. When describing the

implementation of the interface, we mainly fo cus on the supp ort for the RenderMan Shad-

ing Language. We discuss extensions for using pro cedural shaders with global illumination

algorithms, as well as several extensions for b etter supp orting physically-based rendering

techniques.

The b ene�ts of this design approach and its application to the complete range of ren-

dering is demonstrated with examples, ranging from simple ray traced images to advanced

global illumination techniques, including volume rendering.
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Chapter 1

Intro duction

A picture is worth a thousand words

1.1 Photo-Realistic Rendering

The creation of synthetic images that are hard to distinguish from a photograph has fasci-

nated artists for a long time. While the problem of p ersp ective had already b een solved a

few centuries ago, the techniques to achieve the prop er lighting e�ects have b een a primary

fo cus up to the present.

Early attempts in computer graphics to get realistic images have used many tricks and

heuristics to obtain e�ects which made an image lo ok realistic. Nearly all commercial

and scienti�c rendering packages currently use this approach (e.g. the use of the Phong

re
ection mo del or light intensities b etween zero and one), b ecause they generate images

of su�cient quality for many applications.

A more scienti�c approach to realistic rendering tries to simulate the physical pro cess

of light transfer in order to compute the accurate light distribution in a scene that agrees

with measured values from a corresp onding real scene. There are many applications where

exact illumination values are imp ortant and one of the goals of realistic rendering is the

ability to calculate these illumination values accurately.

Based on the ability to compute accurate physical simulations it is then imp ortant to

recognize that many images are generated for viewing by humans. This has consequences

for the required accuracy of some of the calculations and can b e used to reduce the com-

plexity of some of the simulations by ignoring e�ects that cannot b e p erceived.

The simulation of the physical pro cess of light transfer in a scene is di�cult, b ecause

it is a global pro cess in which all surfaces and gases participate by emitting, scattering,

or re
ecting some of the light. Even b efore the advent of computers, researchers in illu-

minating engineering had tried to create arti�cial images by computing a �nite element

approximation of the problem by hand. The image was then created from this solution

by pasting together pieces of pap er with the prop er re
ectivity [MS48]. To day, basically

the same techniques are still used to calculate images which take into account the global
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illumination in a scene { except that now we use computers to do the calculations and

raster displays for assembling the results in an image.

In recent years, the combination of b etter rendering techniques, more e�cient algo-

rithms, and faster computers have made it p ossible to compute accurate solutions in

a reasonable amount of time. While in the early days of computer graphics most il-

lumination mo dels only to ok into account direct illumination from p oint light sources

[BK70, Gou71, Pho75, Bli77], illumination mo dels nowadays simulate the global interac-

tion of light with the environment [CPC84 , GTG84, Ka j86, Sch94b ] and are based on a

physical description of light transfer.

To base rendering on the underlying physics has several advantages over the heuristic

approach: First of all, it op erates on general, meaningful, and well-de�ned quantities

and parameters, while heuristics are often sp eci�c to certain applications and often have

parameters with no intuitive or well-de�ned meaning. Additionally, the usual heuristics

are often inconsistent with physics or even with each other. These inconsistencies and the

non-intuitive combination of e�ects make it di�cult to use and combine these techniques.

Another advantage of the physically-based approach is that the physics of light propa-

gation o�ers a natural framework, which can b e used to structure the complicated pro cess

of rendering into simpler parts. In contrast to a functional or algorithmic decomp osition of

the rendering pro cess, an ob ject-oriented decomp osition based on the underlying physics

can b etter capture the similarities b etween various rendering techniques and allows for

simpli�cation of our task of creating a rendering architecture.

Previously, research has mainly concentrated on more e�cient and more accurate algo-

rithms, and many imp ortant new algorithms and techniques have b een develop ed. How-

ever, these algorithms mostly solve only a restricted and isolated part of the rendering

pro cess and they are often very di�cult to combine with each other. There has only b een

little research in �nding a consistent architecture into which all of these algorithms could

b e integrated.

This thesis tries to develop such a rendering framework based on a physical description

of the rendering pro cess and its mapping to an ob ject-oriented rendering architecture.

We view the pro cess of generating synthetic images as consisting of two basic parts:

The �rst part is resp onsible for computing the illumination in the whole scene. A priori,

this part is indep endent of the creation of any images and could also b e used for other

purp oses.

The second part describ es the pro cess of actually turning the illuminated virtual scene

into an image. This part consists of a description of the visible extent of the scene and the

capturing and mapping of the global light �eld into an image. The second part dep ends

on the �rst one, which is the necessary basis for rendering an image.

With resp ect to generating images, it is reasonable to refer to the �rst part as computing

the global il lumination or the light �eld, and to the second part as rendering an image,

while the whole pro cess could b e referred to as image synthesis . Dep ending on the goals,

adjectives like \realistic", \photo-realistic", or \physically-based" could b e added to these

terms.
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However, in the current literature the term \rendering" is generally used to refer to

the complete pro cess of image synthesis and we have also adopted this convention for this

thesis, although it somewhat blurs the distinction b etween the two parts of image synthesis.

1.2 Motivation for this Thesis

The Vision architecture was motivated b oth by a research background [SS90, SKS92,

GHS93] as well as by previous work on a commercial renderer [SH93]. In b oth situa-

tions the missing 
exibility of current rendering systems due to their strong dep endence

on sp eci�c rendering algorithms has proven to b e a ma jor drawback. The implementation

of advanced radiosity algorithms within these rendering systems would have required a

ma jor redesign of the rendering kernel. Other rendering architecture we were lo oking at

had exactly the same problems (see also Chapter 4).

Another motivation for this work was the desire to isolate the di�erences b etween the

various rendering algorithms and to �nd an architecture which takes advantage of their

common asp ects. The idea was to create an architecture where rendering algorithms are

building blo cks which can b e inserted into the appropriate places and can b e exchanged

with each other without requiring changes to other parts of the system.

Obviously, such a design has b ene�ts for b oth research and development as well as for

a pro duction environment: Because the rendering architecture is strongly based on the

physical description of rendering, it is capable of computing accurate lighting quantities

by using the appropriate rendering algorithms. Thus, it can b e applied to lighting design

or illumination engineering. For architectural design the same rendering architecture can

b e used b oth to accurately calculate the illumination in a building as well as to generate

pretty pictures which visualize the architecture of the building and its interior. In the

second case faster and less accurate algorithms would probably b e used.

A rendering system built up on this architecture could also b e used as a general rendering

to ol for generating stills and animations for scienti�c presentations or pro duct advertise-

ment. For example, in addition to the classical rendering e�ects, the 
exibility of the

architecture can b e used to integrate global illumination e�ects without resorting to the

tricks required for to day's rendering systems.

Last, but certainly not least, the architecture o�ers signi�cant b ene�ts for research and

development where it is crucial to have a very 
exible and p owerful software architecture

to e�ciently design, implement, and test new ideas for rendering.

1.3 Structure of this Thesis

In the following we give a brief outline of the issues addressed in this thesis and the layout

of the presentation.
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From Physics to Rendering In Chapter 2 we describ e the underlying physical mo del of

rendering, including the fundamental quantities and units used in the physical description

of light.

The main topic of this chapter is the mathematical formulation of the rendering pro cess

in the form of the radiance or rendering equation and the generalization of this equation to

the transport equation . The latter formulation incorp orates e�ects of participating media

on light transp ort into the rendering pro cess.

However, the pure physical and mathematical descriptions of the rendering problem are

insu�cient for designing a rendering architecture. We have to abstract from the detail of the

physical pro cess and must restructure the mathematical description to �nd a representation

that supp orts the design of a rendering architecture. We need to �nd those parts of

the physical description that are relevant to the rendering of synthetic images and we

have to adapt the corresp onding mathematical descriptions to suit the implementation

requirements.

Mathematical Techniques for Global Illumination Calculations In Chapter 3 we

give an overview of the mathematical techniques available for simulating global illumina-

tion. We discuss the theoretical background of Monte-Carlo and �nite element techniques

and formulate the requirements of these techniques for a rendering architecture. The im-

plementation of these techniques are describ ed in more detail in Chapter 6, where various

algorithms are discussed in the context of the Vision architecture.

Rendering Architectures: State of the Art In Chapter 4 we review the current

state-of-the-art for rendering architectures and systems. We develop a set of requirements

which are used for evaluating the existing rendering architectures and which later form

the basis for the design of the Vision architecture. We also discuss the various approaches

to building rendering systems and their advantages and disadvantages in the context of

supp ort for physically-based algorithms.

Design of the Vision Architecture The chapters 5 to 9 form the core of this thesis.

In Chapter 5 we develop a new ob ject-oriented rendering architecture. We start with a

brief overview of ob ject-oriented analysis and design techniques in general and present the

approach taken in this thesis.

The main fo cus in this chapter is the extraction and the description of imp ortant

concepts of the rendering pro cess. The goal is to obtain a list of mostly self-contained, but

interacting subsystems. Each subsystem should have a well-de�ned set of resp onsibilities

and a suitable interface o�ering these resp onsibilities as services to other subsystems. The

dynamics of the rendering pro cess is then describ ed by the interactions of these subsystems.

For each identi�ed subsystem of the architecture, we start with an abstract description

of the resp onsibilities of the subsystem, which is then re�ned down to the sp eci�cation of

the interface metho ds and their semantics.
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On a high level, we also discuss some of the implementation issues of our design, such

as caching and lazy evaluation. They are not essential to the design of the rendering

architecture, but are required for an e�cient implementation of the design. Because the

architecture allows a wide range of implementation choices for each subsystem, some of the

lower level optimization techniques used in other systems are no longer p ossible. Instead,

we discuss some higher level optimization strategies.

Algorithms for the Vision Architecture In Chapter 6 we present algorithms for all

ma jor rendering and global illumination techniques. For each algorithm we present a

mapping of the algorithm to the corresp onding subsystem of the architecture, and provide

implementation strategies, examples, and p ossible variations and optimization p ossibilities.

This chapter serves two purp oses: First of all, it is meant to demonstrate how most

algorithms for solving asp ects of the rendering pro cess can b e e�ciently mapp ed to the

Vision architecture. Secondly, we want to show how the Vision architecture a�ects the

implementation of these algorithms and how some of the common implementation choices

need to b e mo di�ed for a more general framework. Generally, the result is a cleaner and

more 
exible implementation of these algorithms.

Implementation of the Vision Architecture This chapter fo cuses on the implemen-

tation of the Vision system as a whole. We discuss the system design, the state of the

implementation, and some of the to ols we have used for implementing the system.

In particular, the system features an emb edded interpreted programming language ( Itcl )

that o�ers interactive access to the C++ ob jects in the system. This language is used for

the con�guration as well as for testing the system. This part of the thesis has also b een

published in [HSS94].

Implementing RenderMan For the Vision system we have decided to use the Render-

Man

1

interface as the main interface for scene descriptions. In Chapter 8 we describ e the

details of the implementation of the RenderMan interface. This interface consists of three

parts: the API, the RenderMan interface byte-stream (RIB) proto col, and most imp or-

tantly, the Shading Language. We fo cus on the e�cient implementation of the Shading

Language as a to ol for a 
exible pro cedural description of re
ection prop erties and other

rendering attributes. This part of the thesis has also b een published in [SPS94 ].

Using Pro cedural Shaders with Global Illumination Algorithms In Chapter 9

we discuss the use of pro cedural shaders in the context of global illumination algorithms.

For their prop er and e�cient execution these algorithms require certain knowledge ab out

shaders, which is normally not available from a pro cedural shader. The concept of Ren-

derMan shaders is extended to allow the shaders to make this information available. As

a result, a scene description based on this extended RenderMan interface can b e rendered

1

RenderMan is a registered trademark of Pixar



6 Intro duction

with all of the available algorithms, whether they are based on traditional or global illu-

mination rendering approaches. This part of the thesis has also b een published in [SPS95 ]

Summary, Conclusion, and Future Work Finally, we summarize this thesis in Chap-

ter 10 and o�er conclusions and ideas for future research.



Einleitung

Ein Bild sagt mehr als tausend Worte

Photorealistische Bildsynthese

Die Scha�ung von Bildern, die nur schwer von einer Fotographie unterschieden werden

k•onnen, hat K •unstler seit langem fasziniert. W•ahrend das grundlegende Problem der

Persp ektive schon fr •uhzeitig gel•ost wurde, sind Techniken zur Simulation von Beleuch-

tungse�ekten nach wie vor aktuell.

Zur Erzeugung von realistischen Bildern wurden in der Computergraphik bisher vor

allem Tricks und Heuristiken verwendet. Dieser Weg wird auch heute no ch von fast allen

kommerziellen und wissenschaftlichen Softwarepaketen b eschritten (z.B. die Benutzung des

Phong-Beleuchtungsmo dells o der von Farbwerten zwischen Null und Eins), da sie f •ur viele

Anwendungen immer no ch Bilder ausreichender Qualit•at liefern.

In letzter Zeit wird zu einem mehr wissenschaftlichen Ansatz der realistischen Bildsyn-

these •ub ergegangen, b ei dem die physikalischen Prozesse der Lichtausbreitung simuliert

werden. Dab ei wird versucht, die genaue Lichtverteilung in einer Szene zu b erechnen, die

mit gemessenen Werten aus entsprechenden realen Szenen •ub ereinstimmt. F •ur viele An-

wendungen sind diese exakten Beleuchtungswerte wichtig. Daher ist eines der Ziele der

realistischen Bildsynthese, diese Werte genau b erechnen zu k•onnen.

Aufbauend auf der M•oglichkeit, genaue physikalische Simulationen b erechnen zu k•onnen,

ist es wichtig, festzustellen, da� viele Bilder nur f •ur einen menschlichen Betrachter erzeugt

werden. Dies f •uhrt dazu, da� die Komplexit•at der Berechnung von solchen E�ekten re-

duzieren werden kann, die ohnehin nicht wahrgenommen werden k•onnen.

Die Schwierigkeit den physikalischen Proze� der Lichtausbreitung in einer Szene zu

simulieren liegt darin, da� es sich um einen globalen Proze� handelt, an dem alle Fl•achen

und Volumenob jekte durch Emission, Streuung, o der Re
exion von Licht teilnehmen.

Schon vor der Benutzung von Computern hab en Beleuchtungsingenieure versucht, k •unst-

liche Bilder durch Finite-Elemente-Metho den p er Hand zu b erechnen. Ein Bild wurde

dann aus kleinen Papierst •ucken mit den entsprechenden Helligkeiten zusammengesetzt

[MS48]. Heute verwenden wir grunds•atzlich no ch die gleichen Techniken, um die glob-

ale Beleuchtung einer Szene zu b erechnen { allerdings b enutzen wir jetzt Computer, um

die Berechnungen durchzuf •uhren und einen Rasterbildschirm, um das resultierende Bild

darzustellen.
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Seit einigen Jahren hat es die Kombination von b esseren Bildsynthesetechniken, ef-

�zienteren Algorithmen und schnelleren Computern erm•oglicht, genaue Simulationen in

angemessener Zeit zu b erechnen. W•ahrend fr •uher die Beleuchtungsmo delle der Comput-

ergraphik im wesentlichen nur die direkte Beleuchtung von Punklichtquellen unterst •utzte

[BK70, Gou71, Pho75, Bli77], simulieren heutige Mo delle die globale Interaktion von Licht

mit einer Umgebung, basierend auf den physikalischen Gesetzen der Lichtausbreitung

[CPC84 , GTG84, Ka j86, Sch94b ].

Das Vorgehen, die Bildsynthese auf die Basis der zugrundeliegenden Physik zu stellen,

hat einige Vorteile gegen •ub er den heuristischen Verfahren:

Zum einen werden die Berechnungen dadurch mit allgemeinen und in ihrer Bedeutung

wohlde�nierten Gr•o�en durchgef •uhrt. Heuristiken sind im Gegensatz dazu oft sp ezi�sch

auf eine Anwendung zugeschnitten und ihre Parameter hab en keine wohlde�nierte Bedeu-

tung. Au�erdem sind die Heuristiken oft physikalisch inkonsistent o der sogar untereinan-

der inkonsistent. Diese Inkonsistenzen und die un-intuitiven Kombinationen von E�ekten

macht es schwierig, heuristische Techniken zu b enutzen und miteinander zu kombinieren.

Ein weiterer Vorteil des physikalisch-basierten Ansatzes ist, da� die Physik des Lichtes

einen nat •urlichen Rahmen bietet, der dazu b enutzt werden kann den komplizierten Pro-

ze� der Bildsynthese strukturiert in einfachere Teile zu zerlegen. In Gegensatz zu dem

bisher meist b enutzten funktionalen o der algorithmischen Ansatz den Bildsyntheseproze�

zu strukturieren, kann ein ob jektorientierter Ansatz auf Basis der zugrundeliegenden Physik

die Gemeinsamkeiten der verwendeten Bildsynthesetechniken b esser erfassen. Er erleichtert

so den Entwurf einer neuen Architektur f •ur die Bildsynthese.

Bisher hat sich die Forschung haupts•achlich auf die Entwicklung e�zienterer und genau-

erer Algorithmen konzentriert. Dab ei wurden viele neue und e�ziente Algorithmen und

Techniken entwickelt. Diese Algorithmen l•osen allerdings immer nur einen kleinen, ein-

geschr•ankten Teil der Probleme der Bildsynthese. Im Gegensatz dazu wurde bisher nur

wenig Forschung b etrieb en, um eine konsistente Architektur zu �nden, in welche diese

Algorithmen einb ettet werden k•onnen.

Ziel dieser Dissertation ist daher, ein Rahmenkonzept f •ur die Bildsynthese auf Basis

der physikalischen Grundlagen zu formulieren und eine entsprechende ob jektorientierte

Architektur zu entwickeln.

Der Proze� der Bildsynthese b esteht dab ei aus zwei Teilen: Der erste Teil ist f •ur die

Beleuchtungsb erechnung in der ganzen Szene verantwortlich. Dieser Teil kann auch un-

abh•angig von der Bildsynthese f •ur andere Zwecke eingesetzt werden.

Der zweite Teil b eschreibt den Proze�, b ei dem aus der b eleuchteten Szene ein Bild

erzeugt wird. Er b esteht aus einer Beschreibung des sichtbaren Ausschnittes der Szene

und aus der Abbildung des globalen Lichtfeldes in ein Bild. Dieser zweite Teil h•angt

wesentlich von dem ersten Teil ab, der die Basis f •ur die Bildsynthese darstellt.

Der erste Teil der Bildsynthese kann im Englischen mit dem Begri� \global illumina-

tion" (globale Beleuchtungsb erechnung) b ezeichnt werden und der zweite Teil mit dem Be-

gri� \rendering" (Bilderzeugung). Der ganze Proze� kann als \image synthesis" (Bildsyn-

these) b ezeichnet werden kann. Je nach Ziel k•onnen dann no ch Adjektive wie \realistic"

(realistische), \photo-realistic" (photorealistische) o der \physically-based" (physikalisch-
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basierte) dazugef •ugt werden.

Leider wird ab er in der Literatur der Begri� des \rendering" (Bilderzeugung) f •ur den

gesamten Vorgang b enutzt, den wir deshalb auch in dieser Arb eit so verwenden werden,

obwohl dies den Unterschied zwischen den b eiden Teilen der Bildsynthese etwas verwischt.

Motivation dieser Arb eit

Die in dieser Arb eit entwickelte Vision -Architektur wurde sowohl durch Forschungsarb eiten

[SS90, SKS92, GHS93], als auch durch Arb eiten an einem kommerziellen Bildsynthesepro-

gramm [SH93] motiviert. In b eiden F•allen war die fehlende Flexibilit•at der gegenw•artigen

Systeme { aufgrund ihrer starken Abh•angigkeit von b estimmten Algorithmen { das we-

sentliches Problem. Die Implementierung eines mo dernen Radiosity-Algorithmus in diesen

Systemen h•atte eine komplette Neukonzeption der Software notwendig gemacht. Andere

b etrachtete Architekturen hatten dab ei die gleichen Probleme.

Eine weitere Motivation f •ur diese Arb eit war der Wunsch, die Unterschiede zwischen

den verschiedenen Bildsynthesealgorithmen zu isolieren und stattdessen deren Gemein-

samkeiten in der Architektur auszunutzen. Die Idee ist, da� Bildsynthesealgorithmen nur

Bausteine bilden, die an den entsprechenden Stellen in der Architektur eingesetzt und

gegeneinander ausgetauscht werden k•onnen, ohne andere Teile des Systems •andern zu

m •ussen.

Solch ein Entwurf bietet verschiedene Vorteile, sowohl f •ur den Bereich Forschung und

Entwicklung als auch f •ur eine Pro duktionsumgebung: Da die Architektur fest auf den

Grundlagen der physikalischen Beschreibung der Bildsynthese steht, kann sie mit den

entsprechenden Algorithmen genaue Beleuchtungswerte liefern. Dadurch kann sie f •ur die

Beleuchtungsplanung und im Bereich der Herstellung von Beleuchtungsanlagen eingesetzt

werden. Im Bereich der Geb•audearchitektur kann das gleiche System sowohl dazu b enutzt

werden, die Beleuchtung in den Geb•auden zu b erechnen, als auch Bilder zu erzeugen, die

Geb•aude und ihr Inneres zeigen.

Ein Bildsynthesesystem, da� auf der Vision -Architektur aufbaut, kann als allgemeines

Bildsynthesesystem f •ur Einzelbilder und Animationen von wissenschaftlichen Darstellun-

gen o der f •ur Pro duktpr•asentationen eingesetzt werden. Zum Beispiel kann die Flexibilit•at

der Vision -Architektur dazu b enutzt werden, um zus•atzlich zu den klassischen E�ekten

auch globale Beleuchtung in ein Bild zu integrieren, ohne auf die bisher n•otigen Tricks

zur •uckgreifen zu m •ussen.

Nicht zuletzt bietet die Architektur wichtige Anregungen f •ur die Forschung, in der eine


exible Softwarearchitektur Vorteile f •ur den Entwurf, die Implementierung und den Test

von neuen Ideen zu Bildsynthesealgorithmen bietet.
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Struktur dieser Arb eit

Nachfolgend ein kurzer

•

Ub erblick •ub er die in dieser Arb eit angespro chenen Themen und

den Aufbau der Arb eit.

Von der Physik zur Bildsynthese Im Kapitel 2 wird das zugrundeliegende physikalis-

che Mo dell der Bildsynthese zusammen mit den wesentlichen physikalischen Gr•o�en und

Einheiten eingef •uhrt, die zur Beschreibung von Licht b enutzt werden.

Das Hauptthema dieses Kapitels ist die mathematische Formulierung des Bildsynthese-

proze�es in der Form der Rendering-Gleichung und ihrer Verallgemeinerung zur Transfer-

Gleichung . Die zweite Gleichung erfa�t dab ei auch E�ekte von partizipierenden Medien

auf die Lichtausbreitung.

Allerdings ist die reine physikalische und mathematische Beschreibung des Problems

der Bildsynthese unzureichend f •ur den Entwurf einer Bildsynthesearchitektur. Zus•atzlich

mu� von den Details der physikalischen Beschreibung abstrahiert werden, um eine Beschrei-

bung zu �nden, die den Entwurf einer Bildsynthesearchitektur unterst •utzt. Es m •ussen die

Teile der physikalischen Beschreibung gefunden werden, die f •ur die Bildsynthese relevant

sind und die mathematische Beschreibung mu� entsprechend an die Anforderungen der

Implementierung angepa�t werden.

Mathematische Techniken der globale Beleuchtungsb erechnung Kapitel 3 gibt

einen

•

Ub erblick •ub er die mathematischen Techniken zur Simulation der globalen Beleuch-

tung. Der theoretische Hintergrund von Monte-Carlo- und Finite-Elemente-Techniken wird

diskutiert und die Anforderungen dieser Techniken an eine Bildsynthesearchitektur wer-

den formuliert. Die Implementierung dieser Techniken ist sp•ater genauer in Kapitel 6

b eschrieb en, in welchem die verschiedenen Algorithmen im Kontext der Vision -Architektur

diskutiert werden.

Bildsynthesearchitekturen: Stand der Technik Kapitel 4 b etrachtet den Stand der

Technik im Bereich von Bildsynthesearchitekturen und -systemen. Es werden Anforderun-

gen entwickelt, die sowohl zur Evaluierung der existierenden Architekturen b enutzt werden,

als auch sp•ater als Basis f •ur den Entwurf der Vision -Architektur dienen. Die verschiedenen

Ans•atze zum Entwurf von Bildsynthesearchitekturen sowie ihre Vor- und Nachteile werden

unter Ber •ucksichtigung der Unterst •utzung physikalisch-basierter Algorithmen diskutiert.

Entwurf der Vision -Architektur Die Kapitel 5 bis 9 bilden den Hauptteil dieser Ar-

b eit. In Kapitel 5 wird die neue ob jektorientierte Vision Architektur vorgestellt. Wir

b eginnen mit einem

•

Ub erblick •ub er allgemeine ob jektorientierten Entwurfs- und Analy-

setechniken und stellen dann den in dieser Arb eit verwendeten Ansatz vor.

Der Schwerpunkt dieses Kapitels bildet das Herausarb eiten der wichtigen Konzepte

der Bildsynthese. Ziel ist es, eine Liste eigenst•andiger, ab er miteinander interagierender
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Subsysteme zu erstellen. Jedes Subsystem sollte dab ei einen Satz wohlde�nierter Verant-

wortlichkeiten hab en und einen entsprechenden Satz von Schnittstellen b ereitstellen, •ub er

den es Zugri� f •ur andere Subsysteme anbietet. Die Dynamik des Bildsyntheseproze�es ist

dann durch die Interaktionen der Subsysteme gegeb en.

F •ur jedes der identi�zierten Subsysteme wird zun•achst eine abstrakte Beschreibung

der Verantwortlichkeiten gegeb en. Diese Darstellung wird dann bis auf die Eb ene der

Schnittstellende�nitionen und ihrer Semantik verfeinert

Des weiteren werden einige Fragen zur Implementierung dieses Designs diskutiert, wie

zum Beispiel \Caching" und \Lazy Evaluierung. Diese Punkt machen eine e�ziente

Umsetzung des Entwurfs erst m•oglich. Da die Vision -Architektur einen weiten Bere-

ich an Implementierungsm•oglichkeiten anbietet, k•onnen einige der sonst •ublichen Opti-

mierungen auf unteren Eb enen nicht mehr verwendet werden. Statt dessen werden Opti-

mierungsstrategien auf h•oheren Eb enen diskutiert.

Algorithmen f •ur die Vision -Architektur In Kapitel 6 stellen wir Algorithmen f •ur

alle wesentlichen Subsysteme der Vision -Architektur vor. F •ur jeden Algorithmus zeigen

wir dab ei die Abbildung auf die miteinander interagierenden Subsysteme auf und stellen

Implementierungsstrategien, Beispiele und m•ogliche Varianten und Optimierungen vor.

Damit werden zwei Ziele verfolgt: Zum einen soll gezeigt werden, wie sich fast alle

b ekannten Algorithmen e�zient auf die Vision Architektur •ub ertragen lassen. Zum anderen

soll dargestellt werden, wie die Vision Architektur die Implementierung dieser Algorithmen

b eein
u�t und wie einige der •ublichen Implementierungsstrategien f •ur diese allgemeinere

Architektur ver•andert werden m •ussen. Diese

•

Anderungen f •uhren meist zu einer klareren

und 
exibleren Implementierung der Algorithmen.

Implementierung der Vision -Architektur In Kapitel 8 stellen wir die Implemen-

tierung des Vision -Systems als Ganzes vor. Dab ei diskutieren wir den Systementwurf,

den Stand der Implementierung und die Werkzeuge, die sp eziell f •ur diese Implementierung

entwickelt wurden.

Das Vision -System b einhaltet eine interpretierte Sprache ( Itcl ), die interaktiven Zugri�

auf C++ -Ob jekte des Systems erlaubt. Diese Sprache wird f •ur die Kon�guration und den

Test des Systems verwendet.

Implementierung der RenderMan-Schnittstelle F •ur das Vision -System hab en wir

uns entschieden, die RenderMan-Schnittstelle als die wesentliche Schnittstelle f •ur Szenen-

b eschreibungen zu verwenden. In Kapitel 8 werden Einzelheiten dieser Implementierung

b eschrieb en. Die RenderMan-Schnittstelle b esteht aus drei Teilen: Der Shading Language,

dem prozeduralen API und dem RIB Protokoll. Dab ei konzentriert sich die Darstellung

auf die e�ziente Implementierung der Shading Language als einem Werkzeug f •ur die 
ex-

ible, prozedurale Beschreibung von Re
exionseigenschaften und anderen Attributen der

Bildsynthese.
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Verwendung von Prozeduralen Shadern f •ur die globale Beleuchtungsb erech-

nung Kapitel 9 diskutiert die Verwendung von prozeduralen Shadern im Zusammenhang

mit Algorithmen zur globalen Beleuchtungsb erechnung. Diese Algorithmen brauchen f •ur

ihre e�ziente Umsetzung Informationen, die b ei prozeduralen Shadern •ublicherweise nicht

zur Verf •ugung steht. Als L•osungsansatz erweitern wir das Konzept des RenderMan-Shaders

um die M•oglichkeit, diese Informationen f •ur andere Subsysteme verf •ugbar zu machen.

Als Ergebnis k•onnen Szenenb eschreibungen, die diese erweiterte Schnittstellende�nition

b enutzen, mit allen zur Verf •ugung stehenden Bildsyntheseverfahren in Bilder umgesetzt

werden.

Zusammenfassung, Schlu�b etrachtungen und weiterf •uhrende Arb eiten In Ka-

pitel 10 werden Inhalt und Ergebnisse dieser Arb eit no chmals kurz zusammengefa�t und

b ewertet. Zum Abschlu� werden no ch Ideen und Pl•ane f •ur weitere Arb eiten auf diesem

Gebiet diskutiert.



Chapter 2

From Physics to Rendering

A prerequisite for the development of a physically-based rendering architecture is a thor-

ough understanding of the physical background of rendering. We need to know what light

is and how we can measure and describ e the distribution of light in a scene.

Other questions are: How can we characterize the emission of light from a light source

and how can we describ e the re
ection of light from a surface? What is the interaction of

light with volumetric ob jects like smoke or �re? What is the mathematical description of

the light �eld in a scene and how can we calculate it, given a numb er of light sources and

the ob jects in the scene?

Once we have a physical description of light, we need to decide on the relevant subset

of this description that is required for our purp ose. A full simulation of the physical mo del

is neither required, nor would it b e feasible.

In this chapter, we discuss the physical and mathematical background of rendering.

We can only scratch the surface of the physical and mathematical description of light

propagation, but we present those asp ects that are of primary imp ortance to rendering.

The reader is referred to [Gla95, Jac75] and similar b o oks for a more detailed description

of the physics of light.

2.1 Physics of Light

From a physical p oint of view, light is simply a sp ecial form of electro-magnetic radiation

{ the interval in the sp ectrum that humans can sense with their eyes. Our eyes are only

sensitive to electro-magnetic radiation in the sp ectrum b etween ultraviolet (with a wave-

length of ab out 380 nm) and infrared (770 nm), so that for our purp oses we can ignore the

remainder of the electro-magnetic sp ectrum.

There are at least three di�erent levels at which light is describ ed in physics:

1. Quantum optics is concerned with the interaction of single photons with atoms and

subatomic particles.

2. Wave optics describ es the e�ects of the interactions of light with ob jects whose size is
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comparable to the wavelength of light. These e�ects include disp ersion, di�raction,

and interference.

3. Finally, geometric (or ray) optics fo cuses on the macroscopic e�ects of light. It is

most appropriate to describ e e�ects like re
ection, refraction, and shadows.

For the task of rendering, where we are mostly concerned with macroscopic scenes, the

description of light by geometric optics is certainly the most appropriate. However, we

must keep in mind that this description is not complete and that for certain e�ects (like

disp ersion) we have to include e�ects from wave optics. These e�ects can sometimes b e

treated as sp ecial cases of geometric optics [Gla94a].

2.1.1 Radiometry

Radiometry is the science of physical measurements of electro-magnetic quantities such

as the energy or p ower of radiation. It measures the amount of light at each wavelength

using the SI unit of p ower [watt = W ] and is concerned with the 
ow of light through the

environment.

The most fundamental quantity of radiometry is radiance . The radiance L ( y ; ~! ; � )

describ es the amount of light energy with frequency � that is sent from a p oint y into a

sp eci�c direction ~!

1

p er unit time. The exact de�nition of radiance is:

Radiance is the p ower radiated in a certain direction p er unit pro jected area

p erp endicular to that direction p er unit solid angle p er frequency. The units

of radiance are [ w att m

� 2

sr

� 1

].

An alternate de�nition using the photon density p ( y ; ~! ; � ) [ m

� 2

sr

� 1

s

� 1

] and the energy

of a single photon h� is

2

L ( y ; ~! ; � ) = p ( y ; ~! ; � ) h� (2.1)

The photon density p ( y ; ~! ; � ) is the numb er of photons with frequency � p er unit volume at

the p oint y p er solid angle ~! into which the photons are traveling. h is Planck's constant.

In this thesis, we often drop the sp ectral dep endency on the frequency from our equa-

tions. This can b e justi�ed in the case of no coupling b etween di�erent wavelength bands

(which would o ccur, for instance, with 
uorescence or inelastic scattering). Without cou-

pling, the equations can b e set up and solved indep endently for any sp ectral band.

In general, the equations of radiometry are also time dep endent. However, for image

synthesis we are only interested in steady-state solutions to these equations, so that the

dep endency on time can b e ignored. The velo city of light is so large that the relaxation

times to a steady-state can b e neglected for usual scenes.

1

~! is used to describ e a direction vector

2

Often the wavelength � is used to characterize a sp ectral distribution of the radiation. In this thesis,

we switch b etween using the wavelength or the frequency � =

c

�

. Unlike the wavelength, which can change

if the light enters a medium with a di�erent refractive index, the frequency is a constant of the radiation.
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The distribution of light in a scene is completely describ ed by the radiance distribution.

All other quantities can b e derived from it. As can b e seen from its de�nition, radiance is

invariant along its direction of propagation, provided there is no absorption, emission, or

scattering e�ects by participating media. Thus, radiance can easily b e used to describ e b oth

incoming and outgoing quantities. Additionally, the amount of light received at the retina

of the human eye is prop ortional to the radiance emitted by the viewed surface. These

prop erties make radiance the appropriate quantity for the illumination computations in a

rendering system.

Other imp ortant quantities for the description of the rendering pro cess are intro duced

b elow.

Radiant Flux The di�erential radiant 
ux d � through a di�erential surface element dA

and a di�erential solid angle

~

d!

3

is de�ned as

d �( x ; ~! ) = L ( x ; ~! )

~

d!

~

dA = L ( x ; ~! ) cos � d! dA; (2.2)

where � is the angle b etween the surface normal ~n

x

and the direction of 
ux ~! .

Irradiance Instead of a complete description of the directional distribution of incom-

ing radiance at a surface, we are sometimes more interested in the total received power

per surface area . This quantity is called irradiance E [ W m

� 2

] and can b e computed by

integrating the incident radiance L

i

over the illuminating hemisphere 


+

at p oint y

E ( y ) =

Z




+

L

i

( y ; ~! ) ~n

y

~

d! ; (2.3)

where ~n

y

is the surface normal at p oint y .

Radiosity Since irradiance is an incoming quantity we also need a corresp onding out-

going quantity with the name radiant exitance B . It is de�ned as the integral over the

outgoing radiance L and describ es the p ower p er unit area [ W m

� 2

] leaving p oint y

B ( y ) =

Z




+

L ( y ; ~! ) ~n

y

~

d! : (2.4)

This quantity is often also called radiosity .

Intensity Finally, we need a way to describ e the p ower distribution leaving a p oint light

source. Radiance cannot b e used here, b ecause it describ es p ower p er unit solid angle and

unit area, where the latter is zero in this case. A alternative term that describ es p ower p er

unit solid angle only is radiant intensity I [ W sr

� 1

]. It is de�ned as

I ( y ; ~! ) =

d �( y ; ~! )

d!

: (2.5)

Care must b e taken when using the term \intensity", b ecause there are many di�erent

meanings for this term in various disciplines.

3

~

d! describ es the solid angle d! = j

~

d! j in direction

~

d!

j

~

d! j
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2.1.2 Photometry

Radiometry only deals with ob jective quantities which can b e measured in standard SI

units. On the other hand, the resp onse of the human visual system varies strongly with

the wavelength of the radiation. Photometry is the name for the science that deals with

this psychophysical p erception of light.

Because the eye has a di�erent relative sensitivity for radiation at di�erent frequencies,

we must translate radiometric quantities to the equivalent photometric quantities. This

mapping is describ ed by the luminous e�ciency function V ( � ) (see Figure 2.1). It translates

b etween the radiant p ower measured in watt [W] and the luminous power measured in

lumen (lm). The units of the function V are therefore [lm/W] and it reaches a maximum

of 680 lm/W at 550 nm and drops to zero for b oth 380 and 770 nm. This curve has b een

derived through numerous exp eriments and describ es the mapping for a \normal" human

visual system adapted to daylight conditions (photopic vision) [Hal88]. A similar standard

curve V

0

is also de�ned for night-adapted (scotopic) vision.

400nm 700nm

684 lm/W

relative
sensitivity

550nm wavelength

Figure 2.1: The shap e of the luminous e�ciency function V ( � ) for daylight adapted vision.

From [Gla95]

Similarly, we can derive corresp onding photometric equivalents for all other radiometric

quantities. It do es not really matter which units are used in calculations, b ecause of the

linear transformation b etween the two representations. Often rendering is p erformed in

radiometric quantities, while error metrics use the more appropriate photometric repre-

sentation. Table 2.1 summarizes the corresp ondence b etween radiometric and photometric

quantities and units.
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Physical quantity Radiometric Radiometric Photometric Photometric

name unit name unit

Energy Radiant energy joule [ J = k g m

2

s

� 2

] Luminous energy talb ot

Flux Radiant p ower watt [ W = j oul es s

� 1

] Luminous p ower lumen [ l m = tal bot s

� 1

]

Angular 
ux density Radiance [ W m

� 2

sr

� 1

] Luminance Nit [ l m m

� 2

sr

� 1

]

Flux density Irradiance [ W m

� 2

] Illuminance Lux [ l m m

� 2

]

Flux density Radiosity [ W m

� 2

] Luminosity Lux [ l m m

� 2

]

Radiant intensity [ W sr

� 1

] Luminous intensity Candela [ l m sr

� 1

]

Table 2.1: Corresp onding radiometric and photometric quantities and their units

2.2 Emission

Although there can b e many physical reasons for emission (e.g. heat, chemical reactions,

excitation by radiation, etc.), its e�ects can directly b e describ ed by the emitted radiance

L

e

( x ; ~! ) at a p oint on a surface.

Instead of using the radiance at the emitter, the e�ects of the emission can also b e

describ ed by the incoming radiance at the receiver, if we assume an undisturb ed path

b etween the two p oints. In this case, the incident radiance L

i

at the receiving p oint y is

equal to the emitted radiance at the source p oint x

L

i

( y ; ~! ) = L

e

( x ; � ~! ) : (2.6)

For light emitting volumes like �re, 
ames, or gases, we can use the similar description.

Here, the emitted radiance is called source term .

2.3 Interaction of Light with Surfaces

The interaction of light with matter is a complicated topic, but for our purp oses, we can

abstract from the full detail of the physical pro cess and only consider the macroscopic

e�ects of this interaction. For the following discussion we assume that radiance travels

from a source p oint x to a p oint y where it is interacting with the material of a surface.

There are three basic e�ects when light strikes a surface: absorption, re
ection, and

transmission. The absorption of light can simply b e describ ed by an absorption factor

� ( y ; ~! ; � ). It describ es the fraction of the incoming radiance with frequency � at y from

direction ~! that is absorb ed by the surface.

If it leaves the system we are concerned with, and is not re-emitted, we can ignore

what happ ens to this absorb ed radiation. For most materials the absorb ed light energy

is transformed into heat, which is not considered in our description. This has imp ortant

consequences, b ecause we do not have to deal with the problem that energy absorb ed at

one wavelength is re-emitted at another. Thus, there is no coupling b etween radiance

at di�erent wavelengths. If we would include the infrared sp ectrum, which includes heat

radiation, we would have to take this coupling into account. E�ects where re-emission in

the visible sp ectrum o ccurs are phosphorescence and 
ourencence. Because these e�ects
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are not very imp ortant for realistic rendering and severely complicate the computations,

they are usually ignored in computer graphics (but see [Gla94a]).

2.3.1 Re
ection

The visual app earance of most surfaces dep ends uniquely on their re
ection prop erties.

Because most materials do not emit light, what we see of them is the light that has b een

re
ected from the surface. This is also the reason why the same surface may lo ok very

di�erent under di�erent lighting conditions.

The details of the physical re
ection pro cess of light on a surface can b e quite com-

plicated. Re
ection only takes place at a b oundary b etween two materials which have a

di�erent index of refraction. The fraction of light that is re
ected and do es not enter the

material dep ends on the incident angle of the light, its frequency, and the relative index of

refraction b etween the two materials.

This is the description of an ideal b oundary b etween two materials, but the real world

is usually more complicated. The fraction of light that enters the material may again b e

re
ected from other surfaces (e.g. from pigments emb edded in the material) and leaves the

material, mayb e at another place. Additionally, the surfaces can have a complicated micro

structure, which is often describ ed by a distribution of oriented micro-facets. In the end,

it is only the macroscopic average over these e�ects which we p erceive and which we have

to compute for image synthesis.

To simplify the description of the physical re
ection pro cess for the purp ose of rendering,

it is usually assumed that we can describ e the re
ection prop erty of a surface by a single

function f

r

{ the bidirectional re
ectance distribution function or BRDF (see Figure 2.2)

f

r

( ~!

i

; y ; ~! ) =

L ( y ; ~! )

L

i

( y ; ~!

i

) ~n

y

~

d!

i

: (2.7)

The BRDF describ es the ratio of re
ected radiance L in direction ~! to di�erential

irradiance arriving at y from the direction ~!

i

.

The unit of the BRDF is inverse steradian [ sr

� 1

] and its value is non-negative, but

may b e arbitrarily large. For a physically correct description, the BRDF must ob ey the

Helmholz recipro city principle f

r

( ~!

i

; y ; ~! ) = f

r

( ~! ; y ; ~!

i

), which means that the BRDF has

the same value if the incoming and outgoing directions are reversed.

Furthermore, the integral over the outgoing direction must b e less than one to b e

compatible with the conservation of energy

Z




+

f

r

( ~!

i

; y ; ~! ) ~n

y

~

d! � 1 ; 8 !

i

: (2.8)

In our description, we have decided to ignore the details of subsurface scattering by using

a BRDF to describ e the comp ound re
ection e�ects at a single p oint. This allows a surface

to b e describ ed as an in�nitely thin layer and simpli�es many computations, b ecause we

can ignore the three-dimensional structure of a geometric ob ject. This allows us to ignore
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dA

~!

i

y

L

i

( y ; ~!

i

)

~

d!

i

~n

y

~!

L ( y ; ~! )

Figure 2.2: The Bidirectional Re
ectance Distribution Function (BRDF) describ es the

fraction of re
ected radiance L ( y ; ~! ), due to incident irradiance from direction ~!

i

.

Figure 2.3: The BRDF assumes that scattered light leaves the surface at the same p oint

it entered (left). However, some materials exhibit edge e�ects that are ignored when using

a BRDF approximation (right).
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the di�erences in shading due to thin or thick ob jects and edge e�ects (see Figure 2.3),

which has imp ortant consequences for the description of surfaces in Section 5.4.1.

The assumption that re
ected light leaves at the same place where it has entered a

surface is a valid assumption for most materials, b ecause scattering inside the material

normally happ ens very close to the surface, so that the light leaves close to the p osition it

entered. However, there are materials where this assumption is not valid. One example is

skin, which is one reason why it is so di�cult to simulate skin in computer graphics.

2.3.2 Transmission

Under similar assumptions, we can easily extend the notion of the BRDF to include trans-

mission. In fact, b oth e�ects can b e describ ed by a joint function f

r t

, if we assume an

in�nitely thin surface, use the absolute value of the cosine term in the denominator of

Equation 2.7, and allow the incoming directions to vary over the whole illuminating sphere.

f

r t

( ~!

i

; y ; ~! ) =

L ( y ; ~! )

L

i

( y ; ~!

i

) j ~n

y

~

d!

i

j

: (2.9)

2.4 Radiance Equation

If we forget ab out participating media for a moment, we can derive the global propagation

of light from the lo cal de�nition of the BRDF. The outgoing radiance L leaving a surface

in a certain direction is the emitted radiance plus the amount of radiance re
ected or

transmitted into this direction, calculated according to Equation (2.9). For the incoming

radiance L

i

in (2.9) we substitute the outgoing radiance from the p oint on the surface

visible in that direction (compare to Equation (2.6)). Finally, we re-parameterize the

range of integration from the illuminating sphere to the set S of all surfaces in the scene.

L ( y ; ~! ) = L

e

( y ; ~! ) +

Z




f

r t

( ~!

i

; y ; ~! ) L

i

( y ; ~!

i

) j ~n

y

~

d!

i

j (2.10)

= L

e

( y ; ~! ) +

Z

x 2 S

f

r t

( ~!

i

; y ; ~! ) L ( x ; � ~!

i

( x ; y )) G ( x ; y ) V ( x ; y ) dA ( x ) (2.11)

For the re-parameterization ~n

y

~

d!

i

= cos �

y

d!

i

= G ( x ; y ) V ( x ; y ) dA ( x ), we intro duced a

visibility function V ( x ; y ) in order to not account for illumination from hidden surfaces.

We also intro duced the purely geometric function

G ( x ; y ) =

j cos �

y

j j cos �

x

j

j x � y j

2

: (2.12)

The visibility factor V ( x ; y ) equals one, if b oth p oints x and y can \see" each other, i.e.

have no intervening surface, else it is zero. The case of an intermediate transparent surface

is handled in equation (2.11) by using f

r t

instead of f

r

and by considering all surfaces

opaque with resp ect to the visibility function V .
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Equation (2.11) is the well known rendering equation or radiance equation , intro duced

into computer graphics by Ka jiya

4

[Ka j86]. It relates the outgoing radiance at any p oint

in the scene to the outgoing radiance at any other p oint and is therefore represented as

an in�nite dimensional set of integral equations. It is classi�ed as a Fredholm equation of

the second kind [Atk76 ] and cannot b e solved analytically, except for trivial cases. This

gives rise to the various numerical solution techniques for global illumination, discussed in

Chapter 3.

2.5 Radiosity Equation

If we assume only di�use or Lamb ertian surfaces in a scene, which re
ect light equally in

all directions, the BRDF is indep endent of the incoming and outgoing directions and can

b e taken out of the integral in Equation (2.11).

L ( y ; ~! ) = L

e

( y ; ~! ) + f

r t

( y )

Z

x 2 S

L ( x ; � ~!

i

( x ; y )) G ( x ; y ) V ( x ; y ) dA ( x )

(2.13)

Because the outgoing radiance L is equal for all direction, it can b e expressed by the

radiosity of the surface B ( y ) =

R




L ( y ; ~! ) ~n

y

~

d! = � L (y

�

). We also switch from the BRDF

to the re
ectance factor � ( y ) = � f

r t

( y ) and obtain the radiosity equation in its integral

form.

B ( y ) = B

e

( y ) +

� ( y )

�

Z

x 2 S

B ( x ) G ( x ; y ) V ( x ; y ) dA ( x ) (2.14)

This equation has b een simpli�ed considerably compared to the radiance equation

(2.11), mainly b ecause the radiosity B is a scalar value, indep endent from the outgo-

ing direction. However, this equation is still di�cult to solve, b ecause the functions space

of B is still in�nite dimensional ( B ( y ) 2 L

2

) and would in principle require to compute

the solution for an in�nite numb er of p oints on all surfaces.

On the other hand, in a normal scene the radiosity is a piecewise smo oth function at

almost all p oints except for shadow b oundaries [HW91]. This suggests that the radiosity

function can b e well approximated with a �nite dimensional function space almost every-

where and motivates the use of �nite element solution techniques describ ed in more detail

in Section 3.3.

2.6 Interaction of Light with Volumes

The radiance equation is only a sp ecial case of a more general theoretical framework { that

of linear transport theory as applied to light radiation. The radiance equation is only valid

for scenes where the space b etween surfaces is �lled with matter for which the interaction

4

Ka jiya actually used a slightly di�erent transp ort quantity in his formulation
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with light can b e neglected. Fortunately, the interaction of light with clean air can b e

neglected for many cases for which images should b e pro duced.

On the other hand, there are cases where this interaction is signi�cant. Examples of

such participating media are fog, smoke, 
ames, and clouds. There are several heuris-

tic techniques which can create similar e�ects for sp ecial cases, e.g. [FvFH90, EMP

+

94],

but if meaningful results are required, we have to accurately simulate the actual physical

phenomena.

2.6.1 Participating Media

There are three basic e�ects where light passes through a participating medium { ab-

sorption , emission , and scattering . Each of these e�ects can b e describ ed by a suitable

co e�cient in the transfer equation [HHS93] (also see Figure 2.4).

absorption: �

in-scattering:

Z

f

s

� �

out-scattering: �

emission: q

Figure 2.4: The p ossible interaction of light with a participating medium.

Emission The thermal or true emission of radiation by the material can b e describ ed by

the source term q ( y ; ~! ; � ). It describ es the radiation emitted p er unit length [ W m

� 3

sr

� 1

]

at p oint y in direction ~! . In practice, many materials are isotropic emitters, which means

that the source term is indep endent of the outgoing direction ~! .

Absorption The loss in radiation when light passes through a material can b e due to

two e�ects: thermal or true absorption and out-scattering .

With absorption light energy is transformed into heat and thus leaves our system. The

fraction of radiance absorb ed is in general a function of the p osition, the direction of the

radiation, and its frequency. The true absorption coe�cient � ( y ; ~! ; � ) with unit [ m

� 1

]

describ es the fraction of radiance lost p er unit distance traveled through the medium.

Again, many materials have an isotropic absorption co e�cient.
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Scattering Scattering describ es the e�ect where part of the incoming radiation is scat-

tered into other directions and therefore reduces the amount of radiation in the original

direction. Scattering might either b e elastic, in which case the frequency do es not change,

or inelastic where part of the energy is absorb ed by the material and the frequency of the

scattered radiation is changed. In this thesis, we do not consider inelastic scattering.

The fraction of the incoming radiation scattered from its original direction is describ ed

by the scattering coe�cient � ( y ; ~! ; � ). Together with the true absorption co e�cient we

have the total absorption coe�cient or the extinction coe�cient � with unit [ m

� 1

]

� ( y ; ~! ; � ) = � ( y ; ~! ; � ) + � ( y ; ~! ; � ) : (2.15)

The quantity 1 =� is the mean free path that photons can travel without b eing scattered

or absorb ed by the material. The ratio of loss due to scattering and loss due to total

absorption � =� is called the albedo and is a characteristic quantity for the medium.

The angular description of the scattering is given as a function that is very similar to

the BRDF { the phase function f

s

( ~!

i

; y ; ~! ). This unit-less function describ es the fraction

of radiance incident from direction ~!

i

, which is b eing scattered into direction ~! . The phase

function is normalized by

1

4 �

Z

f

s

( ~!

i

; y ; ~! )

~

d! = 1 : (2.16)

In many cases, the phase function only dep ends on the cosine b etween the incoming and

the outgoing directions, e.g. Rayleigh and Mie scattering. In that case, the material is

isotropic with resp ect to scattering.

2.6.2 Transfer Equation

As a result, we can now derive the the transfer equation [KV84, HHS93] in its integro-

di�erential form. The change in radiance in direction ~! is given by the amount of radiance

lost plus the source term plus the in-scattering term.

~! � r L ( y ; ~! ) = � ( � ( y ; ~! ) + � ( y ; ~! )) L ( y ; ~! ) + q ( y ; ~! ) + (2.17)

1

4 �

Z




f

s

( ~!

i

; y ; ~! ) � ( y ; ~!

i

) L

i

( y ; ~!

i

)

~

d!

i

The b oundary conditions for this equation are the emission and the BRDF of the

surfaces in the scene. They are collectively describ ed by the radiance equation (2.10). In

the case of no participating medium, the incoming radiance L

i

( y ; ~! ) at a p oint y from

direction ~! is the same as the outgoing radiance L ( x ; � ~! ), where the p oint x is the one

seen from the y in direction ~! . This allows for deriving the usual form of the radiance

equation (2.11) as a sp ecial case of the transfer equation with no participating media.

Finally, we can transform the integro-di�erential form of the transfer equation (2.17)

into its integral form by formally integrating it with resp ect to the b oundary conditions.
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The integral form describ es the radiance L ( y ; ~! ) using the radiance at the b oundary p oint

x

0

(found by going backward along the direction ~! until we hit a b oundary), attenuated

by the extinction co e�cient along its way. At each p oint along the way, radiance is also

added due to the source term and in-scattering, which is then also attenuated along the

ray by the optical depth � . The integral form of the transfer equation is then given by

L ( y ; ~! ) = L ( x

0

; ~! ) e

� � ( x

0

; y )

+

Z

s

s

0

� ( x ( s ) ; ~! ) e

� � ( x ( s ) ; y )

ds: (2.18)

The total emission

� ( x ; ~! ) = q ( x ; ~! ) +

1

4 �

Z

f

s

( ~!

i

; x ; ~! ) � ( x ; ~!

i

) L

i

( x ; ~!

i

)

~

d!

i

(2.19)

couples the radiance L ( y ; ~! ) to the radiance �eld L at all other visible p oints in the scene.

The optical depth � ( x

0

; x

1

) is de�ned by the line integral over the extinction co e�cient

along the segment b etween the two p oints x

0 ; 1

= p + s

0 ; 1

~!

� ( x

0

; x

1

) =

Z

s

1

s

0

� ( p + s~! ; ~! ) ds: (2.20)

The fact that the radiance at a p oint in the scene directly dep ends on the radiance of

all other p oints in the visible space around it, makes the solution for scenes with partici-

pating media much more challenging and extremely computationally exp ensive. To avoid

this complexity many algorithms neglect scattering and only consider the absorption and

emission of volume ob jects. If scattering is taken into account at all, mostly lower order,

e.g. single scattering is used.

2.7 Virtual Camera

So far we have discussed the physical description of light transp ort and the mathematical

description of the light �eld in a scene, which is a prerequisite for generating an image of

a scene.

In the next step, we need to describ e how the computed light �eld in a scene can b e

used to generate an image. This is like simulating a virtual camera taking an image of the

scene. It can b e considered as consisting of two distinct steps: the reception pro cess, which

determines the amount of light received at a virtual �lm, and the exp osure and development

pro cess of mapping these values to pixel intensities which are used for displaying or storing

the image.

While we generally use the analogue of a virtual camera to derive this description,

several other interpretations are p ossible. For the case of a photographic camera, the

reception pro cess describ es where the incident light energy is computed on the �lm while

the shutter is op en, and the exp osure pro cess includes the chemical reception of light by

the �lm emulsion, the chemical development pro cess, and the pro duction of the �nal photo.

For an electronic device (e.g. a CCD camera) the reception pro cess consists of sampling the
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light energy by the CCD elements and the exp osure pro cess corresp onds to the electronic

pro cessing of this data.

The di�erence b etween the reception pro cess and the exp osure pro cess is that the

reception pro cess can usually b e describ ed by a linear op erator, while the exp osure pro cess

often involves the use of non-linear op erators.

2.7.1 Reception Pro cess

For this section we again consider time for our equations, b ecause the scene might b e

changing while the shutter of our virtual camera is op en and we want to b e able to capture

the resulting e�ects in our rendering pro cess.

The reception calculates the energy incident at a pixel by integrating the radiance

weighted with a �lter kernel k over

� the exp osure interval �

e

,

� the area of the pixel A

i;j

using an appropriate �lter kernel,

� the solid angle of incoming illumination 


l

(the solid angle covered by the lens).

W

p

( i; j ) =

Z

t 2 �

e

Z

y 2 A

i;j

Z




l

k ( y ; ~! ; t ) L

i

( y ; ~! ; t ) ~n

y

~

d! dA

y

dt: (2.21)

In terms of our radiometric description we calculate the energy received at a pixel in

our image. By dividing through the pixel area, the exp osure time, and the solid angle

subtended by the lens, the ab ove equation is equivalent to computing the mean incident

radiance L

p

( i; j ) at a pixel.

The resp onsibility of the algorithms computing the reception of energy at a pixel in-

cludes spatial and temp oral anti-aliasing by prop erly weighting the radiance by a suitable

�lter kernel k .

2.7.2 Development Pro cess

The computed energy W

p

( i; j ) p er pixel must then b e mapp ed to a pixel value N

p

( i; j )

for display or for storage. This pro cess is often describ ed by a tone reproduction or tone

mapping op erator M , which is usually non-linear.

N

p

( i; j ) = M ( W

p

( i; j )) (2.22)

Dep ending on the application, the development pro cess can consist of a simple lin-

ear mapping of the resulting values to the dynamic range of the output format, or more

advanced techniques can b e used.

The problem of the op erator M is that it must map b etween the usually large dynamic

range of the input data (often in the range of 1:10

4

) to the very limited range of CRTs or

image �le formats with a dynamic range of ab out 1:100.
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A simple linear mapping of the values W

p

often do es not work if light sources are visible

in the image, b ecause their values are often several orders of magnitude larger than the

rest of the image. The usual approach is to map the maximum non-light-source radiance

to a value slightly smaller that the maximum value of the output format and to clamp

light sources radiance to the maximum value [CW93].

The problem with this kind of linear scaling is that it do es not account for the p erception

pro cess by the viewer of the image. Because it tries to map the dynamic range of the input

data to the dynamic range of the output format, linear scaling ignores the absolute value

of the original data. Thus, the two images resulting from illuminating the same scene by

a light source, which emits light with the p ower of a searchlight or that of a �re
y would

b e identical [TR93].

The ultimate goal for the op erator M is to present an image, which results in a similar

perceived brightness as viewing the original scene. To solve this problem a mo del of human

p erception must b e incorp orated into the development pro cess. Examples of such tone

repro duction op erators are [TR93, War94]. They are discussed in Section 9.4.3.

Finally, the development pro cess must often also correct for the usual non-linearities

of display devices. Although this step is device-dep endent and should ideally b e done

during display when the characteristics of the output device are known, an estimated pre-

correction allows for b etter use of the available dynamic range of the image format.

The radiance L

cr t

emitted by typical CRTs relates to the input voltage V by

L

cr t

= C V




(2.23)

with a gamma value 
 of ab out 2 : 4 � 0 : 2 [FvFH90]. Pre-correcting the output data with

this value gives an almost linear mapping to the input of the monitor, thus making b etter

use of the dynamic range of the image format and reducing quantization e�ects. If the

pre-correction value for 
 is stored with the data, the display program can correct for the

di�erence b etween the gamma used for pre-correction and the real characteristic of the

display device.

Sp ecial E�ects

There are many di�erent output quantities that can b e calculated from the energy W

p

or

the pixels' mean radiance values L

p

. Dep ending on the application, the radiance values can

b e combined with other data from the scene to compute, for instance, luminance maps, a

glare index, or other values. These computations do not readily �t into the ab ove mo del.

In this case, the ab ove distinction b etween global illumination, reception, and development

may not apply and an integrated camera mo del must b e used. As an example, the ab ove

description of the virtual camera do es not include lens e�ects, which are frequently used

in advanced rendering applications [Che87 , KMH95].



Chapter 3

Mathematical Techniques for Global

Illumination Calculations

One of the fundamental problems of a physically-based rendering system is the computation

of the light �eld in a scene which is then used by the virtual camera to compute an image.

Because in the absence of participating media the light �eld is describ ed by the radiance

equation (2.11), we must �nd an appropriate solution to this equation. This is usually the

most time consuming part of the rendering pro cess.

As a Fredholm equation of the second kind [Atk76], the radiance equation cannot b e

solved analytically, except for trivial cases. Instead, numerical algorithms for computing a

solution must b e used, all of which are derived from two basic numerical approaches: �nite

element and p oint sampling (or Monte-Carlo) techniques.

In this chapter we discuss the theory of �nite element technique for b oth the radiosity

equation (3.36) and the radiance equation (2.10). For b oth cases we describ e the formal

treatment as well as an implementation using a Galerkin metho d. The presentation in this

chapter basically follows those in [Sch94b , CW93, Arv93].

In contrast to �nite element techniques, the Monte-Carlo technique is conceptually

simpler b ecause it is solely based on p oint samples, which eliminates a lot of problems

asso ciated with the �nite element techniques, e.g. approximation of discontinuities. How-

ever, comparable di�culties arise, mainly due to the problem of accurately sampling highly

lo calized sources of illumination. Together with the inherently slow convergence of the

Monte-Carlo technique, this often results in visible noise in the images.

The main advantage of the Monte-Carlo techniques is that it is usually free of any

systematic error or bias, an inherent problem of the �nite element techniques. As a con-

sequence, Monte-Carlo techniques are also imp ortant as a to ol for verifying other solution

techniques.

The �nal part of this chapter will b e a brief discussion of solution techniques for par-

ticipating media. Volume ob jects participating in the illumination pro cess like gases, fog,

smoke, or �re, are b ecoming increasingly imp ortant in illumination applications. However,

they p ose severe algorithmic and computational challenges to a rendering system.
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m

-m

Figure 3.1: The de�nition of the � � op erator.

3.1 Linear Op erators

Both the radiance equation (2.10) and the radiosity equation (2.14) can b e formulated as

a linear op erator applied to radiation in the form of radiosity or radiance. Using op erator

notation allows us to write the equation in a simpler and more general form that stresses

the similarities b etween the two equations.

For notational convenience we intro duce a co ordinate free way to describ e a p oint and

an attached direction by �

y

= ( y ; ~! ). We also intro duce the unary minus op erator on a

ray �

y

= ( y ; ~! ), such that � �

y

is the ray anchored at the p oint x that is visible from y in

direction ~! . Both rays have opp osite direction (see Figure 3.1).

We note that the radiance L ( � ) is de�ned on the space M

2

� H

2

, with M

2

the set of all

p oints on a two-dimensional manifold (the surfaces of the scene, not necessarily connected)

and H

2

the hemisphere of directions. Note, that radiance is a �nite energy function, i.e.

L ( � ) 2 L

2

( M

2

� H

2

). We can then de�ne an inner pro duct of two functions f and g in

this space by h f ; g i =

R

M

2

� H

2

f ( � ) g ( � ) d� with d� =

~

dA �

~

d! .

With this change in notation the radiance equation (2.11) can b e written as

L ( �

y

) = L

e

( �

y

) + L

r

( �

y

) (3.1)

= L

e

( �

y

) +

Z

H

2

f

r

( �

y

0

; �

y

) L ( � �

y

0

) d�

y

0

(3.2)

= L

e

( �

y

) + T ( L )( �

y

) (3.3)

where the sup erscripts r and e denote re
ected and emitted radiance and f

r

( �

y

0

; �

y

) =

f

r

( !

0

; y ; ! ) is the BRDF at p oint y . The op erator T denotes the transport operator .

The transp ort op erator T = S � H is the concatenation of the re
ection or scattering

op erator ( S L

i

)( �

y

) =

R

H

2

f

r

( �

y

0

; �

y

) L

i

( �

y

0

) d�

y

0

and the op erator H L ( � �

y

0

) = L

i

( �

y

),

which converts b etween outgoing and incoming radiance L and L

i

. This factorization of
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the transp ort op erator has an interesting consequence for the division of work in rendering.

For scenes with no participating media the op erator H is a purely geometric op erator, while

S is an op erator only dep ending on the optical prop erties of a surface and is indep endent

of geometry.

It is interesting to note that, while the outgoing radiance observes the transp ort op er-

ator

L = L

e

+ T L = L

e

+ ( S � H ) L; (3.4)

the incoming quantities observe the adjoint op erator T

+

= H � S with H

+

= H and

S

+

= S

L

i

= L

e

i

+ T

+

L

i

= L

e

i

+ ( H � S ) L

i

(3.5)

This fact can b e used to derive the notion of imp ortance at a p oint [Sch94b ] in the scene

which describ es the weight with which it will in
uence the result at the �nal image [SAS92,

AH93, CSD93]. If imp ortance is emitted by the camera, it ob eys the same transp ort

equation as radiance.

Back to the radiance equation, which can now b e written as

(1 � T ) L = L

e

: (3.6)

We note that, since T is a linear op erator, we can formally invert (1 � T ). Given the

physical interpretation of the transp ort op erator, we know that the inverse must exist,

which can also b e shown by the fact that the sp ectral radius of the op erator is strictly less

than one.

This leads to the formal solution as a von Neumann series

L = (1 � ( S � H ))

� 1

L

e

=

"

1

X

i =0

( S � H )

i

#

L

e

; (3.7)

with the intuitive physical interpretation that the solution is given as the emitted radiance

plus the radiance re
ected once, plus the radiance re
ected twice, and so on.

This formal solution directly corresp onds to the Monte-Carlo technique of solving the

radiance equation, which recursively gathers the radiance in a scene.

3.2 Monte-Carlo Approach

The idea of the Monte-Carlo integration is, that a solution to some integral I =

R

f ( x ) dx

can b e approximated by taking a large numb er of p oint samples of the integrand

I =

Z




f ( x ) dx = lim

N !1

1

N

N

X

i =1

f ( �

i

)

p ( �

i

)

; (3.8)

where the samples �

i

are distributed according to a probability density function (p df ) p ( x )

(i.e. p ( x ) � 0 ;

R

p ( x ) = 1) [KW86]. Furthermore, we require the p df to b e non-zero in
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those parts of the integration domain 
, where f ( x ) is non-zero. Due to the Law of Large

Numb ers, the probability that the approximation is equal to the exact value of the integral

converges to unity for large N

P

 

�

�

�

�

�

1

N

N

X

i =1

f ( �

i

)

p ( �

i

)

� I

�

�

�

�

�

< "

!

! 1 ; for " > 0 ; N ! 1 (3.9)

The Monte-Carlo Technique is particularly well-suited for solving high-dimensional in-

tegral equations with low coherence. This is often the case for global illumination in

complex scenes.

3.2.1 Imp ortance Sampling and Strati�cation

The reliability of Monte-Carlo sampling is measured by the variance of the estimators. The

variance of the estimators is given as

v ar

 

1

N

N

X

i =1

f ( �

i

)

p ( �

i

)

!

=

v ar

�

f ( �

i

)

p ( �

i

)

�

N

; (3.10)

where

f ( �

i

)

p ( �

i

)

is the primary estimator, while its average is a secondary estimator.

As a consequence of the ab ove formula, the Monte-Carlo technique requires a large

numb er of samples to reduce the variance of the primary estimator. The error " = I �

1

N

P

N

i

f ( � )

p ( � )

of the approximation is itself a random variable with zero mean, i.e. the estimator

is unbiased. The standard deviation of this estimator is reduced only prop ortional to

1 =

p

N , which is known as the diminishing return of the Monte-Carlo technique, i.e. the

numb er of samples must b e quadrupled to reduce the standard deviation by one half.

The formulation of the Monte-Carlo technique is fairly simple and the same is true for

a direct implementation. However, the Monte-Carlo technique is known for its ine�ciency

and its high computational cost, due to the large numb er of samples that have to b e taken.

This cost can b e reduced by cho osing suitable p df 's for the sp eci�c problem { a technique

known as imp ortance sampling.

For imp ortance sampling we adjust the p df p to b e similar in shap e to the integrand

f . If we were able to cho ose p ( x ) = C f ( x ), with a constant factor C = 1 =I , the variance

of the primary estimator would b e zero and a single sample would always give the correct

result. Unfortunately, the constant C is determined by the integral we want to compute

and is therefore unavailable. On the other hand, some a priori knowledge ab out the shap e

of f is often available and can b e used to adjust p to reduce the variance of the estimators.

Another technique for reducing variance is strati�ed sampling . Here, the integration

domain 
 is sub divided into a numb er of smaller domains 


i

or strata, and each stratum

is sampled indep endently. Thus, the integral is replaced by a sum of integrals over each of

the smaller domains, i.e.

v ar
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: (3.11)
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I

Variance

(a) Without Strati�cation

I1 I5I4I3I2

(b) With Strati�cation

Figure 3.2: The variance of sampling over a large interval (left) is often larger than the vari-

ance of sampling the function over strati�ed intervals I

i

(right). The variance is indicated

by the dotted horizontal lines.

In most cases the variance in each domain 


i

is much smaller than that of the complete

domain, thus reducing the overall variance (compare to Figure 3.2). Unfortunately, the

success of strati�cation dep ends very much on the integrand f (e.g. the variance of white

noise is constant for any domain), but can often b e sup erior to imp ortance sampling.

Strati�cation and imp ortance sampling can easily b e combined, e�ectively resulting in a

di�erent imp ortance function b eing used in each stratum. Examples for sto chastic sampling

techniques are shown in Figure 3.3.

Figure 3.3: Examples of sto chastic sampling techniques: Simple random samples (left), im-

p ortance sampling (center left), strati�ed sampling (center right), combination of strati�ed

and imp ortance sampling (right).

3.2.2 Multi-Dimensional Sampling

If multi-dimensional integration is to b e p erformed, which is usually the case for rendering,

the strati�cation technique can b e extended to each dimension in turn. In the naive

application this leads to an explosion in the numb er of samples to b e taken. Full sampling

of all strata in D dimensions would require N

D

samples if each dimension is divided into

N domains.

An alternative is the metho d of uncorrelated jittering [Co o86], which is essentially the

same idea as path-tracing [Ka j86], where only one stratum from each dimension is used
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for each sample of the multi-dimensional integral. Because the samples are indep endent of

those taken for other dimensions, this mo di�ed estimator is unbiased.

Another choice for the selection of multi-dimensional samples, is N-rook sampling

[Shi90a], where only N out of the N

D

p ossible domain combinations are sampled. If

�

1

; : : : ; �

D

are di�erent p ermutations of the sequence 1 ; : : : ; N , then the i -th sample in

dimension j is taken from the stratum �

j

( i ) (see Figure 3.4 and 3.5).

Figure 3.4: One p ossible con�guration for N-ro ok sampling for N = 4 and D = 2

(a) Full Strati�cation (b) 2D N-Ro ok Sampling (c) 4D N-Ro ok Sampling

Figure 3.5: Multi-dimensional sto chastic sampling techniques: full strati�cation generating

81 samples (left), N -Ro ok-sampling b etween nine two-dimensional strata each (center), N -

Ro ok-sampling b etween three one-dimensional strata in four dimensions (right). Usually

jittering is also used within each stratum.

Little is known ab out what is a go o d or a bad sampling strategy, but linear correlation

must de�nitely b e avoided. Mitchel [Mit91] develops a condition for optimality and suggests

several metho ds for generating a near optimal sampling pattern e�ciently.
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3.2.3 Generating Samples with Non-Uniform Densities

Once a suitable p df for a Monte-Carlo integration has b een determined, the remaining

problem is to generate samples according to this distribution from uniformly distributed

samples �

i

over the unit interval.

If a density function p ( x ) is de�ned over the interval [ a; b ], then the cumulative distri-

bution function P ( x ) is given as

P ( x ) =

Z

x

a

p ( x

0

) dx

0

(3.12)

Samples �

i

0

distributed according to p can then b e generated by the transformation

�

i

0

= P

� 1

( �

i

) (3.13)

For two-dimensional density function p ( x; y ) de�ned over the interval [ a; b ] � [ c; d ] the

distribution function is given as

P ( x; y ) =

Z

y

c

Z

x

a

p ( x

0

; y

0

) dx

0

dy

0

(3.14)

Suitably distributed samples �

0

= ( x

i

; y

i

) can b e generated in a two-step pro cess, �rst

cho osing x

i

according to P ( x; d ), then cho osing y

i

according to P ( x

i

; y ) =P ( x

i

; d ). In the

sp ecial case that p is separable this simpli�es to using the one-dimensional case in each

dimension [KW86].

In the following, we brie
y discuss the generation of a few commonly used distribu-

tions for rendering [Shi93]. Uniformly sampling a disk of radius R gives the density

function p ( r; � ) = 1 = ( � R

2

) and the distribution P ( x; y ) = ( � r

2

) = (2 � R

2

). The transfor-

mation from uniformly distributed samples ( �

1

; �

2

) over the unit square is then given as

( r; � ) = ( R

p

�

i

; 2 � �

2

).

Similarly, the transformation to a p ower cosine distribution

p ( � ; � ) =

n + 1

2 �

cos

n

� (3.15)

in p olar co ordinates is given as

( � ; � ) = (arccos ((1 � �

1

)

1 = ( n +1)

) ; 2 � �

2

) (3.16)

More transformations that are useful for rendering are given in [WS93 , KW86]

3.2.4 Issues of Monte-Carlo Techniques

Despite all the techniques to lower the variance in Monte-Carlo algorithms and to e�ciently

generate samples, it is still a very costly algorithm. For scenes which are simple or very

coherent, other metho ds usually outp erform Monte-Carlo algorithms. On the other hand,

the Monte-Carlo technique currently seems to b e the b est choice for extremely large or
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complex scenes with very little coherence (as an extreme example consider rendering a

�eld of grass [CHS

+

93]). Alternative solutions would need to address clustering and the

computation of illumination mostly indep endent of actual ob jects in the scene [WR88,

Sil94, SAG94].

Because of limited computation time, the images generated by Monte-Carlo algorithms

often still contain some visible noise. These Monte-Carlo images can b e further improved

by using a suitable �ltering technique [RW94], which tries to eliminate high variance noise

in an image without changing energy in the image.

The Monte Carlo technique has a few signi�cant advantages over the �nite element

based techniques:

� Its extension to multi-dimensional integrals is straight-forward, by applying the

Monte Carlo technique to each dimension in turn. This is in contrast to sp ecial

solution metho ds for multi-dimensional integrals with the �nite element techniques.

� Its implementation is straight-forward compared to the �nite element metho d and it

is often easier to verify.

� Due to the sto chastic nature of the Monte Carlo technique, the algorithm do es not

intro duce any coherent bias into the solution. This cannot b e avoided for �nite

element solutions, due to their representation of illumination as a smo oth function

over surface elements.

These arguments together imply that the Monte Carlo technique is esp ecially suitable

for reference solutions and in highly complex environments, which have little coherence

that could b e exploited by the �nite element techniques.

3.3 Finite Element Approach

In the �nite element approach, the illumination is describ ed as a function representing

the re
ected radiance or radiosity over the surfaces in the scene. This technique takes

advantage of the fact that re
ected radiance and radiosity are usually piecewise smo oth

functions over the surfaces. In this case, they can b e approximated well by smo oth �nite-

dimensional functions.

Instead of computing a solution at many isolated p oints on a surface, the �nite element

technique takes advantage of the coherence which is inherent in smo oth functions: If we

know the function at some p oint p , we know that the solution will not b e very di�erent at

nearby p oints.

A general problem of this metho d is that it intro duces a systematic error or bias into

the solution, b ecause if the approximation to the exact solution has an error at a p oint p

in the scene, a similar error will b e made in the neighb orho o d of this p oint.
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3.3.1 Finite Elements and the Galerkin Technique

For a numerical solution metho d, we want to �nd a �nite-dimensional approximation

^

L

to the solution of the radiance equation, since the exact solution L lives in an in�nite-

dimensional space which cannot b e handled directly. An approximation can b e derived by

pro jecting the function L into a �nite-dimensional subspace spanned by some orthogonal

basis functions f N

ij

g

i;j =1 ;::: ;M

, i.e.

^

L ( �

y

) =

M

X

i;j =1

l

ij

N

ij

( �

y

) : (3.17)

In this formula the basis functions N

ij

represent a basis for the spatial ( i ) and the directional

( j ) representation of radiance

1

.

A measure for the error intro duced by this approximation is given as the residual R

R (

^

L

o

) = L

e

� (1 � S � H )

^

L : (3.18)

As an error metric the residual function is zero, if the approximation exactly matches

the correct solution. While our solution

^

L lives in a �nite-dimensional subspace, this is not

in general true for the residual R , due to L

e

and the application the transp ort op erator to

^

L . However, we want to measure the error in a �nite-dimensional error metric.

In the following we use the metho d of weighted residuals , where the norm of the residual

is approximated using M

2

indep endent weighting functions W

ij

( x ) as the �nite sum

j R j �

M

X

i;j =1

jh R ; W

ij

ij : (3.19)

The measured error of the approximation can then b e driven to zero by computing the

radiance values, such that each term of the sum equals zero.

There are basically three metho ds to cho ose the weighting functions W

ij

. They all result

in a linear system of equations for the radiance co e�cients l

ij

. The point col location metho d

uses Dirac delta functions for the W

ij

, essentially reducing the error of the approximation

to zero at a discrete numb er of p oints.

Another choice for the weighting functions is the least squares metho d, where the

residual is required to b e orthogonal to the space spanned by images of the basis functions

under the pro jection op erator, i.e. W

ij

= (1 � T ) N

ij

. For a discussion of the use of these

metho ds in the context of global illumination see [Arv93].

In the case of the Galerkin metho d the residual is required to b e orthogonal to the

space spanned by the basis functions directly f N

ij

( � ) g . In all of the ab ove metho ds we

obtain a linear system, but its mathematical structure and therefore its solution dep ends

strongly on the chosen weighting functions. For the Galerkin metho ds the linear system is

given as

l

ij

= l

e

ij

+

X

mn

T

ij mn

l

mn

; (3.20)

1

In a more general case, the numb er of basis functions needs not to b e equal in b oth dimensions
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or in matrix notation

( 1 � T )

~

l =

~

l

e

(3.21)

with some expansion co e�cients

~

l = ( l

ij

) of the radiance in resp ect to the basis functions

f N

ij

( � ) g and the expansion of the transp ort op erator

T

ij mn

= hT ( N

mn

) ; N

ij

i (3.22)

Solving the linear system (3.20) we obtain the co e�cients of our basis functions, which

now directly determine the approximated radiance or radiosity for any p oint on a surface.

The approximate solution

^

L is then given by the linear combination of basis functions N

ij

,

weighted with appropriate co e�cients l

ij

L ( � ) �

^

L ( � ) =

M

X

i;j =1

l

ij

N

ij

( � ) : (3.23)

The most simple function space is that of piecewise constant functions, which has long

b een used in radiosity computations [GTG84, CCWG88]. Only recently, higher order func-

tions like p olynomials or wavelets have b een intro duced [HW91, MA92, LTG92, GSCH93].

3.3.2 Parameterization of the Transp ort Op erator

In the preceding section we have describ ed a formal solution of the radiance equation

using op erator theory. The basic problem that remains is the calculation of the interaction

co e�cients T

ij mn

. To compute these co e�cients, we must �nd a suitable parameterization

of the transp ort op erator T , i.e. �nding appropriate basis functions N

ij

.

If we assume a given parameterization of our surfaces by the intrinsic surface parameters

y = y ( u; v ) and ignore any area element factors intro duced by this parameterization, there

are two basic parameterizations of the transp ort op erator: the directional and the spatial

parameterization. For the following discussion we assume that radiance is transp orted

from p oint x on a surface to p oint y on another surface, where it is re
ected in direction

to p oint z (see Figure 3.6).

Directional Parameterization

The directional parameterization describ es outgoing radiance as a functions of the angle ~!

L ( �

y

) = L ( y ; ~! ) =

X

ij

l

ij

N

i

( y ) N

j

( ~! ) (3.24)

and a transp ort op erator of the form

T ( L )( �

y

) =

Z

H

2

f

r

( ~!

0

; y ; ~! ) L ( � �

y

0

) ~n

y

~

d!

0

: (3.25)
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X

y

z

Figure 3.6: Con�guration for the spatial parameterization of light transp ort.

In the directional parameterization, the expansion co e�cients of the op erator are

T

ij mn

= hT ( N

i

N

j

) ; N

m

N

n

i (3.26)

=

Z
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Z
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( y ) N

j

( ~! ) d x d y
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d! (3.27)
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)) N

n

( ~!
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with the directional kernel k

d

( ~!

0

; y ; ~! ) = f

r

( ~!

0

; y ; ~! ) ~n

y

~!

0

= f

r

( ~!

0

; y ; ~! ) cos �

y

[Sch94b ].

Although the directional expansion of the transp ort op erator started with four parame-

ters ( x ; ~!

0

; y ; ~! ), only three of them are indep endent due to the fact that x can b e expressed

using � � ( y ; ~!

0

). As an alternative we can also express ~!

0

through the two p oints x ; y .

As a result, we can include one of the basis functions into a modi�ed kernel function and

expand the transp ort op erator T in terms of this mo di�ed kernel. There are two p ossible

kernels in the case of the directional parameterization according to (3.27) and (3.28).

k

d

n

( x ; y ; ~! ) = k

d

( ~!

0

( x ; y ) ; y ; ~! ) N

n

( ~!

0

( x ; y )) (3.29)

and

k

d

m

( ~!

0

; y ; ~! ) = k

d

( ~!

0

; y ; ~! ) N

m

( x ( y ; ~!

0

)) : (3.30)

Spatial Parameterization

With a spatial parameterization the radiance is describ ed at a p oint y re
ected towards

another p oint z in the form

L ( �

y

) = L ( y ; z ) =

X

ij

l

ij

N

i

( y ) N

j

( z ) ; (3.31)
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which results in the expansion

T

ij mn

= hT ( N

i

N

j

) ; N

m

N

n

i (3.32)

=

Z

z
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y

Z

x 2 M

2
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s

( x ; y ; z ) N

m

( x ) N

n

( y ) N

i

( y ) N

j

( z ) d x d y d z : (3.33)

The spatial kernel is given as k

s

( x ; y ; z ) = f

r

( ~!

0

( x ; y ) ; y ; ~! ( y ; z )) G ( x ; y )

dA

x

dx

with the

di�erential form factor

G ( x ; y ) =

( ~n

y

( x � y ))( ~n

x

( y � x ))

jj y � x jj

4

V ( x ; y ) : (3.34)

Again the expansion dep ends only on three indep endent parameters and we can incor-

p orate one of the basis functions in y into the kernel. The mo di�ed kernel function k

s

n

is

then

k

s

n

( x ; y ; z ) = k

s

n

( x ; y ; z ) N

n

( y ) : (3.35)

In contrast to the directional parameterization, only a single mo di�ed kernel exists due to

the inherent symmetry of the spatial parameterization.

Consequences

It is interesting to note, that in the preceding sections we have expanded the transp ort

op erator T in terms of a mo di�ed kernel function. As a consequence the prop erties of our

expansion dep end on the way we have parameterized the radiance representation [Sch94b ].

An imp ortant di�erence b etween the directional and the spatial parameterization lies

in the fact that the supp ort of the basis functions in the spatial parameterization match

by de�nition, which is not the case for the directional case.

A problem arises in the computation of the integrals of the directional expansion of

the transp ort op erator (3.26). Because the basis functions usually have �nite supp ort, the

integrals are only non-zero where the supp ort of all basis functions involved overlaps. In

the case of the spatial parameterization the overlap is a simple 6D hyp er-cub e, while the

overlap is generally awkwardly shap ed in the directional case.

This can easily b e seen if we �x the supp ort on one surface to a rectangular region and

the directional supp ort to a �xed cone. The integrals will only b e non-zero where the other

surface intersects this directional b eam originating from the �rst surface. The shap e of this

intersection can b e complex and dep ends on the geometry of the surfaces (see Figure 3.7).

The directional parameterization, however, has the advantage that it is, a priori, inde-

p endent of the scene complexity. However, it is not clear whether this fact can b e exploited

e�ciently, b ecause the surfaces intersecting a certain b eam must still b e found.

3.3.3 Radiosity Equation

The ab ove theoretic treatment is simpli�ed enormously if we only consider uniform emitted

radiance L , which can then easily b e expressed as the radiosity B ( x ) = � L ( x ; ~! ) = � L ( x ).

In the radiosity case the BRDF reduces to a simple re
ection function f

r

( ~!

0

; x ; ~! ) = � ( x ) =� .
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(a) Spatial Parameterization (b) Directional Parameterization

Figure 3.7: The supp ort for the basis functions match by de�nition for the spatial param-

eterization (left). For the directional parameterization the supp ort overlaps on complex

shap ed regions (right).

This simpli�cation results in the radiosity transp ort equation

B ( y ) = B

e

( y ) + � ( y )
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x 2 M

2

G ( x ; y )

�

B ( x ) dA

x

: (3.36)

We can again pro ject the radiosity function into a �nite-dimensional subspace by
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The expansion co e�cients of the radiosity transp ort op erator

T
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with resp ect to the spatial basis functions are given as
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For constant basis functions N

i

( x ) that are one over element i and zero over all other

elements, the ab ove expansion simpli�es to the well-known form-factors F

ij
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3.3.4 Reconstruction

The radiance value given by the weighted sum of the basis functions can either b e directly

used for generating the image, or further pro cessing may b e required to get rid of artifacts.

For instance in the case of constant basis functions, there are sharp discontinuities b etween

elements. In this case, the radiosity of adjacent patches is averaged at common vertices of

the surface elements and a piecewise linear or bilinear interp olation is constructed. This

reconstructed function is �nally used to compute the radiance values for the image.

Although this is yet another approximation, it is often closer to the �nal solution and,

usually more imp ortant, it is visually more pleasing. Similar discontinuities arise for higher

order basis functions at the b oundaries b etween indep endent basis functions.

Currently, the �nite element techniques try hard to create a �rst order continuous ra-

diance function, but this can hardly ever b e achieved. The problem here is that continuity

constraints on basis functions of adjacent patches would severely complicate the data struc-

tures used for the solution as well as raise the computational complexity of the solution

pro cess.

3.3.5 Issues of Finite Element Techniques

There are common issues that most �nite element techniques need to deal with. Because

of their in
uence on the design of the rendering architecture we brie
y describ e them here

to motivate the later decisions.

Selection of Basis Function

The �rst issue is the choice of suitable basis functions for the �nite element solution.

Usually, triangular domains or tensor pro duct constructions on rectangular domains are

chosen. Theoretically, the restriction to planar elements is not necessary and could easily

b e overcome with the intro duction of simple area factors dA ( x ) that describ e the parame-

terization of the surface elements. Practically, few systems use this generalization, due to

problems in approximating form-factors or interaction co e�cients.

Before we can represent the radiosity on surfaces with the chosen set of basis functions,

the surfaces from the scene must b e divided into appropriate elements. Some combinations

of surfaces and basis functions, e.g. quadrilaterals and tensor pro duct basis functions, can

directly b e used, while other surfaces, e.g. general p olygons, must b e sub divided into

suitable elements �rst.

Another problem of the basis functions is that they implicitly induce top ology con-

straints on the underlying mesh of the elements. Using rectangular elements requires the

sub division of all primitives into rectangular elements. Di�culties arise as so on as adja-

cency information for the individual elements must b e maintained. This is necessary, for

instance, to compute a continuous reconstruction function, e.g. for constant basis functions.

Dep ending on the top ology of the surface, the data structures for maintaining this informa-

tion b ecome non-trivial. Even more problematic would b e the maintenance of continuity
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constraints b etween basis functions of adjacent elements.

Yet another problem is the approximation of discontinuities in the exact illumination

function. Certain con�guration of geometric primitives induce discontinuities of di�erent

orders at shadow b oundaries [HW91, Dre94]. Because of the smo othness of the chosen

basis functions, these discontinuities are hard to approximate and often result in visible,

large scale systematic errors.

A p ossible solution technique for this source of error is discontinuity meshing [Hec92 ,

LTG93, Dre94], which tries to lo cate the discontinuities and to place element b oundaries

along them. Because continuity is usually not maintained b etween elements, the basis

functions can now more easily approximate the radiosity on the surfaces. Other solutions

are the use of shadow masks [Zat93, SSSS94], or simple adaptive sub division of elements

near such b oundaries.

Meshing of Surfaces

For each primitive we must b e able to construct a meshing that that covers the primitive

and is consistent with the requirements of the basis functions, e.g. rectangular elements

in a rectilinear grid, quad-tree re�nable. For some primitives, this is simple b ecause they

are parametrically de�ned and we can construct the meshing in the parameter domain and

map it to the surface. For implicit surfaces a parameterization can sometimes b e imp osed,

e.g. sphere or ellipsoid. For more complicated implicit surfaces or other constructions, e.g.

CSG, pro cedural mo dels, fractals, constructing a consistent mesh is generally very hard or

even imp ossible.

For these primitives �nite element metho ds that do not directly work on surfaces, but on

space sub division are more promising [WR88, Sil94]. The idea of illumination computation

which are mostly indep endent of the scene primitives is generally b ecoming more p opular

and could b e a way to solve many of the �nite element problems.

Setting Up the Linear System

Because of the scene complexity, the complete linear system is generally never stored

or even fully computed for �nite element algorithms. This complexity issue is the main

di�erence b etween computer graphics �nite element metho ds and approaches in most other

disciplines. Also, sp ecial numerical solution techniques are required to solve the linear

system without computing the complete matrix of co e�cient [GCS94].

There are basically three metho ds for representing the linear system. The complete

representation is ruled out for the reasons describ ed ab ove. The two other p ossibilities

are computation on the 
y, e.g. in progressive radiosity [CCWG88 ], where a set of matrix

co e�cients is computed whenever it is needed, and an implicit representation of an approx-

imated sparse system, e.g. with direct links b etween elements as in hierarchical algorithms

[HSA91, GSCH93].

Another issue is that many recent algorithms adaptively re�ne the elements and there-

fore frequently change the representation of the linear system. However, this p oses only
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few problems to the representation in the last two cases.

Numerical Solution Techniques

Numerical algorithms for the solution of the linear system are restricted by the fact that the

complete matrix can hardly b e computed. This constraint rules out many of the standard

algorithms such as the conjugate gradients metho d and others. Iterative techniques work

b est in this environment. They also have the interesting e�ect that intermediate solutions

are easily available.

Remaining algorithms are basically the Jacobi, Gauss-Seidel, and Southwell iteration

metho ds [GCS94]. Extensions of these algorithms are over-relaxation (over-sho oting)

[FP92], blo ck-wise re�nement [GHS93], or the ( S G )

�

-metho d [GCS94]. All these meth-

o ds are well adapted to the constraints mentioned ab ove. Also available are sto chastic

approaches mainly for complex scenes [NFKP94].

Another issue for solution techniques are parallel computation techniques. Here, usually

the \gathering" techniques Jacobi and Gauss-Seidel iteration are used, b ecause they require

less communication b etween ob jects.

The solution of the linear system when using hierarchical algorithms [HSA91, GSCH93,

SH94] is usually much less time consuming than setting up the linear system with the

links b etween elements. A ma jor computational cost here arises from the computation

of visibility. This is an area, where advances would b e most valuable. Possible research

directions are hierarchical visibility computations and approximate visibility [SD95].

3.4 Hybrid Approaches

There are many hybrid techniques that use a combination of �nite element techniques and

the sto chastic Monte-Carlo approach. They usually handle certain dimensions or terms in

the integral equations (2.11) and (2.21) as sp ecial cases and try to exploit some inherent

coherence of the problem explicitly. This often results in a b etter approximation to the

exact solution, or in faster computations.

The usual approach is to separate the indirect illumination from the illumination re-

ceived directly from light sources. In a typical scene the irradiance received indirectly

varies much slower and smo other than the direct illumination, where shadow b oundaries

are the source of discontinuities. As a result the indirect illumination can b e approximated

by fewer samples or fewer basis functions [War94, Sch94b , Zat93].

Another often used approach is to separate the BRDF into a di�use comp onent and a

sp ecular or mirror comp onent. The often smo other di�use re
ection comp onent can then

b e approximated using a di�erent technique than the highly lo calized mirror re
ection

comp onent [WCG87, SP89, CRMT91 , BT92].
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3.5 Direct Volume Rendering

Volume rendering techniques can b e divided into two basic approaches. The model-based

volume rendering techniques use volumes only to de�ne other representations that are ren-

dered instead. These other representations are usually surfaces or discrete iconic symb ols

[LC87, HD94, dLvW93]. Both representations are not complete, in the sense that they do

not contain the full information contained in the original data set. This is not tolerable

for many applications such as medical imaging, where lost details could have disastrous

e�ects.

The direct volume rendering techniques p erform their computations directly on the

volume data, instead of converting the volume into an intermediate representation. We

give a brief overview of available direct volume rendering techniques and describ e some

sp ecial techniques in more detail later in Section 6.6, when we discuss the implementation

of rendering techniques in the Vision architecture.

3.5.1 Emission-Absorption Mo del

One imp ortant simpli�cation of the transfer equation (2.18) is to completely ignore scat-

tering events in the medium. In this case, the equation decouples and can b e integrated

directly. This case is called the emission-absorption approximation. There are several ways

to solve this mo del, which either use some form of ray casting or a pro jection metho d.

In the ray casting techniques the transfer equation is directly integrated along a sample

ray using a suitable quadrature rule for sampling the volume data [Sab88, Kr •u91, Pat93,

Sob94].

The other class of algorithms using the pro jection approach start with the volume data

and pro ject voxels into the image plane using various techniques for the approximation of

a pro jected voxel element and their comp osition [Wes90, LH91, WG91, ST90 , LL94].

3.5.2 Scattering

Much more complicated algorithms are solutions taking single scattering into account. This

case can b e describ ed as adding shadow rays to the ray casting metho d for the emission-

absorption technique. Often only p oint light sources are considered and the source term of

the volume is ignored [KV84, Ina91]. Taking more scattering into account usually b ecomes

unwieldy and is seldomly used (but see [Max94]).

3.5.3 Finite Element Techniques

Finally, direct volume rendering can also b e achieved using a �nite element or zonal metho d

similar to the radiosity technique for surfaces. As a simpli�cation we assume that the source

and the in-scattering term are indep endent of direction and can b e describ ed using a suit-

able set of basis functions (often constant) in each voxel. In this case the transfer equation



44 Mathematical Techniques for Global Illumination Calculations

reduces to a system of linear equations, which can b e solved using similar techniques as

for surface radiosity [RT87, BT92, Sob94].

3.5.4 Summary

The rendering of volume ob jects is a complex pro cess and is still a very active area of

research. Because of the complexity of volumes itself and the diversity of the available

algorithms for volume rendering, it is hardly p ossible to integrate all of these metho ds in

a consistent architecture. Such an integrated architecture would b e a moving target for

the design pro cess. As a result, we can only sketch the basic integration of volumes into a

rendering architecture in this thesis.



Chapter 4

Rendering Architectures: State of

the Art

In this chapter we discuss criteria which we b elieve to b e imp ortant for rendering archi-

tectures. Based on these criteria we then review several imp ortant rendering architectures

and rendering systems. We use the criteria to discuss advantages and disadvantages of

these systems and to derive requirements for the new architecture.

4.1 Criteria for Rendering Architectures

Before we lo ok into existing architectures for rendering and global illumination, we have

to develop criteria which we can use to evaluate them. Furthermore, we should b e able to

use these criteria as a guideline when developing the Vision architecture in Chapter 7.

Designing an architecture is the task of cho osing b etween various available alternatives

while considering p ossible future developments and trends. The main problem is to design

an architecture that is general enough to b e useful for more than a single task, while

not b eing to o general. In the latter case, the architecture fails to provide an appropriate

framework for development and an e�cient implementation would b e di�cult.

For the architecture of a house we neither include the design of all furniture into the

architecture, nor do we only build a ro of and the outside walls to leave as much freedom as

p ossible to the later inhabitants. Rather, we have a set of rules which sp ecify requirements

for the architecture, e.g. the kitchen should have water installations to b e \compatible"

with the usual kitchen equipment.

4.1.1 Goals

The main goal of this thesis is to develop a rendering architecture that is p owerful and


exible enough to supp ort

� computations based on physical quantities,
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� advanced rendering and global illumination techniques as well as traditional algo-

rithms,

� arbitrary accuracy, only limited by the algorithms used and the parameters chosen,

but not by the architecture itself,

� the 
exibility to cho ose b etween several implementations of an asp ect of the rendering

pro cess,

� the development of new algorithms and the implementation of variations of existing

techniques reusing the already available environment,

� a well structured rendering framework,

� a mo dular design, so that the same general architecture can b e con�gured for use in

various application areas,

� the pro duction of still images and animation sequences with go o d p erformance,

� large and complex scenes,

� an advanced and 
exible scene description format which allows the sp eci�cation of

all asp ects of the rendering pro cess,

� a p owerful image p ost-pro cessing capability to allow, for example, a 
exible applica-

tion of �ltering and tone mapping.

In the following sections we discuss some of these goals in more detail.

4.1.2 Computations Based on Physical Quantities

Rendering has evolved to the p oint where its metho ds are p owerful enough to calculate

go o d approximations to the underlying physical system in a reasonable amount of time

even for complex scenes. A mo dern rendering architecture should take this into account

and should p erform its computations in terms of physically meaningful and consistent

quantities. All interfaces in the architecture should b e based on these quantities.

However, as a consequence of this requirement for physical consistency, some traditional

algorithms may not b e used under all circumstances. Let us use traditional Phong shading

as an example: We can easily add units to the Phong equation to give it a physical meaning,

but as the mo del is generally not energy preserving [Lew93 ], it is not consistent with the

rest of the system. With a lo cal illumination lighting metho d this causes no problem, but

could result in problems if radiosity is used to compute the global illumination in the scene.
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4.1.3 Accuracy

The accuracy requirements for the results of rendering vary strongly with the sp eci�c

application. While a lighting design application may require the result of the rendering

pro cess to b e within a few p ercent of the correct solution, the requirements for marketing

images are more oriented towards pretty pictures than toward accuracy.

We b elieve that it is p ossible to supp ort the requirements of b oth application areas

within the same rendering architecture. To make highly accurate solutions p ossible, a ren-

dering architecture must b e able to supp ort algorithms which scale well with the required

accuracy and the architecture itself must in no way restrict the obtainable accuracy.

Additionally, since accuracy is tightly coupled with the computational cost of the cal-

culations, the architecture should allow various options for trading accuracy against com-

putational complexity. One way to o�er this is to allow for the 
exibility to use di�erent

solution strategies for various parts of the system.

4.1.4 Flexibility

A rendering architecture should b e 
exible enough to allow di�erent algorithms to b e

used for solving a sp eci�c subproblem, b e it hidden surface removal, illumination, or the

representation of re
ectance functions or geometry.

While this 
exibility is of primary imp ortance for research and development, it is also

imp ortant for a pro duction rendering application. One example is the ab ove option of

substituting di�erent implementations for a mo dule to trade accuracy for sp eed. Also,

applications are not a static piece of co de, but they need to b e extended and adapted to

sp eci�c requirements during their life cycle. The built-in 
exibility can b e used to tailor

an application for sp eci�c needs, and to extend it with newer techniques.

The de�nition of 
exibility is very vague, however. Our idea of 
exibility is interpreted

in the following context: The underlying physical pro cess is the same for any rendering

algorithm and we have to cho ose a subset of the physical e�ects which we want to include

into our architecture. These are the basic assumptions for the rendering architecture and

they form a �xed set of constraints. This assumption do es not preclude the integration

of other physical e�ects into the architecture later, but the extensions might require basic

changes to the architecture.

These basic assumptions ab out the e�ects we want to simulate within the architecture

ultimately de�ne the basic mo dules and the interfaces in the architecture, which are re-

quired for their simulation. However, the physical system and its e�ects can b e describ ed

in various ways. As an example, the emitted radiance of a light source could b e describ ed

as a function of the angle or as a set of arbitrary dense sample values. Both are equally

valid descriptions and can b e arbitrarily accurate. In this case, we have to decide if b oth

interfaces are really required for our architecture or if one of them is p owerful enough to

b e substituted for the other interface.

Flexibility generally comes at some cost. In most cases a sp eci�c interface can b e imple-

mented with b etter p erformance than a general interface. In each case we have to decide if
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the additional 
exibility is worth the price imp osed by it or if a restricted interface o�ers

substantially b etter p erformance. Sometimes, this might require the implementation of

b oth the general interface and an interface with b etter p erformance but restricted func-

tionality. We b elieve that in many cases and in the long run it is more imp ortant to provide

a 
exible interface than the implementation with the highest p erformance.

4.1.5 Mo dularity

Given the aim to allow for a 
exible combination of rendering algorithms in the architec-

ture, we should structure the architecture by a clear division of the complete system into

subsystems. One ma jor obstacle on this way are dep endencies b etween subsystems, which

need to b e minimized.

We want the di�erent mo dules of our architecture to b e as indep endent of each other

as p ossible. This indep endence is also mandatory for the ability to substitute di�erent

implementations for the same subsystem of our architecture. Since several subsystems

must interact to p erform the rendering, mo dularity in particular requires us to develop well

de�ned interfaces b etween them. The interface to a subsystem must b e p owerful enough

to supp ort the requirements of other subsystems { yet they must b e general enough not to

limit the range of p ossible implementations for this subsystem itself.

4.1.6 Practicality

Finally, and probably the most imp ortant requirement is practicality, b oth for the imple-

mentor of the rendering system, the programmer of applications using the renderer, as well

as for a p ossible user of an application built up on this architecture. It is certainly not

useful to design a system which is theoretically elegant, but is hard to implement, or hard

to use.

Because practicality is a wide �eld in itself, we demand the following additional re-

quirements for a go o d rendering architecture:

Handling of complex mo dels To b e useful for real world applications an architecture

must b e able to handle large and complex datasets. This requires the minimization

of the storage requirements within the architecture.

A common technique for the supp ort of visually complex mo dels is through various

typ es of textures, and through multiple hierarchical instantiations of geometric ob-

jects. Another way to handle large datasets is the distribution of computation among

multiple pro cesses or machines.

Interface to mo deling programs The data for rendering is generated by various sour-

ces, varying from hand editing of scene descriptions to complex CAD and animation

systems. Another way to generate data for rendering is the mapping of large (sci-

enti�c) data sets into geometric ob jects. Because there is currently no accepted

standard for the description of rendering jobs, we have to live with a variety of data
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formats and converters b etween them. An imp ortant issue in this situation is to pro-

vide an interface to mo deling data that is p owerful enough, so that most mo deling

data can b e mapp ed to this interface.

Flexible animation supp ort Because animation is b ecoming increasingly imp ortant, it

is no longer su�cient to provide supp ort for still image generation only. The supp ort

for the generation of animation sequences must b e 
exible in the sense that most

parameters of a mo del should b e available for animation and that the algorithms

should b e able to take advantage of frame to frame coherence for their computations.

Performance Mayb e the most imp ortant factor for a practical system is the acceptable

p erformance of image generation.

4.2 Current Rendering Systems

In this section we review some of the imp ortant rendering architectures and systems that

have b een describ ed in the literature. In contrast to commercial systems, for which limited

information ab out their implementation is available, the architecture of these systems have

b een published, and can therefore b e analyzed. Due to the insu�cient information ab out

commercial systems they are not included in the following review.

4.2.1 Reyes Architecture

The Reyes image rendering architecture [CCC87 ] was the �rst architecture to make use

of the concept of pro cedural shaders [Co o84, CCC87]. It has b een designed for the fast

generation of high-quality images for animated scenes. Therefore, the designers of the

architecture explicitly excluded global illumination from their design, b ecause it was con-

sidered to slow for their applications.

Other design goals were the ability to render complex scenes with many di�erent typ es

of primitives, and to allow for complex shading through the use of pro cedural shaders. An

imp ortant asp ect of the Reyes architecture is the reduction of all primitives to the same

representation and the rendering of complete primitives in ob ject order, which allows for

using a constant amount memory mostly indep endent of scene complexity.

Micro-p olygons are the common geometric element of the Reyes architecture and each

geometric ob ject must eventually b e converted to micro-p olygons. Micro-p olygons are 
at

shaded quadrilaterals approximately half a pixel long on a side in screen space. They

are commonly created in regular rectangular grids and all micro-p olygons of a grid are

shaded together. This has the advantage that much of the co de can b e vectorized. Most

algorithms can take advantage of the coherence of this structure, which results in e�cient

texture access, texture �ltering, and sub division. The use of micro-p olygons allows for the

implementation of displacement maps and requires no clipping or p ersp ective correction

for shading.
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The Reyes rendering algorithms works as follows [CCC87 ]: For each primitive its screen

space b ounds are computed and the primitive is assigned to screen space buckets. The

buckets are then pro cessed in screen space order. All primitives of a bucket are either

\split" or \diced". Each primitive decides if it can b e diced into micro-p olygons. Otherwise,

it splits itself into other, smaller primitives which are pro cessed recursively. Finally, the

micro-p olygons of each primitive are shaded and comp osited using a z-bu�er with p ossibly

multiple samples p er pixel.

Evaluation

The Reyes rendering architecture is a well-designed and optimized architecture for the

requirements set by its designers. It has the obvious disadvantage of shading all micro-

p olygons which have not b een culled. Because culling is only based on the viewing frustum,

a signi�cant numb er of unnecessary shading calculations is p erformed for images with a

large depth complexity in the viewing frustum. The architecture also makes no use of the

coherence of large uniformly shaded surfaces. For the sp eci�c application of the Reyes ar-

chitecture, which is generating animations, these problems may not b e signi�cant, b ecause

scenes are often designed esp ecially for rendering. For a general rendering application this

can certainly b e a drawback.

The supp ort for global illumination has b een explicitly excluded from the design and

it would b e hard to integrate into the architecture, b ecause it contradicts the pip eline-like

architecture. The architecture is �xed to the sp eci�c rendering algorithms, but it allows

the 
exibility to change many of the rendering computations through the use of pro cedural

shaders. Supp ort for physically-based computations is p ossible due to the 
exible and

mo dular design of the shaders (see also Chapter 9), however this is not attractive due to

the inability to supp ort global illumination.

The implementation of the Reyes rendering algorithm is restricted through patents held

by Pixar. The only available implementations of the Reyes architecture are in pro ducts of

Pixar, e.g. Photo-Realistic RenderMan

T M

.

4.2.2 Ray-Tracing Kernel

An early ob ject-oriented ray tracing architecture had b een develop ed by Kirk and Arvo

[KA88], which was the basis for many later architectures. The architecture of the ray trac-

ing kernel (RTK) was one of the �rst to encapsulate common features of many imp ortant

techniques into a single conceptual mo del. This design allowed geometric primitives, trans-

formations, acceleration techniques, and other mechanisms to b e viewed as black b oxes or

classes of ob jects with common interfaces.

Although the implementation was still in C , its ob ject-oriented approach is the basis for

many mo dern architectures including Vision . The scene consists of a hierarchy of ob jects,

where each ob ject o�ers the same interface with the following metho ds:

Ray Intersection Testing to calculate a ray intersection with the primitives in the scene.
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Each intersection returns a primitive dep endent hit info structure to identify the

intersection p oint,

Lo cal Geometry to return additional geometric information at an intersection p oint

given a hit info structure,

Bounds to obtain b ounding volume information of primitives and subgraphs of the scene,

Interior Testing to test for the containment of p oints in solids, and

Child Management for aggregate ob jects that handle one or more child ob jects and

forward selected requests to them.

Similar interfaces exist for b ounding volumes, shaders, and so on. As we will see, this

structure is very similar to the basic structure of the Vision architecture for scene ob jects.

Esp ecially interesting in the RTK is the use of nested acceleration ob jects, which proved

to b e very successful for the generation of a large animation sequence [KA88].

Evaluation

In summary, the RTK is an advanced rendering architecture that already incorp orates

many imp ortant characteristics and the 
exibility of ob ject-oriented design. However the

architecture do es not consider any form of a physically-based interface or supp orts any

rendering technique other than standard ray tracing. Nonetheless, it is an imp ortant

starting p oint for the design of a p owerful and 
exible rendering architecture.

4.2.3 Ray Tracing Framework for Global Illumination

In [SS91] Shirley develops an ob ject-oriented ray tracing architecture for global illumina-

tion. This architecture is based on the ob ject-oriented Ray Tracing Kernel discussed ab ove

and extends it to zonal global illumination calculations [Shi90b].

This extension to zonal calculations is built up on the simulation of the radiance equation

by sending photons (energy carrying rays) b etween surface patches. Each patch receives

and stores the incident radiance and sends it out again taking into account the directional

distribution due to the BRDF of the surface.

The distribution of incident radiance is stored in an angular distribution function (ADF)

mo deled as an abstract class. The interface to this class consists of two metho ds: for

receiving radiance L from a direction ! , and for generating n rays distributed according to

the ADF. To calculate the ADF, Shirley suggests the sampling of the underlying surface

prop erties to derive the average distribution over a surface patch.

The ray-material interaction in this architecture is also mo deled as a separate class

o�ering four basic metho ds: �rstly, the calculation of n re
ection rays for a given p oint

on the surface and an incoming ray direction. For each ray its attenuation factor is also

returned, which allows for adjusting the propagation of rays.
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The second metho d computes the re
ected radiance in a given direction, due to irra-

diance incident from another direction. The other two metho ds determine if the material

emits light and the amount of emitted radiance in a particular direction.

The system implements six typ es of BRDFs (conductor, dielectric, Lamb ertian, p ol-

ished, and translucent) to capture the basic material typ es and Shirley suggest metho ds

to derive their parameters.

Evaluation

The architecture suggested by Shirley inherits the advantages and problems form the Ray

Tracing Kernel it is based on, but it explicitly deals with physically-based quantities and

includes global illumination computations into this framework. However, this architecture

is still based exclusively on the ray tracing paradigm and it would b e di�cult to extend to

other rendering techniques. On reason for this di�culty is the use of \active" ob jects in

the scene description, e.g. the ADF, which prohibits the use of other rendering techniques.

4.2.4 Cornel Image Synthesis Testb ed

The newer version of the Cornel Testb ed for Image Synthesis (CTIS) [TLG93] is a redesign

of an earlier testb ed [HBGG91]. It is based on a functional decomp osition of the rendering

pro cess into mo dules that are hierarchically structured into four layers (from b ottom to

top):

Utility mo dules This level o�ers mo dules for supp orting data structures, and common

classes for the basic data structure of the renderer FED (Face-Edge Data structure),

and the input and output of geometric data in the MID format (Mo deler Indep endent

Description) and image data.

Ob ject mo dules The ob ject level o�ers functional supp ort for op erations on geometric

primitives to determine b ounding volumes, ray-ob ject intersections, p olygonal ap-

proximations, or parametric co ordinates.

Rendering mo dules The rendering level o�ers mo dules to compute hierarchical b ound-

ing volumes and space sub divisions, various rendering algorithms (radiosity, paral-

lel radiosity), and supp orting algorithms (anti-aliasing for ray tracing, form-factor

computation, shading mo dels, texture mapping and sampling, and emission distri-

butions).

Application level At this level application renderers are written by calling to lower level

mo dules.

Evaluation

Although the newer version of the Cornel testb ed is written in C++, the design is a purely

functional decomp osition of rendering algorithms [TLG93]. The system do es not o�er a
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structured framework for the rendering pro cess into which di�erent mo dules are inserted.

Instead, renderers are written by combining functional mo dules from all layers into an

algorithm. Thus, the system is strongly based on rendering algorithms instead of b eing

based on the underlying physical mo del of the rendering pro cess.

The functional decomp osition of an architecture often leads to strong dep endencies

b etween di�erent mo dules of the system. These problems are esp ecially visible in the

design of this testb ed: If a ray tracing renderer is to b e changed to use the results of a

radiosity global illumination computation, this requires changes to the complete algorithms

down to the shading of surfaces [TLG93]. This in return, makes it imp ossible to use several

indep endent shading algorithms or global illumination algorithms without also changing

the upp er level renderers. The description in [TLG93] leaves the impression that the

architecture as such do es not enforce a uniform physically-based structure, although some

of the mo dules certainly use physical quantities.

On one hand, the Cornel testb ed is extremely 
exible b ecause almost all mo dules can

b e combined, but on the other hand it su�ers from the dep endencies b etween its mo dules

and its missing framework for the rendering pro cess. The mo dularity of this system is

based on the functional decomp osition of the algorithms and not a decomp osition of the

physical rendering pro cess.

The Cornel testb ed o�ers supp ort for the rendering of complex mo dels and various

mo deling programs via conversion to the MID format. It supp orts the sp eci�cation of

animation sequences and time dep endent attributes in its scene description format. Also

available are mo dules which supp ort coarse grain parallel execution of an algorithm across

machines. This testb ed is certainly one of the largest to olb oxes for rendering and global

illumination algorithms.

4.2.5 Sp ectrum Architecture

The Sp ectrum architecture prop osed by Glassner [Gla91, Gla93] is strongly based on ray

tracing and signal pro cessing ideas and is designed as a system for research, education,

and pro duction. Although earlier drafts of the ob ject-oriented architecture were designed

for the ob ject-oriented languages Cedar [Lam83, SZBH86] and C++, the current alpha

version of the software is written in C [Gla94b].

The Sp ectrum architecture o�ers a collection of abstract classes which de�ne the in-

terfaces to features used in the rendering pro cess. These features are de�ned by abstract

classes such as Sampler, Reconstructor, Shader, Balancer, Shap e, and others. Given the

common interface to each of these features, the architecture can 
exibly select one of the

available implementations of a feature to b e used for rendering.

The architecture suggests a common framework for rendering algorithms. A rendering

algorithm is de�ned by an input script which con�gures the rendering engine to use a

particular implementation for each of the features and de�nes the scene database with the

geometric shapes . The scene graph is a hierarchical description of transformations and

geometric shap es. The optical surface attributes are de�ned in the script and apply to all

following geometric primitives until they are rede�ned.



54 Rendering Architectures: State of the Art

The surface attributes consist of ob jects of the classes Shader, Radiator, and Texture.

The Shader class is resp onsible for computing the light re
ected at a particular p oint in

a given solid angle. The Radiator class is similar to the Shader class but it computes the

self-emitted energy. An ob ject of the class Texture may b e used to rede�ne any parameter

of a shader. A shader asks the system for the value of a parameter and the system may,

in turn, forward this request to the Texture ob ject which returns an appropriate value.

Shaders are \active" ob jects in the sense that they actively gather the illumination

from their environment. A shader uses a Seeder ob ject to get an initial set of samples for

the illumination from the environment. The Seeder ob ject must use sp ecial knowledge to

initially sample the primary light sources, sends rays to sample the incident illumination,

and stores these samples in a list. These initial samples are then forwarded to a Sampler

ob ject, which can re�ne the sampling of the signal by generating more samples. The list of

samples is then handed over to a Reconstructor ob ject in order to reconstruct a continuous

signal from these samples. The Reconstructor also receives a set of samples at which the

reconstructed signal must then b e resampled. Finally, the signal is integrated over the

outgoing solid angle to determine the outgoing light energy.

In the Sp ectrum architecture the Balancer class is resp onsible for computing the energy

equilibrium in the scene. The idea is that all ob jects in the scene sub divide themselves into

patches. With the help of a Scheduler class the balancer distributes the energy of patches

to other patches. The energy is received by ob jects and is re-radiated on request of the

scheduler. Each ob ject can de�ne its own implementation of reception and re-radiation of

energy. However, this design is currently not implemented in the Sp ectrum architecture.

Evaluation

The Sp ectrum architecture is able to compute physical quantities in the simulation using

ray tracing. However, the prop osals and the manual never mention physical units and thus

this ability is not explicitly part of the architecture. It is not clear which units are used by

the Shader class for input and output and how the solid angles are computed. As a result,

it is also not clear in which way the architecture can assure the accuracy of the computed

results.

Sp ectrum is a very 
exible architecture. The tradeo� b etween the cost and the accu-

racy of di�erent algorithms could simply b e changed by using a di�erent implementation

of a feature. The well-de�ned interfaces of features encapsulate implementation details

from the other mo dules. However, the Sp ectrum architecture is a mixture of a functional

decomp osition of the rendering pro cess and an ob ject-oriented design. While the geomet-

ric primitives and the Shader class have clear identities and resp onsibilities as ob jects,

the algorithmic classes such as Seeder, Reconstructor, or Sampler are clearly functional

mo dules.

The system makes heavy use of \active" ob jects in its scene description. For instance, a

Shader ob ject actively sends rays into the environment to sample the incoming illumination.

The problem here is that the shader has no knowledge ab out the distribution of the incident

illumination and can therefore not sample it appropriately. The solution in the Sp ectrum



4.2 Current Rendering Systems 55

architecture is to use a \magic" Seeder, which knows ab out the primary light sources and

generates appropriate samples.

The Seeder ob ject do es this by lo oking in the global scene description for primitives with

assigned Radiator ob jects and sends rays towards their b ounding volume. Conceptually,

the seeders resp onsibility is to estimate the incident global illumination at a p oint in order

to determine an appropriate sampling. However, b ecause the seeder is a functional ob ject

and this resp onsibility is not explicitly supp orted by the architecture, the Seeder cannot

really p erform this task. In the case of multiple seeders in the scene, each would have to

maintain it's own copy of the information ab out the global illumination.

The prop osals for the Sp ectrum architecture [Gla91, Gla93, Gla94b] suggest many algo-

rithms showing how the architecture could b e used and describ es sp eci�c implementations

for many features. Although, most of them have not b een implemented,, the Sp ectrum

architecture contains many advanced ideas and implements many of them in an ob ject-

oriented way. From our p ersp ective, Sp ectrum is the most 
exible design for a ray tracing

architecture in this review.

4.2.6 Radiance System

The Radiance lighting simulation and rendering system [War94] is a rather unique rendering

architecture which evolved from research work to a non-commercial system in wide use

to day.

It is based on the ray tracing technique but features a hybrid global illumination and

rendering technique that separates the direct from the indirect illumination and uses dif-

ferent algorithms for calculating each of them. The direct illumination is calculated with

standard shadow rays, but in the case of many light sources an adaptive algorithm is used

to select the most imp ortant sources, while the e�ect of the remaining light sources is

estimated [War91]. The algorithm adaptively sup er-samples area light sources which are

visible over a large solid angle and handles light sources visible through p ossibly multiple

plane mirrors.

The indirect irradiance, which generally varies only slowly on a surface, is computed

at some p oints in the environment by using a Monte-Carlo integration over the illuminat-

ing hemisphere. The illumination samples are also used to calculate the rotational and

translational gradient of the irradiance and these values are stored in a cache. The cache

is not asso ciated with surfaces, but with an o ctree sub division of the scene space. If an

irradiance value is required at a p oint, the cache is checked for nearby values and these

are interp olated using the gradient information. If to o few valid samples are available (the

valid radius of a sample is also determined from the gradient) a new irradiance value is

computed at this p oint and is added to the cache. This results in an e�cient algorithm,

which can generate very accurate results [WR88, WH92].

The Radiance system also o�ers the ability to prepro cess imp ortant secondary light

sources. For such a surface a map of the directional distribution of the re
ected or trans-

mitted light is computed in a prepro cessing step and is stored with the surface. This can

increase the accuracy and e�ciency of the �nal computations considerably. Other fea-



56 Rendering Architectures: State of the Art

tures of the Radiance system are a hierarchical scene description making use of hierarchical

o ctree acceleration structures, a pro cedural description of rendering attributes, parallel

pro cessing, and animation supp ort [War94].

Evaluation

The Radiance system is an impressive rendering architecture which e�ciently solves many

of the rendering and lighting simulation problems. It is entirely based on physical quantities

and can b e scaled to nearly any accuracy required by an application.

The clever choice of a very general rendering technique that places few constraints on the

scene description makes Radiance applicable to most illumination problems. However, since

the system is heavily dep endent on its underlying rendering technique, it seems di�cult to

extend it to supp ort other algorithms. It is in this sense that the Radiance architecture lacks

the 
exibility we require. We b elieve that a more general and 
exible rendering architecture

could o�er the b ene�ts of Radiance in combination with other solution techniques.



Chapter 5

Design of the Vision Architecture

In this chapter we present the ob ject-oriented design of the Vision rendering architecture.

The design is based on the physical description of the rendering pro cess as presented in

Chapter 2, and the requirements for rendering and illumination computations given in

Chapter 3.

We start the chapter with a brief description of ob ject-oriented analysis and design

techniques. Equipp ed with these to ols we motivate the decomp osition and the resulting set

of subsystems used in the Vision architecture. We present an overview of the basic structure

of the Vision architecture and discuss general design decisions, such as the handling of global

solution techniques in an ob ject-oriented environment, and 
exible interfaces for passing

complicated information b etween subsystems.

In the remaining parts of this chapter we present the design of the ma jor subsystems

in Vision . The description of each subsystem is divided into two parts: For each subsystem

we start with the abstract description of its resp onsibilities and its relationship with other

subsystems. In a second step we then re�ne the description to the interface level. We

motivate and describ e the services and metho ds o�ered and sp ecify the semantics of the

interface.

In order to motivate additional interfaces and relations b etween subsystems, we also

discuss p ossible implementations for some of the subsystems. However, the full details of

particular algorithms and solution techniques are presented later in Chapter 6, when we

describ e the implementation of rendering algorithms within the Vision architecture.

5.1 Ob ject-Oriented Analysis and Design (OOAD)

In recent years ob ject-oriented analysis and design has b ecome a ma jor trend in software

engineering. Ob ject-orientation has b een accepted as a metho dology that helps to overcome

the di�culties of traditional analysis and design metho ds in dealing with large and complex

systems.
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5.1.1 Ob ject-Orientation

Ob ject-orientation in software engineering { which includes ob ject-oriented design and

analysis { and ob ject-oriented programming, is based on the idea of mo deling the real

world by a set of autonomous and interacting ob jects. Ob jects are basically a means of

abstraction in the mo deling pro cess. An ob ject represents and ful�lls the resp onsibilities

of a particular concept of the real or a virtual world [WBJ90 ].

Each ob ject has a well-de�ned interface consisting of a rep ertoire of op erations or meth-

o ds that may b e invoked by other ob jects. It also has internal attributes that represents

the state of the ob ject. The set of metho ds and attribute variables is describ ed by the class

of the ob ject. The notion of a class abstracts from the individual ob jects to the common

b ehavior of similar ob jects. Classes are, in turn, organized in inheritance graphs, where

one class inherits b ehavior and attributes from its parents. A class can further re�ne the

interface inherited from its parents by adding new metho ds or attributes, or by rede�ning

the implementation of metho ds.

The interaction of ob jects through metho ds is very similar to the client-server mo del

widely used to day. The metho ds of an ob ject form a contract b etween this ob ject in the role

of a server and other ob jects in the role of clients. The contract sp eci�es that if the client

ob ject ful�lls a set of preconditions when invoking a metho d, the server ob ject p erforms

the actions implied by the semantics of the metho d { its resp onsibility [Mey88b ].

The internal state of an ob ject is encapsulated by the interface and cannot b e manipu-

lated directly by other ob jects except through the metho ds o�ered. This p ermits to have

a clear separation b etween the interface of an ob ject and its implementation. It defers the

handling of implementation details from the early stages of the analysis and design pro cess

and therefore allows for b etter abstraction.

This separation b etween interface and implementation is also of primary imp ortance

for networked ob jects in a distributed system. The quickly emerging standard in this

resp ect is the Common Ob ject Request Broker Architecture (CORBA) from the Ob ject

Management Group (OMG) [OMG93].

5.1.2 Ob ject-Oriented Programming

The idea of ob ject-oriented programming (OOP) was probably �rst realized in the language

Simula [DN66], which was develop ed for implementing simulation applications, where the

ideas of actions as indep endent, self-contained actors are evident. Simula was the basis

of many ob ject-oriented languages in the 70's and strongly in
uenced the design of the

\pure" ob ject-oriented language Smalltalk [GR83].

To day, ob ject-oriented programming has b ecome widely used, mainly through the lan-

guage C++ [ES91], which has the advantage of b eing an ob ject-oriented extension to the

already wide-spread language C [KR78]. By this derivation, C++ is a hybrid language with

features supp orting b oth ob ject-oriented and traditional programming. The supp ort for

ob ject-oriented programming includes classes with multiple inheritance, abstract classes

that only sp ecify an interface for derived classes, virtual memb er functions for implement-
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ing p olymorphism, generic template classes and functions, and a class-based exception

handling mechanism. From the traditional side, C++ inherited strong typing and an e�-

cient implementation. Other imp ortant ob ject-oriented languages are Ei�el [Mey88a ], and

Objective-C [CN91].

Parallel to the ideas of ob ject-orientation, the techniques of structured analysis and

structured design (SA/SD) were develop ed in the late 70's. They take the completely

di�erent approach of structuring a system by algorithmic decomp osition. This approach

resulted mainly from the \obvious" mo deling of functional pro cesses. The asso ciated pro-

gramming languages that supp orted this technique were Pascal [Wir71], Mo dula-2 [Wir82],

Ada [ADA83], and, of course, C [KR78].

5.1.3 Analysis and Design

Analysis and design are two distinct pro cesses during software construction, but they are

closely related: Analysis is the pro cess of examining the problem and de�ning requirements

for the software system under development, while the design stage is the structuring of

these requirements together with appropriate implementation strategies in an architecture

for the software system.

The details of an implementation are explicitly left out of the design stage in order to

�rst create the structure of the system on a more abstract level, which is re�ned later.

This abstract level of design is esp ecially imp ortant in large scale software construction.

These stages of software development, analysis - design - re�nement - implementation, do

usually not pro ceed linearly. Normally, an iterative development cycle is used, which is

often extended to an evolutionary design during the lifetime of the system [Bo o94].

Structured Analysis and Structured Design

The ideas of SA/SD laid the foundation for ob ject-oriented analysis and design techniques,

although they b oth represent completely opp osite approaches. The SA/SD metho dology

favors the top-down algorithmic decomp osition of the system. The entire pro cess b eing

mo deled is recursively split into smaller tasks [Wir83].

The SA/SD metho ds use three mo dels of the software system in the analysis and design

pro cess [RBP

+

91]:

Functional mo del The functional mo del describ es the transformation of data by func-

tional units or mo dules. It is represented using data-
ow diagrams that show the


ow of data through the system and the data-dep endencies b etween the mo dules.

The functional mo del is the basic mo del and is augmented by the dynamic mo del

and the ob ject mo del.

Dynamic mo del The dynamic mo del describ es the time dep endencies of the system,

which are depicted with state-diagrams . These diagrams mo del the relationship b e-

tween actions and events in the system. Actions trigger the execution of functional

units.
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Ob ject mo del The entity-relationship mo del (also called the ob ject mo del) describ es the

relationships b etween data sets in the form of entity-relationship diagrams .

The problem with SA/SD is that the resulting architecture is inherently based on the

functional and algorithmic decomp osition of the system. Thus, changes to the functional

description of the system often require signi�cant changes to the design of the software.

This is esp ecially problematic in large or complex systems with a long lifetime, where

changes to the functional description are very likely to o ccur. As a result, this design

metho d is not well-suited to an evolutionary system design, which is necessary during the

long lifetime of large systems.

Ob ject-Oriented Analysis and Design

Ob ject-oriented analysis and design (OOAD) uses techniques and notations similar to

SA/SD, but its fo cus is completely di�erent. As describ ed ab ove, it mo dels the real world

with self-contained ob jects and their relations and interactions. Its fo cus on ob jects derived

from the problem domain makes it more robust for changes in the problem sp eci�cation.

Because ob ject classes are used to mo del real world concepts that are much less likely to

change than the functional description, changes usually do not mo dify the existing class

structure, but result in alterations and extensions to the metho ds of ob jects, or in the

addition of new classes and ob jects. Thus, the basic structure of the system remains

stable.

A large numb er of metho ds for ob ject-oriented analysis and design, and even more no-

tational systems have b een develop ed [SM88, CY90, WBWW90, RG92, RBP

+

91, Bo o94].

Early metho ds for ob ject-oriented analysis from Shlaer/Mellor [SM88 ] or Coad/Yourdan

[CY90] were still strongly based on the ideas of structured analysis. These ideas were

extended by fo cusing more on the concept of indep endent ob jects [The94], but the design

pro cess remained basically the same.

More recent ob ject-oriented techniques use a single-step approach to identify p ossi-

ble ob jects in a system. Ob jects are created directly during the abstraction from the

problem description [Gra93, Ber93]. These ob jects are describ ed by their resp onsibili-

ties [BC89, WBW89], and the interaction b etween ob jects is based on contracts b etween

classes [Mey88b ]. In large systems, collections of related ob jects that work together to ful�ll

requirements can b e describ ed by subsystems [WBJ90] or class categories [Bo o94]. Subsys-

tems are large scale classes, but the common ob ject-oriented programming languages have

no supp ort for representing this concept.

In this thesis, we will often use the more general term \subsystem" instead of \class"

to describ e larger parts of our mo del. A subsystem can either b e designed by a single class

or a group of interacting classes.

The ob ject-oriented analysis and design techniques used in this thesis lo osely resemble

the resp onsibility-driven approach [WBW89, WBWW90, RG92], but we did not adhere

to any analysis and design metho d in particular. Rather, we have taken a pragmatic

approach, based on resp onsibilities, where we fo cus on the behavior of ob jects b efore �xing

their structure by overly detailed implementation considerations.
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Our approach fo cuses on the following asp ects of problem analysis:

Problem Understanding. It is imp erative to have a go o d understanding of the problem

domain b efore a serious analysis can yield meaningful results. For our system, this

means a go o d understanding of the physics of light, and of p ossible solution and

simulation strategies available for image synthesis. Furthermore, we need to decide

what the imp ortant requirements for our architecture are and what the �nal goals

are that we want to accomplish with this design.

In Chapter 2 we describ ed the problem domain of rendering realistic images, Chap-

ter 3 outlined the most imp ortant solution strategies, and Section 4.1 discussed the

requirements and goals for the rendering architecture. The remaining part of this

Chapter builds on these presentations and analyses the basic techniques used in image

synthesis.

Identi�cation of Essential Concepts and Resp onsibilities. The next task is to iden-

tify imp ortant concepts for our design based on the problem description. These

concepts are describ ed as a set of interacting subsystems. Each subsystem is then

implemented as an abstract class in the ob ject-oriented programming language, which

is used as a kind of sp eci�cation language at this stage. Abstract classes do not im-

plement functionality themselves, rather they describ e the interface o�ered by the

subsystem in order to provide access to the resp onsibilities. The functionality of a

subsystem is then implemented in derived classes or groups of collab orating.

The identi�cation of imp ortant concepts and subsystems is based on the following

prop erties: Each subsystem should have a sp eci�c and well-de�ned resp onsibility

within the system. It should b e self-contained and should have a clearly structured

and well-de�ned interface for accessing the resp onsibilities managed by this subsys-

tem. Sub concepts should b e identi�ed as such and should b e mapp ed to appropriate

sub classes in our ob ject-oriented design. This step is describ ed in the following sec-

tions.

The design of the inheritance graph of the classes is based on the problem domain.

In order to b etter structure the relations b etween classes, an orthogonal structure

should also b e imp osed on the system. The classes are group ed into several layers

(e.g. utilities, basic rendering, etc.). A class of a particular layer may only make

use of classes from the same layer or lower layers. This layered structure of Vision is

describ ed in more detail in Chapter 7.

Re�nement and Ob ject Design. After the identi�cation of the imp ortant classes of our

system, we must de�ne and describ e the resp onsibilities and functionalities of these

classes in more detail. During the ob ject-oriented analysis of the problem domain

an abstract description of each class is su�cient, but this must b e re�ned during the

design stage of the pro cess.

In this step, the fo cus is on the description of the interfaces and the structural
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relationships b etween classes. These relationships and interactions are what �nally

de�nes the architecture.

5.2 Overview of the Vision Architecture

This section presents the general overview of the structure of the Vision architecture. We

start with the analysis and design of the Vision architecture by identifying the basic subsys-

tems that describ e the rendering pro cess. For the rest of this thesis we adopt the convention

to start class names with a capital letter and printing them in a sans serif font.

5.2.1 Basic Subsystems

If someone were asked to give a brief description the physical pro cess of light propagation

in a scene, his resp onse would probably b e similar to the following description:

� A scene consists of a collection of surfaces and gases (or volumes).

� Some surfaces or areas of volumes emit light with a certain directional distribution

into their environment.

� The light re
ected from a surface dep ends on the re
ection prop erties of the surface

as well as on incident illumination.

� Light absorb ed or scattered in a certain direction by a volume dep ends on the prop-

erties of the volume at this p oint in space, as well as on the incident illumination.

Light is attenuated as it travels through a volume.

� Light is absorb ed, scattered, or re
ected by the surfaces and volumes in the scene.

The illumination at a single p oint dep ends on light reaching this p oint directly from

the emitters and via multiple re
ection or scattering pro cesses.

� An image of the scene is determined by a particular view, which describ es the map-

ping of the three-dimensional scene to a two-dimensional image. A particular view

of the scene is describ ed by a camera and �lm.

� A camera determines the visible p ortion of the scene and pro jects the incident light

onto a 
at �lm.

� The �lm receives the light, transforms it into a di�erent form, and stores it for later

display.

Although the ab ove decomp osition of the rendering pro cess is a very coarse description,

it outlines the imp ortant concepts and ob jects that need to b e dealt with:
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GeoOb ject, Surface, and Volume: The Surface and Volume subsystems describ e the

geometric ob jects in our scene based on an abstract base class GeoOb ject. Because

there are many di�erent techniques for representing surfaces and volumes, we need

to further derive many more classes, one for each representation of a surface or a

volume.

LightSourceShader: The LightSourceShader subsystem describ es the e�ects of light

emitted from a surface or a volume.

Shader: The subsystem describing re
ection of light at a p oint on a surface could b e

named \Re
ector" or by the more traditional term Shader. Given a common rep-

resentation of a p oint on a surface, this description is indep endent from the actual

representation of geometric ob jects.

VolumeLighting: The interaction of light with a volume ob ject is quite di�erent from

the interaction of light with a surface. The subsystem VolumeLighting describ es the

general interaction of light with a volume.

Lighting: An ob ject of the Lighting subsystem is resp onsible for the global asp ect of

light propagation in a scene. This is probably the most non-intuitive subsystem in

this decomp osition. However, it conveniently separates the global asp ects of light

propagation from the lo cal descriptions of the previous subsystems. It must b e able

to derive the global illumination incident at any p oint in the scene. It uses the other

subsystems to �nd the lo cal description on which the global illumination is based.

View: The View subsystem describ es a particular view of the scene. It makes use of the

Camera and the Film subsystems to compute the image for this view.

Camera: The Camera subsystem is resp onsible for sp ecifying the viewing con�guration

and for pro jecting the light from the scene onto the two-dimensional �lm.

Film: The Film subsystem determines the mapping of incident illumination on the �lm

to the �nal image and stores it in some format. It is also resp onsible for the prop er

sampling and �ltering of the incident illumination. It makes use of the Camera

subsystem to obtain the mapping of the 3D light �eld onto the 2D �lm.

This ob ject-oriented decomp osition of the rendering pro cess immediately identi�ed sev-

eral imp ortant subsystems of our software design. They followed simply from a very nat-

ural description of the rendering pro cess. Although this represents only a �rst attempt

in �nding the basic subsystems of the architecture, it turns out that only a few minor

corrections to this mo del are required during later re�nement. Figure 5.1 summarizes the

basic subsystems and their relationships in the Vision architecture.

Furthermore, we divide the subsystems of our rendering architecture into three distinct

layers (Figure 5.1). At the lowest level is the scene description layer. It contains classes

describing the geometry and optical attributes of surfaces and volumes. It also contains

classes that organize the scene description, such as a Container class.
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The classes of the next layer are resp onsible for the computation of illumination in the

scene. For each p oint in the scene they must b e able to describ e the incident illumination,

which can b e viewed as computing the global light �eld in the scene. This computation is

yet indep endent of the actual image generation, which is p erformed by classes of the third

layer.

This third layer is resp onsible for the image generation pro cess and makes use of classes

from the other two layer in order to determine the visible surfaces and compute the light

re
ected towards the viewer. The pro cess of image generation can then b e seen as the

interaction b etween these three layers.

(DAG)Scene Description

GeoObject

Renderer

View

Camera

Lenses

Container

Shader

LightSource

Lighting

Shader

Volume-
Lighting

Film

Global IlluminationRendering

-

Figure 5.1: A class diagram [Bo o94] of the subsystems of the Vision architecture and their

\uses"-relation

5.3 Design Strategies

Before we present the design of the imp ortant subsystems of Vision , we want to discuss

several design strategies and patterns that have b een used throughout the Vision architec-

ture. We describ e how a global solution is computed from lo cal descriptions of the scene.

We also present strategies for the handling of sto chastic algorithms, and discuss why it is

interesting for some subsystems to supply b ounds on output values. Finally, we present

the design pattern of returning \smart" ob jects.
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5.3.1 Lo cal Descriptions and Global Solutions

The problem of global illumination, which is at the heart of a physically-based rendering

architecture, is the requirement for global knowledge ab out participating ob jects. Using

ob ject-oriented design, it is di�cult to map the global asp ect of illumination to a set of

indep endent and self-contained ob jects. To compute a solution, global knowledge must b e

maintained by at least one ob ject in the architecture.

Explicit global knowledge can b e avoided when using lo cal propagation metho ds, in

which only direct communication b etween the entities is allowed. Metho ds like progressive

radiosity [CCWG88] seem to use lo cal propagation, b ecause they only propagate radiosity

from one patch to another. However, the computation of the exchange co e�cients or form-

factors involves all other patches in the environment for visibility computations. These

algorithms normally also use global information, e.g. for selecting the brightest patch as

the next sender of radiosity.

The problem of global solutions is similar to the well-known problem of using constraints

in ob ject-oriented systems [FBB92, VB94, BG95]. There, each constraint is a purely lo cal

description of some interactions b etween two ob jects, but a solution meeting all constraints

over all ob jects can b e computed b est if a certain amount of global information ab out all

constraints is available. This global asp ect of the problem is often describ ed at a higher

level of abstraction, which acts to co ordinate the lo cal descriptions of single constraints.

We address the global asp ects of rendering in a similar way. The pro cess of global

illumination is split into purely lo cal descriptions of emission, re
ection, and so on. At

a higher level, the Lighting subsystem combines the lo cal descriptions to p erform the

computation of the global solution.

The lo cal description of a Volume ob ject is very complex in itself. Because of this,

we have chosen to add another level to the architecture b etween the lo cal subsystems and

the global Lighting subsystem for the whole scene. The new VolumeLighting subsystem

is resp onsible for computing the global illumination e�ects within a single volume ob ject.

The global Lighting subsystem is then only resp onsible for the global e�ects resulting from

the interaction of several volumes and surfaces.

5.3.2 Sto chastic Information

In order to supp ort Monte-Carlo style algorithms, some of the subsystems must b e able to

sto chastically sample their features, e.g. the direction of emitted light for the LightSource-

Shader subsystem. To supp ort imp ortance sampling, the probability density for selecting

a particular sample must also b e computed and made available to a client subsystem. The

client may then account for the probability of a sample in its computations and prevent

the intro duction of bias into the results [KA91]. There are sp ecial problems involved in

supp orting pro cedural shaders with Monte-Carlo style algorithms which are discussed in

detail in Chapter 9.

Some subsystems can b e involved recursively in global illumination calculations, e.g.

the subsystem describing light-surface or light-volume interactions. For these subsystems
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it is imp ortant to b e able to terminate the recursion without intro ducing bias into the

result. To allow for an adaptive termination that may dep end on how imp ortant the

next recursion step would b e, these subsystems o�er an interface for obtaining a suggested

termination probability for a given sample or a particular ob ject in general. For example,

a Shader ob ject with a mean re
ectance of � could return 1 � � as the suggested general

termination probability. In addition, the probability of a particular sample can also b e

used to sto chastically stop the recursion without intro ducing bias.

All sampling metho ds take an ob ject of class SampleGenerator as a parameter. This

ob ject is used by these algorithms to generate samples with a given distribution. The class

o�ers several metho ds for generating samples in various distributions.

5.3.3 Bounds on Partial Derivatives

For �nite element style algorithms we must b e able to compute a functional representation

of a quantity, e.g. emitted radiance, in terms of some basis functions over a surface area or a

solid angle. Because the basis functions are determined by the resp ective client subsystems

dep ending on its lo cal requirements, no general interface can b e designed to supp ort all

p ossible basis functions. As a result, the client subsystem must resort to numerical metho ds

to compute the co e�cients for the chosen basis.

This computation is based on the numerical integration of the value weighted with

some basis function. It requires a prop er sampling of the quantity to b e accurate. Since

most interface metho ds in the Vision architecture only compute values at single p oints,

these interfaces o�er insu�cient information for determining a prop er sampling strategy.

To determine such a strategy, information ab out the rate of change of a quantity over a

certain area or solid angle must b e available.

Subsystems o�er sp ecial interface metho ds to supp ort �nite element algorithms by

returning, in addition to a particular value, its partial derivatives and an upp er b ound

on the di�erence to this �rst order approximation over a given area or solid angle (see

Figure 5.2). For example, to determine the sub division of a surface patch, a radiosity

algorithm could ask the surface shader for these b ounds on the re
ectance over the patch. It

could then sub divide the patch if these b ounds cannot b e approximated within a prede�ned

error threshold by the chosen basis, e.g. to b etter approximate a texture that has b een

applied to the surface by the shader.

5.3.4 \Smart" Ob jects

A common design pattern in the Vision architecture is to return \smart" ob jects encap-

sulating the real data returned by an interface metho d. This ob ject can then b e queried

for the required data. Although this may seem as an unnecessary complication, it o�ers

several b ene�ts to the design.

An imp ortant p oint is the p ossibility to address the returned ob ject. This o�ers the

p ossibility of referring to the computed data in a convenient way and thus adds substantial


exibility to the architecture. For instance, the returned ob ject can o�er a metho d for
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xi

f(x)

dx

Figure 5.2: Bounds on the partial derivative of a value can b e used to estimate the change

of the functions and to adjust algorithms accordingly.

re�ning the returned data to access additional detail. This can b e implemented e�ciently,

b ecause the ob ject can encapsulate the information necessary to identify what data it refers

to in the server. In a sense this enables the server ob ject to identify the client ob ject and

its request without forcing the client to explicitly refer to server data. Thus, the returned

ob ject is a handle that implicitly and transparently addresses the returned data within the

context of the server ob ject.

Secondly, the returned ob ject can transparently p erform lazy evaluation and caching on

the returned data without any changes to the client of the interface. If multiple values need

to b e returned, the returned ob ject o�ers a convenient packaging of the data. This scheme

also allows for the extension of the interface in order to return additional information,

again without any changes to existing clients. All that is required is an additional metho d

for the class of the \smart" ob ject in order to access the new data.

Adding such a function to the server ob ject is often not an option, b ecause of the

ine�ciency of calling the ob ject multiple times. For each such call the appropriate context

in the server ob ject must b e established, while this context can easily b e encapsulated in

the \smart" ob ject.

An example for this use of \smart" ob jects is the intersection ob ject that describ es

the intersection of a ray with a surface. There are many imp ortant details that may b e

of interest to a client working with such an intersection ob ject. These details include the

obvious co ordinates of the intersection p oint, normals, tangents, or higher order derivatives
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as well as other surface attributes that can b e attached to a surface (e.g. generic surface

data made available to a pro cedural RenderMan shader). See Figure 5.3 for an illustration

of the use of smart ob jects.

Client Object Server Object

Local State

Request

Cache

Smart Object Reply

Reference

Figure 5.3: Usage of smart ob jects: When a client ob ject requests information from a

server ob ject, a smart ob ject is returned. This smart ob jects encapsulates a reference to

state information within the server ob jects. It also optimizes the access to the information,

e.g. by caching and lazy evaluation.

A \smart" intersection ob ject just stores enough information ab out the intersection

to compute these values and caches them once they have b een computed. Note that the

sp eci�c information required to compute these details varies from primitive to primitive,

and may even dep end on the kind of intersection that was found (e.g. whether a full or a

trimmed sphere was intersected).

Implementation Issues One issue with this design is the implementation of this ap-

proach. Because the interface of a subsystem is sp eci�ed in an abstract class, the class of

the returned ob ject must also b e abstract. Only an actual implementation of the subsys-

tem will know how to implement the returned ob ject. In the context of C++ , this means

that a p ointer or a reference to the abstract class must b e returned. This immediately

raises the question of which subsystem manages the ob ject and determines its lifetime.

This app ears to b e a fairly low level question, but it must b e addressed early in the

design cycle, b ecause it b ecomes deeply emb edded into the architecture and can b ecome a

p erformance b ottleneck if not implemented e�ciently.

We have decided to return p ointers to ob jects in our interfaces and the client is resp on-

sible for the lifetime of the ob ject. The client requested the data and thus knows b est when

it is no longer needed. This gives the client complete control over these ob jects, but also

imp oses the resp onsibility of eventually deleting the ob ject. The p erformance problem of

frequently allo cating and deleting ob jects can elegantly b e solved by using sp ecial memory

handlers for these cases.

This kind of a 
exible interface has b een used throughout the design of the Vision
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rendering architecture. Instead of returning �nal answers to queries, a subsystem returns

an \smart" ob ject, which can b e used to inquire further details.

5.3.5 Physical Units

A physically-based rendering architecture requires the sp eci�cation of units for all quan-

tities transferred via interfaces in the system. Without the sp eci�cation of appropriate

units, the receiving subsystem cannot know how to interpret the transferred values.

In the Vision rendering architecture, we have decided to use the International System of

units (SI). As a result, all distances measured in Vision are in meters [ m ] and illumination

is measured in the radiometric units for radiance [ W m

� 2

sr

� 1

] and irradiance [ W m

� 2

].

Another p ossible choice for illumination would have b een the photometric quantities

luminance [ l m m

� 2

sr

� 1

or Nit] and illuminance [ l m m

� 2

or Candela]. Photometric units

are typically used in error criteria to judge generated images and rendering techniques.

By measuring the error in photometric units, unnecessary computations of features that

later cannot b e resolved by human vision can b e avoided. The photometric quantities are

equivalent to the radiometric units, except for the scaling with the photometric e�ciency

function (see Section 2.1.2), but are a sub jective measure: Hence, we have chosen to use

radiometric units.

The choice of units for the architecture is a very basic initial decision and b ecomes

deeply emb edded in the architecture. However, this decision do es not restrict the usability

of the architecture in any way. An application built up on the architecture is resp onsible

for mapping values to the available to SI units b efore they are used in the Vision kernel.

Thus, any other unit can b e used as long as it can b e mapp ed to SI units for rendering.

After we have discussed some of the general design decision for the Vision architecture,

we can now discuss the main subsystems in the Vision architecture. We start with the

Geometry subsystem and the related Sub division and Volume subsystems. We then dis-

cuss the interaction of light with surfaces and volumes, describ ed by the Shader and the

VolumeLighting subsystem. Then we present the integration of these lo cal descriptions

into a global solution by the Lighting subsystem. We discuss the View subsystems, which

de�nes how an image of the illuminated scene is rendered. This discussion also includes the

Camera, Lenses, Film, Renderer, Imager, and the Frame subsystems. Finally, we discuss

the organization of the scene description in the Vision architecture.

5.4 Geometry Subsystem

The Geometry subsystem is resp onsible for representing the geometry of surfaces and

volumes in the scene, where the scene is describ ed as a collection of indep endent geometric

entities. Each entity can either describ e a surface or a volume, but they are all derived

from the abstract class GeoOb ject which de�nes their common interface (see Figure 5.4).

All geometric primitives are de�ned with resp ect to their own lo cal (mo deling) co or-

dinate system and all interface requests are assumed to b e relative to this system. The
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Container Surface Volume

GeoObject

Figure 5.4: GeoOb ject is the base class for all classes describing the shap e of geometric

ob jects (Surface and Volume) as well as for the Container class, which is the base class for

combining simpler geometric ob jects (e.g. CSG).

arrangement of primitives in a scene and the handling of transformations is not sp eci�ed

by the geometry subsystem, but is describ ed at a higher level in the SceneGraph subsystem

(see Section 5.12.2).

This design decision o�ers a numb er of advantages to rendering architectures [KA88]:

It explicitly separates the orthogonal concepts of the geometric shap e from its p osition

and orientation, as well as from the concept of the optical attributes of the ob jects. This

separation of the optical attributes is also motivated by the mathematical structure of the

transp ort op erator as mentioned in Section 3.3.

We use Container ob jects, which are also derived from the GeoOb ject class, to build

a hierarchical scene description. A Container ob ject may contain other geometric ob jects

and forwards requests through its interface to them. In that sense a Container ob ject

represents a comp ound geometric ob ject. In particular, clients of a geometric ob ject cannot

distinguish b etween a container ob ject and a simple primitive through the usual interface

metho ds.

5.4.1 Surface Primitive

A surface primitive can b e any two dimensional manifold or a set of such manifolds. The

surface need not b e di�erentiable, but it must have a unique normal and tangent plane at

each p oint.

Real-world surfaces can have any shap e, but for the purp ose of handling them in a

rendering system, a suitable mathematical representation must b e found. Such a represen-

tation should o�er a convenient sp eci�cation of a large class of surfaces and should supp ort

fast and e�cient access to their prop erties.

Any particular representation can de�ne only a restricted set of surfaces. Thus, several

di�erent representations must b e supp orted in a rendering system (e.g. triangles, p olygons,

quadrics, splines, meshes, etc.). Another reason for using di�erent geometric representa-

tions is for rendering p erformance. Although a triangle is mathematically a p olygon, it is

usually faster to treat it as a sp ecial case. In general, all representations must b e able to



5.4 Geometry Subsystem 71

supp ort the same interface for geometric primitives.

5.4.2 Interface

The interface to the geometry subsystem o�ers uni�ed access to the prop erties of geometric

ob jects as far as they are relevant to a rendering system. The o�ered set of services must

b e general enough to supp ort almost any surface representation. On the other hand, the

interface must b e concrete enough to b e implemented e�ciently for the most common

situations in a rendering system.

There are usually few problems �nding a general interface for metho ds op erating on

a single p oint of a surface or volume. The sp eci�cation of general metho ds is more com-

plicated if they need to consider a �nite neighb orho o d of this p oint [KS92]. In this case,

it is necessary to explicitly deal with the top ology of the surface. For example, take the

interface to �nd a p olygonal approximation of an arbitrary surface. For many algorithms,

e.g. radiosity reconstruction, it is necessary to explicitly supply adjacency information for

the resulting p olygons.

The set of metho ds o�ered by all geometric ob jects is divided into three basic interfaces:

Range queries: Given a suitable de�nition of a convex range in 3D, usually an axis-

aligned b ounding b ox or a b ounding slab [KK86], this interface allows the ob ject to

b e queried for a tight b ounding range of itself. The ob ject must also b e able to decide

if it is completely, partly, or not contained in a given range. These op erations allow

for the building of spatial data structures that accelerate op erations such as visibility

testing [TH93, ZD93] or ray tracing [AK89].

Point sampling: Many algorithms require a metho d for generating sample p oints on a

geometric ob ject. In essence, there are three di�erent metho ds to generate sample

p oints: (i) intersecting 3D rays with the ob ject, (ii) distributing p oints on the 3D

surface of the ob ject, and �nally (iii) distributing p oints in the parameter region of

a parametrically de�ned ob ject, which are then mapp ed onto the surface.

Sub division: There are many �nite element algorithms that require sub division of sur-

faces into smaller elements. The requirements for the sub division vary considerably

from algorithm to algorithm. Common requirements are

1. a prede�ned geometric con�guration of the elements (e.g. triangles or quadri-

laterals),

2. a prede�ned top ology of the con�guration of the elements (e.g. rectilinear grid),

3. supp ort for hierarchical re�nement,

4. size constraints, e.g. minimum/maximum size of an element, or a maximum

deviation from the original surface.
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Due to its complexity and the relative indep endence of this interface from the others,

we have chosen to make the sub division of surfaces a sub concept of geometry and

encapsulate it in another related class. It is discussed in more detail in Section 5.5.

5.4.3 Range Query Interface

Range queries are imp ortant for building acceleration structures like b ounding volume

hierarchies [RW80, KK86], BSP-trees [Kap85, Jan86], regular grids [FTI86], o ctrees [Gla84,

Spa89], or directional acceleration techniques [AK87, OM87]. Instead of dealing with a

complicated ob ject, a Range allows for the abstraction from the geometric details of the

ob ject by using a coarse approximation. The approximation is generally a convex volume

like a b ox, a slab, or a sphere. The convexity of these approximations simpli�es many of

the algorithms op erating on ranges.

The range of an ob ject is an approximation to the lo cation of the ob ject. All p oints of

the ob ject must b e contained within the range. The smallest p ossible convex range of an

ob ject is its convex hull.

Three op erations must b e supp orted for range queries by all geometric primitives get-

Range() , and intersectsRange() . The �rst metho d allows the Range of an ob ject to b e

obtained, where the ob ject should return the tightest Range p ossible, while sp ending only

a mo dest amount of time computing it.

The second op eration determines if any part of the surface ob ject intersects the given

Range. This is imp ortant for determining if an ob ject is within a particular space sub divi-

sion [Gla89]. The geometric ob ject can return \inside", \partial", or \outside", dep ending

on whether the surface of the geometric ob ject is completely or partially inside the convex

hull, or completely outside, resp ectively. The answer need not b e exact, but must b e con-

servative, that is, it must never return \inside" or \outside" if this is incorrect, but it may

always return \partial".

Range Class

To b e able to use di�erent implementations of a Range within the Vision architecture,

an abstract class Range is de�ned which sp eci�es the resp onsibilities of a range and its

interface. The interface of the Range class has b een kept general enough to allow for

di�erent implementations by only supp orting primitive metho ds, which do not require a

particular representation of the Range. More complicated op erations are reduced to the

primitive metho ds.

The imp ortant metho ds of the Range class are describ ed b elow:

include() enlarges the Range to include the argument which may b e a p oint, an axis-

aligned b ox, or another Range.

intersect(), subtract(), negate() p erform a Bo olean op eration with a Range ob ject.

The returned Range ob ject is a tight b ound on the space de�ned by the Bo olean

op eration on the two original ranges. Including the negate op eration allows for the
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implementation of an e�cient evaluation of tight ranges for CSG ob jects [RV89,

Cam91].

contains() determines if Range completely contains a p oint, a line, or another Range.

overlaps() determines if Range contains parts of another Range or a line.

getMinMax(), getSphere() returns the axis-aligned b ounding b ox or the enclosing sphere

of the Range.

addUnbounded() tells the Range that a GeoOb ject is unb ounded. This metho d is called

instead of the include() metho d by unb ounded ob jects in order to notify the Range

of their existence. The Range may maintain a list of these ob jects for later use. A

common application would b e to exclude these ob ject from acceleration structures

and to handle them separately.

pushTransform(), popTransform() Because the Range ob ject might b e de�ned in a co-

ordinate system di�erent from the ob ject it is op erating on, a transformation b etween

the two spaces can b e sp eci�ed. The transformations can b e hierarchically pushed

and p opp ed on a stack de�ned within the Range ob ject.

The transformation results in the mapping of all input and output data through the

interface. This eliminates the need to calculate the range in the same co ordinate

system as the ob ject and transforming the result to a di�erent space. In the case

that the range is de�ned as a axis-aligned b ounding b ox this would require that it

b e realigned after each transformation thereby enlarging the range unnecessarily.

getInscribedXXX() This interface o�er the p ossibility of obtaining a simple ob ject that is

completely within the Range ob ject. The inscrib ed ob ject can currently b e a b ox, a

sphere, or a slab. This allows for simple and su�cient tests for complete containment

of a primitive in the Range.

5.4.4 Point Sampling Interface

The p oint sampling interface of the geometry subsystem covers the generation of sample

p oints on an ob ject by intersecting a ray with the ob ject or by mapping p oints from the

parametric domain to world space.

Ray Intersections

In the case of the ray intersection metho d getIntersection() , the primitive computes the

intersections of a ray with the ob ject. Because a single ray can p otentially generate many

valid intersection p oints with complex primitives, we must �nd a technique for returning

the list of relevant intersections to the client. Several techniques have b een used and

prop osed in ray tracing systems: One usual approach directly returns the �rst intersection

found as the result of the metho d [TLG93]. This technique has the problem that the
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architecture limits the numb er of intersections that can b e computed by a single ray. This

may b e ine�cient if an algorithm requires many or even all intersections of a ray with the

ob jects in the scene (rememb er that a geometric ob ject may b e a Container ob ject for the

complete scene). In that case, several new rays must b e set up to �nd the next intersection

p oint, starting from the previous one. Setting up a new ray and re-traversing the scene

description can intro duce a severe time p enalty for this technique.

The opp osite approach of always returning all intersections [Hec89] has similar p erfor-

mance problems for the case where only a single intersection is required.

In the Vision architecture, we have chosen to rep ort all intersection to the ray instead

of returning this information as the result of the metho d. This has the obvious b ene�t

that the ray can now dynamically control when the calculation of new intersections should

b e stopp ed. The class Intersection, which is used to describ e an intersection is presented

b elow.

In Vision , a ray can b e in three states with resp ect to the calculation of new intersections:

NeedMore , Stop , and StopIfOrdered . For a ray in the state Stop , all geometric ob jects

can immediately ab ort the calculation of new intersection. In the state StopIfOrdered , an

ob ject can stop rep orting intersections if any new intersection is guaranteed to b e farther

away than the farthest intersections already accepted by the ray. The latter is particularly

useful for acceleration structures that traverse a partitioning of space in order along the

ray.

Parametric Samples

The generation of p oint samples through parametric co ordinates is only supp orted for

ob jects on which a parameterization can b e imp osed. For most primitives, a suitable

parameterization is available. Currently, geometric primitives o�er the metho d getPara-

metricRange() for returning the range of valid parametric co ordinates over which it is

de�ned. To request sample p oints, the metho d getParametricSamples() receives a list

of parametric co ordinates and returns a list of SurfaceInfo ob jects (see b elow). Another

way of obtaining sample p oints through parametric co ordinates is through a Sub division

ob ject of a primitive.

The interface for requesting parametric samples is o�ered by all classes derived from

GeoOb ject, but only those ob jects for which a parameterization is de�ned implement the

interface and actually return sample p oints.

SurfaceInfo Class

Another problem that needs to b e addressed for the p oint sample interface is the general

description of a sample p oint. The information usually asso ciated with a p oint sample on

a surface includes the three-dimensional and the parametric co ordinates ( x; y ; z ; u; v ), as

well as the tangent and normal vectors. We decided to return an \intelligent" ob ject (see

Section 5.3.4) of class SurfaceInfo , which, in turn, is queried for the required quantities.

It can cache calculated information and do lazy evaluation in cases where computing a
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value is exp ensive. In this case, it stores just enough data for calculating any of the surface

information up on request. In a sense, this approach is similar to that already used in

[KA88].

For example, a NURBS surface would store the parametric co ordinates of the sample

lo cation in the SurfaceInfo ob ject. If one of the tangent vectors is requested, this parametric

information can b e used to calculate b oth tangent vectors in parallel [MD95, Sed95 ] and

b oth are cached in the SurfaceInfo ob ject. In case the other tangent vector is requested

later, which is very likely, no further pro cessing is required, so that it can b e returned

immediately.

Intersection Class

SurfaceInfo ob jects can b e created by a geometric primitive through the p oint sample

interface using parametric surface co ordinates. For ray intersections, on the other hand,

we generate an ob ject of class Intersection. This class is derived from SurfaceInfo and

contains additional information ab out the intersection. This includes the intersecting ray,

the re
ected direction, and the parameter of the intersection along the ray.

The class Intersection is also used to calculate and store other information which is

not directly related to the primitive, but rather describ es the context of the intersection

in the scene (see Section 5.12.2). Such information contains rendering attributes such as

the Shader of the surface. This information can only b e derived from the scene graph (see

b elow), while the information in a SurfaceInfo ob ject can b e derived from the geometry

alone.

5.5 Sub division Subsystem

Finite element techniques de�ne basis functions over the surfaces in the scene. Dep ending

on the surface and the basis functions chosen, it might not b e p ossible to accurately describ e

a given value (e.g. radiosity) with one set of basis functions over the complete surface of a

primitive.

In this case, a sub division of the surface into smaller pieces, often called patches or

elements, is required. The term patch is often used in global illumination to describ e an

initial sub division of a surface, while the term element is used to sp ecify a �ner sub divisions,

which is used in the actual calculation. Elements are created from patches when the basis

functions cannot describ e the value with enough accuracy over one patch.

Sub divisions can also b e used to obtain p olygonal descriptions of primitives for various

algorithms, like p olygonal rendering using scan-line algorithms (see Section 6.8.1) or a

graphics library like Op enGL [NDW93].

The problem with surface sub divisions is that creating a valid sub division requires

knowledge ab out the whole surface, esp ecially its top ology. The interface to the geometry

system describ ed so far only uses p oint samples, for which top ological information is not

required. Because global information ab out a geometric ob ject is not available outside the
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ob ject, only the ob ject itself can generate a sub division. However, it needs to b e told what

kind of sub division is required.

5.5.1 Top ology

An imp ortant asp ect of the description of a surface is its top ology. Mathematically, top ol-

ogy describ es the invariants of a surface under smo oth transformations. In computer

graphics we are more concerned with top ological issues such as neighb orho o d information

for surfaces.

As an example, consider the traditional radiosity algorithm: The surfaces are divided

into elements and a single radiosity value is computed for each. Top ological issues must b e

considered when creating the sub division, and when reconstructing a continuous radiosity

function across the whole surface.

When creating the sub division, we must often make sure that neighb oring elements

are consistent , that is, that they only meet at a single vertex or along a common edge.

Vertices of a common edge must coincide. This prevents overlap, T-vertices, and sharing

only parts of an edge, and allows, for example, the reconstruction of a smo oth radiosity

function later.

Algorithms require adjacency information to b e able to obtain the radiosity of adjacent

elements in order to reconstruct this smo oth radiosity function across the surface from the

single radiosity values at elements. In this case, the reconstructed radiosity functions can

b e continuous along common edges and at vertices. An example for a hierarchical quadtree

sub division for computing radiosity is shown in Figure 5.5.

5.5.2 Sub division Requirements

There are many di�erent p ossible requirements for the sub division of surfaces, dep ending

on the algorithms b eing used. The following table lists some common requirements:

� Generally, the sub divisions must b e consistent as describ ed ab ove. The elements

must cover the whole surface and must not overlap.

� Often, the sub division must contain only elements of one particular kind (e.g. trian-

gles, planar quadrilaterals).

� Many algorithms make use of hierarchical re�nements, where an initial sub division

is recursively sub divided. The form of the hierarchy may also b e restricted (e.g.

quad-tree like re�nements or BSP trees, also see Figure 5.5).

� The sub division must meet a prede�ned error tolerance. This might b e a geometric

tolerance (e.g. derivation from the exact surface) or an application de�ned toler-

ance (e.g. for values computed on the sub division). Several other kinds of geometric

restrictions are p ossible: minimum or maximum areas, length of edges, etc.
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Figure 5.5: An adaptive hierarchical quadtree sub division for a radiosity solution in a

simple scene.

Algorithms often use a combination of the ab ove requirements. This wide variety of

requirements makes it di�cult to provide a general interface for sub divisions. For the sake

of simplicity, in Vision these requirements must only b e met for a single geometric ob ject.

There is currently no p ossibility for sp ecifying a consistent sub division across multiple

geometric ob jects. This simpli�es our architecture considerably, since it would b e di�cult

to maintain this consistency in an ob ject-oriented system where each geometric ob ject is a

separate and indep endent entity. For approaches on how to solve some of these issues see

[KS92].

On the other hand, Vision do es not preclude such relationships, b ecause, if this kind of

top ological information b etween primitives was required, it would b e p ossible to intro duce

a new kind of \comp osite" ob ject. This ob ject's resp onsibility would b e to ensure the

consistency requirements b etween a set of child ob jects. An example for this kind of

primitive is the RenderMan patch mesh primitive [Pix89].

5.5.3 Interface

The variety of di�erent requirements for sub divisions means that we cannot have a single

representation of a sub division as part of the geometric primitive. Instead, we decided to
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make the concept of sub divisions a separate subsystem within the geometry subsystem.

Every primitive o�ers a metho d for returning a primary Sub division ob ject representing

the complete primitive for a given set of requirements.

This separation of sub divisions of an ob ject from the ob ject itself not only allows for

several di�erent sub divisions of the same ob ject, each satisfying a di�erent set of require-

ments, but also separates the interface of a sub division from that of a general geometric

primitive.

All implementations of the Sub division subsystem o�er the same interface, but each

primitive can return a sp ecialization of this concepts in form of a derived class. This

technique allows us to take advantage of any sp ecial knowledge ab out the sub divided

primitive.

As an example, a quad-tree like sub division of a parallelogram need not explicitly store

the geometry of the elements and their adjacency, b ecause that information can easily

b e derived from the quad-tree and the primitive itself. This concept for the Sub division

subsystem o�ers much 
exibility in implementing e�cient sub division techniques for sp ecial

geometric primitives and sub division requirements.

Creation Interface

A sp ecial class is de�ned for sp ecifying the requirements of a sub division. It can hold

and return various criteria for the generation of sub divisions as discussed ab ove. A new

Sub division can b e requested from the geometric primitive by supplying an ob ject of this

class. The geometric ob ject then returns a new Sub division ob ject representing the surface

as a whole. Often, this ob ject needs to b e further sub divided until the �nal requirements

of the sp eci�c algorithm are met (see Figure 5.6).

Interface to Sub division Ob jects

The interface to the Sub division subsystem p ermits querying a sub division ob ject for the

following information:

� the area and size (max. diameter),

� the convex hull,

� a representative p oint on the sub division as a SurfaceInfo ob ject (e.g. the center),

� the 
atness (maximum deviation from the true surface),

� a p olygonal approximation of the element

� the numb er of vertices and adjacent Sub division ob jects,

� for a given vertex, the next and previous vertex of the element.

For the supp ort of hierarchical sub divisions we need additional metho ds for
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:GeoObject

:Subdivision:Subdivision:Subdivision

:Subdivision :Subdivision

:Subdivision
(Master-Subdivision)

:Subdivision
(Master-Subdivision)

1: getSubdivision()

2: getSubdivision()

1a: getSubdivision()

1b: getSubdivision()

Figure 5.6: A sub division of a GeoOb ject is created by �rst creating a master Sub division

ob ject (step 1), which encapsulates the requested sub division criteria. This master ob ject

can then b e recursively re�ned (step 1a, 1b). There may b e multiple master sub division

ob jects for a geometric primitive, p ossibly encapsulating di�erent sub division criteria (step

2).

� sub dividing a Sub division ob ject,

� enumerating the children and the parent of a Sub division ob ject,

� �nding the leaf no de of the sub division tree, given a p oint on the primitive.

Generally, algorithms using sub divisions need to asso ciate some data with each element

(e.g. the radiosity and re
ectivity of the element). For e�cient retrieval of that data, a

reference to it can b e stored with the Sub division ob ject.

5.5.4 Discussion

The Sub division subsystem is very complex and di�cult to implement in a general fashion.

There is no common set of requirements or sub division strategies that could b e used by all

algorithms. This means that the interface might need to b e extended for new algorithms

that require new sub division strategies (e.g. a hexagonal grid). This might require changes

to all geometric ob jects and somewhat contradicts the ideas of ob ject-orientation.
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However, the current supp ort for sub divisions is p owerful enough to supp ort common

�nite element metho ds used in computer graphics. They supp ort traditional radiosity

[CCWG88 ], hierarchical radiosity, wavelet radiosity and wavelet radiance using quad-tree

hierarchies [HSA91, GSCH93, Sch94b]. Also supp orted is the p olygonal approximation of

surface primitives.

5.6 LightSourceShader Subsystem

The LightSourceShader subsystem is resp onsible for the description of the light emitted

from a light source. A LightSourceShader is asso ciated with a particular surface in the

scene through the scene graph (see Section 5.12.2).

Although the physical description of emission is usually given as emitted radiance or

radiant intensity at the p oint of emission, we also o�er a di�erent description which allows

for a uniform, more general, and more e�cient handling of emission from p oint, surface,

and volume light sources. During rendering, emission information is not usually required at

the light source. The e�ect of the emission on the receiving surface is required { that is, the

illumination. This implies that a suitable interface for the LightSourceShader subsystem

should o�er metho ds for the querying of illumination information on the receiving side.

In order to maintain the lo cal description of light sources, this illumination information

do es not account for any global e�ects. It is the direct illumination on the receiver under

the assumption of no other ob jects in the scene. To b e precise, this information is also

to the light source and the receiving ob jects themselves, in that interactions b etween

di�erent parts of a light source (e.g. self-shadowing) need not to b e accounted for by

the LightSourceShader ob ject. Global asp ects are later resolved by the Lighting subsystem

as describ ed in Section 5.8.

An exception to this rule exists for volume light sources: they must account for any

global e�ects within the source volume itself (see Section 5.9).

5.6.1 Interface

There are three di�erent sets of services provided by the LightSourceShader subsystem:

The il lumination interface, the stochastic sampling interface, and the �nite element inter-

face. These interfaces cover all of the necessary interactions of other subsystems required

to compute the e�ects of emission from ob jects in the scene. The illumination interface

provides illumination information at the receiver side in a very general way, the sto chastic

sampling interface allows to sample various characteristics of a light source ob ject. Finally,

the �nite element interface o�ers access to emission information on sub division ob jects.

Illumination Interface

The illumination interface of the light source subsystem o�ers a metho d getIllumination()

for querying for the illumination at a sp eci�ed p oint in the scene. The client of a get-

Illumination() metho d also supplies information ab out the imp ortance of illumination
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from di�erent directions. The description of the receiver is contained in an IllumReceiver

ob ject, which can supply the receiver with all necessary information ab out the receiving

p oint and the imp ortance of illumination.

The imp ortance information is sp eci�ed by a numb er of cones with their ap ex at the

p oint of illumination and a given spread angle. A p ower cosine distribution is used to

sp ecify the imp ortance within this cone. The relative imp ortance b etween the cones is also

given in the interface. This imp ortance information is provided mainly for the Lighting

subsystem, which uses exactly the same interface (see Section 5.8).

The imp ortance is describ ed by a set of cones, with parameters ( ~!
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i

describ e the i -th cone, while e

i

is the

exp onent of the p ower cosine distribution within this cone with a suitable normalization

factor C

i

.

The imp ortance function p

i

has a p eak in the direction ~!

i

and falls to zero at the

b oundary of the cone. The complete directional imp ortance distribution for illumination

is then given as the sum over all cones weighted with their relative imp ortance r

i

p ( ~! ) =

1

P

r

i

X

r

i

p

i

( ~! ) : (5.1)

The use of a p ower cosine distribution is motivated by the common use of cosine dis-

tributions in computer graphics, its simple calculation using a dot pro duct, and the avail-

ability of a suitable mapping from uniform distributions to p ower of cosine distributions

[Shi93].

Note, that this imp ortance information needs not to b e p erfectly accurate, b ecause it

is never directly used for computing illumination values. Rather it is used for determining

the required relative accuracy of illumination, e.g. to determine the sampling distribution

for Monte-Carlo algorithms. However, a client subsystem using this interface must make

sure the the imp ortance is never zero for directions where incident illumination has any

e�ect.

Of course this interface is not the only design p ossible. Alternate designs could, for

instance, use a summed area table over the hemisphere to sp ecify the imp ortance distribu-

tion as in [Ka j86]. Unfortunately, the required data cannot b e easily sp eci�ed, but must

b e computed for each shader con�guration. Moreover, it is prone to aliasing errors and

cannot b e inverted directly, rather a binary search must b e used to calculate the sample

direction from uniformly distributed random variables.

The cone interface also allows for an e�cient handling of illumination requests using

culling of light sources. LightSourceShader ob jects that do not lie within any of the cones

for which the client has requested illumination information can ignore the request com-

pletely. If the light source is within any cone, the imp ortance can b e used to decide ab out
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the accuracy of the returned illumination information, e.g. to determine the numb er of

illumination samples returned.

Sto chastic Sampling Interface

The sto chastic interface returns information for Monte-Carlo style algorithms. There are

several metho ds in this part of the interface. For each sample generated by this interface

the probability density of the sample is also returned.

The sample() metho d simply requests a given numb er of sample illumination rays

originating from p oints on the light source. The origin and the direction of each ray is

chosen by the light source shader according to its imp ortance distribution. This metho d

is required for Monte-Carlo algorithms that start sampling from the light sources.

The sampleAt() metho d returns a given numb er of sample rays originating from a

prede�ned p osition on the light source. The p osition can either b e sp eci�ed by a p oint or

by a Sub division ob ject. In the �rst case the origin is �xed, while in the second metho d it

is restricted to the part of the light source indicated by the sub division ob ject.

We also need a metho d sampleTo() to determine the illumination at some p oint re-

ceiving energy from a sp eci�ed p osition on the light source. This metho d is required in

Monte-Carlo path tracing-like algorithms [Ka j86], where the radiance transp orted b etween

the intersection of the ray with the light source and the receiver is required. Finally, we

need a metho d sampleIn() which returns the emitted radiance at a p oint on a light source

in a particular direction.

Finite Element Interface

For �nite element supp ort we consider the emitted radiance over a sub division on a light

source. As describ ed ab ove, a metho d sampleIn() returns the radiance at the sample

p oint of a Sub division of the light source in a given direction. In addition, the partial

derivatives, an asso ciated tolerance for the radiance over the given Sub division, and a solid

angle can b e returned (see Section 5.3.2). This interface is used in order to numerically

compute a representation of the emitted radiance in terms of a set of basis functions.

In addition to this general mechanism, we have implemented a metho d to return the

mean radiosity of a Sub division ob ject of a light source. This is a sp ecial purp ose metho d

for the case of constant basis functions.

5.6.2 Illumination Sample

The incident Illumination at the receiver is returned by the LightSourceShader ob ject as a

set of Il luminationSample ob jects. These ob jects can then b e queried for a radiance value,

the incident direction of the radiance, and the solid angle covered by this sample.

According to the radiance equation (2.10), illumination at a p oint is describ ed by the

incident radiance distribution L

i

( x ; ~! ). Because illumination is represented as a discrete
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numb er of sample p oints, we actually return the radiance integrated over the solid angle

represented by each sample.

In addition, we allow for the p ossibility that the directional distribution of the incident

illumination may b e unknown. This would b e the case for an ambient light source.

Returning an \intelligent" IlluminationSample ob ject instead of directly returning radi-

ance and irradiance has advantages for the LightSourceShader subsystem. The requesting

subsystem can use the sample ob ject as a means for requesting a re�nement of the returned

illumination information. In this case, the illumination sample must contain enough in-

formation to e�ciently answer such re�nement requests. This usually results in a more

e�cient execution than requesting several indep endent illumination samples from the light

source.

This last scheme is esp ecially useful for shadow computations, where the p osition of

the source of the incoming directional radiation is required to check its visibility. Here, we

have two p ossibilities: We could directly use the single source p osition of the sample. An

algorithm, usually in the Lighting ob ject, could also use the information provided by the

illumination sample to decide whether a re�nement of the illumination is required. Thus,

it can adaptively re�ne the illumination initially provided by the light source near shadow

b oundaries.

Other interesting information that can b e supplied by an illumination ob ject is an

upp er b ound on the directional variation of the radiance within its solid angle. This can

provide useful hints to the calling subsystem to decide whether a re�nement of the returned

information would b e useful. Note, that this b ound is di�erent from the one returned by

the �nite element interface of the light source, which represents a b ound on the incident

illumination on the receiving side, not on the emitted radiance at the light source.

Although the interface seems much more complicated than the simple physical descrip-

tion of emission suggests, and is more complicated than in most other rendering systems, it

allows for very 
exible implementations of lighting algorithms that request minimal initial

information and e�ciently re�ne this information where necessary.

5.7 Shader Subsystem

The representation of the interaction of light with a surface certainly deserves a separate

subsystem in our rendering mo del. Its resp onsibility is to represent a BRDF (Equation

2.7) and to compute radiance re
ected from a surface. In this section we only describ e the

use of shaders for surface ob jects. The interaction of light with volume ob jects is discussed

in Section 5.10.

In order to compute any re
ected radiance, the Shader subsystem must determine

the incident global illumination at the p oint of interest. The interface for obtaining the

illumination uses the same interface o�ered by the LightSourceShader subsystem to request

direct illumination information at the receiver side using the getIllumination() metho d

describ ed in Section 5.6.1.
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5.7.1 Using Irradiance and Re
ected Radiance

Using a BRDF to describ e the re
ected radiance at the p oint of interest requires a complete

description of the directional distribution of incident illumination. Some algorithms that

approximate the global illumination lo ose this directional information, e.g. radiosity. For

such algorithms, it is useful to extend the mo del of the Shader subsystem from that of

simply describing a BRDF.

Instead of �nding a description of the incoming radiance, these algorithms often com-

pute outgoing radiosity or radiance values. Furthermore, these values are often computed

from a coarse approximation of the optical prop erties in the scene. This is p ossible b ecause

for global illumination e�ects it is usually su�cient to consider an approximation of the

re
ected radiance of a particular surface element. On the other hand, if the same surface is

b eing lo oked at directly, the full details of the app earance of this surface should b e visible.

This means that the Shader of this surface must get a chance to compute the re
ected

radiance based on the incident illumination at each visible p oint.

Because the aforementioned algorithms already compute outgoing values, these values

must b e mapp ed back to an incoming quantity, which can then b e presented to the shader.

The Shader then recomputes the outgoing radiance from the values supplied by these

algorithms, taking into account the full detail of optical surface prop erties, like textures.

We have chosen to use irradiance, which is di�usely re
ected by the surface as the quan-

tity to b e returned from these algorithms, and we also allow this irradiance value E ( y ; ~! ) to

dep end on the outgoing direction ~! . This is useful, for instance, for \directional radiosity"

computations where the original incoming radiance distribution is lost, but a directional

distribution of the re
ected radiance values has b een computed [SAWG91, AH93].

In cases where the approximate BRDF used for computing the global illumination is

to o complicated to map the computed outgoing value back to irradiance, or when the full

details of re
ection have already b een accounted for, global illumination algorithms can

also return illumination as an outgoing radiance value L

d

. This value is then left untouched

by the shader.

In summary, the Vision architecture mo dels the interaction of light with surfaces ac-

cording to the formula (also see Figure 5.7)

L ( y ; ~! ) = L

d

( y ; ~! ) + f

d

r

( y ; ~! ) E ( y ; ~! ) +

Z
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(5.2)

The function f

d

r

describ es the amount of radiance re
ected in direction ~! due to \direc-

tional" irradiance E at this p oint of the surface.

5.7.2 Interface

The Shader uses the metho d getIllumination() o�ered by the Lighting subsystem (and

also by the LightSourceShader subsystem) to request incident global illumination (see

Section 5.6.2).



5.7 Shader Subsystem 85

+ +

Figure 5.7: The di�erent terms of the shading calculation: the directly emitted radiance

(left, not changed by the shader), the \directional irradiance" (center), and the incident

radiance (right). The last two terms can b e accessed by the shader in order to compute

the re
ected radiance in the outgoing direction (dashed arrows).

The Shader subsystem is designed to b e a passive subsystem, which requests illumina-

tion information from the global Lighting subsystem at a high level (e.g. for a complete

hemisphere). This allows the global lighting subsystem to cho ose the way global illumi-

nation is calculated instead of distributing this decision over many subsystems. This is

di�erent to most other rendering systems, where the shader is often actively calculating

the incoming illumination.

For global illumination algorithms the imp ortance of illumination from di�erent direc-

tions is a crucial information ab out each shader and must b e accessible. For example, the

lighting subsystem cannot know that a surface shader implementing a p erfect mirror only

requires a p oint sample of incident illumination from the re
ection direction. The same

applies to highly glossy re
ections on a surface. In this case, the shader should indicate a

low imp ortance for di�use illumination and a higher imp ortance for the glossy direction.

In the Vision architecture the Shader supplies imp ortance information to the Lighting

subsystem through the IllumReceiver ob ject of the illumination interface in the form of a

sum of Phong-like functions (see Section 5.6.2).

The imp ortance distribution can also b e used directly by Monte-Carlo algorithms to

compute samples, as there is a simple inverse mapping from uniform samples on the unit

square to the samples with an appropriate p ower cosine distribution over the sphere [Shi93].

Radiance Interface

The radiance interface of the Shader subsystem computes the radiance re
ected or trans-

mitted in a given outgoing direction at some p oint on a surface. The Shader metho d

getRadiance() evaluates Equation 5.2 for a given p oint and outgoing direction by re-

questing the incident global illumination from the Lighting subsystem. Note that the light
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emitted by the surface itself is not included in these calculations. Indeed, it must b e ob-

tained separately from the LightSourceShader ob ject that is asso ciated with a geometric

primitive (see Section 5.6).

BRDF Interface

It is sometimes necessary to directly obtain the value of a BRDF describ ed by the Shader

subsystem. This interface returns the value of the BRDF for a given p oint on the surface

and an incoming and outgoing direction. This interface has a single metho d getReflec-

tance() , which takes a p oint and the incoming and outgoing directions as parameters.

It returns the value of the BRDF for this con�guration. This interface is also used for

determining the transparency of the surface for a given incident and outgoing direction.

Sto chastic Interface

For Monte-Carlo style algorithms the Shader subsystem o�ers a metho d getSamples()

for returning a numb er of sample directions for re
ection and transmission, given an in-

put direction ~!

i

and a p oint x on a surface. For each sample direction ~!

o

, this metho d

returns the value of the BRDF f ( ~!

i

; y ; ~!

o

). The metho d getImportance() provides the

imp ortance distribution for a particular p oint on the surface and an incident direction.

A uniform termination probability can also b e obtained by a separate metho d. The

value returned should b e close to the mean absorption co e�cient of the surface at this p oint.

The termination probability allows for an early adaptive ray tree pruning for Monte-Carlo

style ray tracing, without actually computing any new rays. In addition to this uniform

termination probability tree, pruning can b e done individually for each generated sample

ray dep ending on its probability density.

Finite Element Interface

The Shader subsystem o�ers two di�erent interfaces in order to supp ort �nite element al-

gorithms: One interface p ermits the computation of average re
ectance and transparency

over a given Sub division ob ject. This interface is provided to e�ciently supp ort the com-

mon case of constant basis functions in �nite element algorithms.

For higher order basis functions, it would b e nice to have functionality for directly

computing the pro jection of the BRDF into a sp eci�c set of basis functions. The choice

of sp eci�c basis functions, however, is not the task of the Shader but of the Lighting

subsystem. Many di�erent sets of basis functions could p ossibly b e used by a �nite element

algorithm (e.g. p olynomials, wavelets, etc.).

Because any interface for sp ecifying which basis functions should b e used to represent

the BRDF would p ose a limit on the basis functions that could b e used in Vision , we

decided to only o�er a generic sampling interface.

Pro jecting a function f onto an arbitrary �nite-dimensional function space spanned by

the basis functions N

i

requires the computation of the integral (we assume an orthonormal
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basis for convenience)

b

i

=

Z

f ( x ) N

i

( x ) dx: (5.3)

In the case of pro jecting the multi-variant BRDF function into all but the simplest

basis functions, no closed form solutions or sp ecial numerical techniques for computing the

integral are available. Thus, we need to fall back to numeric computation of the integral,

which necessitates the sampling of the function f . The problem to �nd the prop er sampling

rate in order to capture the details of the BRDF remains.

The �nite element interface of the Shader subsystem enables sampling of the BRDF and

computing the partial derivatives and an error tolerance around this linear approximation

over a given area and solid angle. This information allows for the estimation of a suitable

sampling rate and the adaptive re�nement of the sampling in areas of large rates of change

(see Section 5.3.3).

Graphics Library Interface

The Shader subsystem also o�ers an interface for computing an approximation to the

BRDF for the supp ort of interactive display using a graphics library. This approximation

can then b e used to sp ecify the optical prop erties of the surface for a graphics library. to

represent this approximation we have chosen the Phong-re
ectance mo del as it is used in

the Op enGL graphics library [NDW93].

5.8 Lighting Subsystem

To compute the global illumination in a scene we must combine the lo cal descriptions from

the subsystems describ ed so far. There are two di�erent approaches for computing a global

prop erty in an ob ject-oriented system: Lo cal propagation of values b etween subsystems,

and the intro duction of a subsystem resp onsible for the global solution.

While the lo cal propagation solution is the more natural description for ob ject-oriented

systems, it has the disadvantage that many commonly used optimization techniques require

global knowledge ab out the scene, which is not available in this scenario. This implies that

many global illumination algorithms can not b e implemented in a rendering architecture

based on lo cal propagation. Due to the inability to p erform optimizations on the global

level, such an architecture would also b e limited by lower p erformance. Another problem

with the lo cal propagation approach is that the algorithm to compute the global solution

is distributed over many subsystems and is therefore di�cult to manage.

For the Vision design we have therefore adopted the approach of a single Lighting

subsystem, which is resp onsible for the computation of the global illumination solution.

This subsystem is the central part of the illumination mo del and takes care of all global

e�ects.

The core idea of the Lighting subsystem is that it is able to compute the global illumi-

nation at any p oint using its global knowledge ab out light distribution in the scene, but
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that it relies on the other subsystems to compute the lo cal e�ects. It therefore dep ends

completely on the lo cal subsystems for its prop er op eration. See Figure 5.8 for a brief

overview of the classes directly involved in global illumination computations.

An implementation of the Lighting subsystem may only approximate the global illumi-

nation, e.g. using only direct illumination by immediately forwarding the requests to the

light sources in the scene. In this case, the layer b etween the Shader and the LightSource-

Shader subsystem is very thin and e�cient.

Illumination

Mapping

VolumeLighting

Volume-

Integration

Sampling TransferShader

Global

EmissionBRDF

Lighting
Illumination

Shader LightSource Geometry

Geometry

Various

Scene
Description

VolumesSurfaces
getIllumination()

Figure 5.8: Diagram showing the subsystems directly involved in global illumination cal-

culations. For each subsystem the main resp onsibility and the name is given.

5.8.1 Supp ort for Graphics Libraries

To supp ort fast previewing of a scene using standard graphics libraries, a suitable approxi-

mation of the global illumination must b e available. Fast previewing can b e achieved using

lo cal illumination supp ort provided by the graphics libraries. To enable this, the Lighting

subsystem must b e able to supply a suitable approximation of the global illumination us-

ing the common light source format supp orted by these libraries. This approximation can

then b e used as input to a (p ossibly hardware supp orted) lower level graphics library like

Op enGL [NDW93]. In Vision the Op enGL sp eci�cation of light sources is used to sp ecify

the approximation. See also Section 7.5.2.

The Lighting subsystem o�ers a metho d getLightApprox() , which receives the max-

imum numb er of light sources that can b e used for the approximation. Its resp onsibility
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is to compute the p osition and the directional distribution of the light sources. A com-

mon approach would b e to estimate the ambient light in the scene using the formula in

[CCWG88 ], and to place p oint light sources at the p osition of the brightest area light

sources.

5.8.2 Interface

First of all, the lighting subsystem must b e informed ab out the parts of the scene that

it is op erating on. This includes all surfaces, light sources, volumes with their optical

prop erties, as well as the sp eci�cation of virtual cameras in the scene (see Section 5.11.1).

The scene description can b e sp eci�ed in multiple parts to allow for an explicit partitioning

of the solution pro cess.

For practical and e�ciency reasons it is also useful to distinguish b etween passive and

active surfaces and volumes. Passive surfaces do not participate in propagating light, they

only cast shadows. Similarly, passive volumes only absorb light but do not emit or scatter

it. This information ab out passive and active light ob jects is extracted from the scene

graph.

After the lighting subsystem knows ab out the scene and b efore the actual rendering is

p erformed, the lighting subsystem can b e requested to precalculate any information required

for the global illumination solution by a call to the metho d prepareIllumination() . Al-

though this prepro cessing could b e folded into the �rst request for illumination information,

providing this interface allows explicit control over the prepro cessing step.

Rep eated calls to the prepro cessing metho d with intervening changes to the scene de-

scription are used to indicate dynamic environments to the Lighting subsystem. Because

a set of changes to the scene can b e p erformed b efore a new prepro cessing is started, this

feature allows for accumulating a numb er of changes that the Lighting ob ject might b e

able to handle more e�ciently than a numb er of individual changes.

Finally, during rendering the Lighting subsystem is queried for illumination informa-

tion by the View, the Shader, the VolumeLighting, and p ossibly other subsystems. The

interface used for these queries is identical to the getIllumination() interface o�ered

by the LightSourceShader subsystem (see Section 5.6). An imp ortant characteristic of

this interface is that the receiver supplies information ab out the imp ortance of incident

illumination. This is esp ecially imp ortant for algorithms which use Monte-Carlo global

illumination techniques and require information to p erform appropriate imp ortance sam-

pling.

Although the computation of global illumination in a scene is generally the most com-

plex part of the rendering pro cess, its interface can b e kept fairly simple. The Vision

architecture supp orts a wide range of algorithms for computing the global illumination.

These are describ ed in more detail in Section 6.5.
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5.9 Volume Subsystem

Volume ob jects or participating media in a scene describ e the interaction of light as it

travels through a medium as well as the emission of light from the medium. The description

of the interaction of light with a participating medium is much more di�cult to handle

than the interaction with a surface, b ecause the interaction is not lo calized to a single p oint

but rather along a ray segment.

Because of the p otential complexity of just the global asp ects of a single volume ob ject,

it is useful to separate these global asp ects of a single volume ob ject from the global asp ects

of light propagation in a complete scene. As a result, we obtain a three level hierarchy

of subsystems for volume ob jects: the global Lighting ob ject, the VolumeLighting ob ject,

and the lo cal descriptions within the volume ob ject (see Section 5.2).

We also divide the description of a volume ob ject into a numb er of purely lo cal and one

global subsystem. The global subsystem uses the lo cal descriptions to calculate the global

asp ects of the interaction of light with a volume.

Internal Structure of a Volume Ob ject

A volume primitive consists of �ve separate parts, each of which is represented by another

subsystem (see Figure 5.9).

VolumeGeometry This subsystem describ es the b oundary of the volume ob ject. The

VolumeGeometry subsystem is mainly a container ob ject managing a numb er of

Surface ob jects that make up the b oundary. The Shaders asso ciated with these

surfaces are \dummy" shaders that forward requests to the VolumeLighting ob ject,

which, in turn, is resp onsible for computing the relevant e�ects.

Surface Supplementary surfaces like cutting planes are derived from the general Surface

class. However, Shader on these surfaces can access the volume data set. In addition,

all illumination requests from them are routed to the VolumeLighting ob ject instead

of the global Lighting ob ject.

VolumeLighting The VolumeLighting subsystem calculates the global illumination ef-

fects within the single volume ob ject. It is the only ob ject that contains global

knowledge ab out a volume ob ject. This knowledge is obtained by combining in-

formation of the lo cal subsystems. The VolumeLighting ob ject makes use of the

VolumeSampling and the TransferShader subsystems to compute lo cal quantities.

VolumeSampling The VolumeSampling subsystem determines samples p oints along a

ray segment for numerically integrating the transfer equation (2.17).

TransferShader The TransferShader subsystem computes the terms of the transfer equa-

tion (2.17) at the sample p oints determined by the VolumeSampling subsystem.

These values are then numerically integrated by the VolumeSampling subsystem and

are returned to the VolumeLighting subsystem.
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In the scene graph of Vision , a volume ob ject is represented as an ob ject of class Vol-

ume, derived from Geometry and Surface, which is resp onsible for managing the complete

ob ject, handling the volume data set, and forwarding requests to the appropriate parts of

the volume ob ject. Sp eci�cally, it forwards all range query and p oint sampling requests

to the VolumeGeometry ob ject describing the b oundary and the supplementary surfaces.

It also asso ciates \dummy" Shader and LightSourceShader ob jects with the VolumeGe-

ometry ob ject, which intercepts shading and emission requests and forwards them to the

VolumeLighting ob ject for pro cessing.

Surfaces

LightSource-

-Volume-
Sampling

Shader

Lighting
Volume-

Volume

Geometry
Volume-

Transfer-
Shader

Figure 5.9: The internal subsystems of a volume description and their \uses" relation.

In the following sections we discuss the various asp ects of a volume ob ject, its sub-

systems and their interactions. Following that, we describ e the interaction b etween the

VolumeLighting ob ject and the global Lighting ob ject of the scene.

5.9.1 VolumeGeometry Subsystem

In the overview (Section 5.2) we classi�ed b oth surfaces and volumes as a sub concept of

the GeoOb ject subsystem. A closer analysis reveals that it is useful to make the geometric

description of a volume a sub concept of the Surface subsystem. For example, a volume

ob ject is sometimes visualized as a surface (e.g. as an iso-surface or using a cutting plane).

In this resp ect, volumes can supp ort the same interface as surfaces. Volume ob jects that

have no surface description can simply ignore requests through the p oint sampling and
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sub division interface, but they must still supp ort the range query interface of the Surface

class.

In the Vision architecture, the geometry of a volume is de�ned by the space that is

b ounded by one or more surfaces, forming an oriented and closed hull. This description is

handled by the VolumeGeometry subsystem. This surface-based de�nition allows for the

use of the techniques already available for surfaces, results in a very 
exible description of

a volume b oundary.

Although a volume is de�ned by a set of surfaces, the resp onse of the VolumeGeometry

subsystem to ray intersection queries is slightly di�erent. Instead of rep orting isolated

intersections of the ray with the set of surfaces, the generated Intersection ob jects describ e

intersection segments. An intersection segment is describ ed by two Intersection ob jects,

one for the entry and one for the exit p oint, which reference one another. This structure

ensures that algorithms that cannot handle volume ob jects merely see two indep endent

Intersections, while algorithms aware of volumes have the additional information ab out

corresp onding intersections available.

Sub division of Volume Primitives

Like surfaces, volumes may need to b e sub divided into smaller pieces to supp ort �nite

element algorithms. The interface to volume sub division is mostly identical to the one of

surfaces. Again, a volume primitive can b e asked to return a master VolumeSub division

ob ject, which can then b e further re�ned. The client subsystem determines the criteria for

the master sub division ob ject in a form similar to surfaces (see Section 5.5.2).

5.9.2 Supplementary Surfaces

Any other surface that b elong to a volume ob ject but is not part of the b oundary, e.g. a

cutting planes or iso surface, is kept in a separate container ob ject within the volume. The

container ob ject is used to asso ciate additional attributes with this ob ject, which allow

access to the volume data. These attributes can then b e used by the surface shaders.

No sp ecial interface is available for these supplementary surfaces except to add them

to and remove them from the volume ob ject.

5.9.3 Interface

Volume ob jects supp ort all the standard interfaces of the Surface subsystem. All requests

through these interfaces are intercepted and are handled sp ecially by the Volume ob ject.

Additionally, Volume ob jects supp ort a participating media interface in order to query the

attenuation of radiance along a ray segment through the volume.

A Volume ob ject can also act as a volume light source and can b e used as a LightSource

ob ject. It must therefore supp ort the light source interface as describ ed in Section 5.6.

This is done by forwarding the original requests to the dummy LightSourceShader ob ject
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asso ciated with the b oundary surfaces to the VolumeLighting ob ject, which then computes

an approximation to the illumination from the Volume ob ject.

The other parts of a Volume ob ject related to the interaction of light with a participating

medium are discussed in more detail b elow.

5.10 VolumeLighting Subsystem

All requests to a volume ob ject that a�ect the interaction of light with a volume are

routed to and handled by the VolumeLighting subsystem. This is necessary b ecause any of

these requests is p otentially a global pro cess within the volume. For example, the radiance

traveling through a volume may b e enhanced by radiation that has b een scattered multiple

times within the volume ob ject.

5.10.1 Participating Media Interface

The interface to access e�ects of participating media is divided into two parts, supp orting

b oth algorithms that use Monte-Carlo, and �nite element metho ds:

Monte-Carlo Interface

The interface for Monte-Carlo like algorithms supp orts the calculation of volume e�ects

on segments of a light ray. This is similar to the Shader subsystem, where the interaction

with a ray only o ccurs at a single p oint. The Monte-Carlo participating media interface

consists of several metho ds:

getAttenuation() computes the attenuation of radiance along a ray segment through the

volume ob ject. This interface can b e used if scattering and emission from the volume

ob ject are not considered in the approximation, as for example, in shadow casting.

getRadiance() computes the emitted radiance at a volume b oundary in a certain direc-

tion. This takes self-emission and scattering into account.

getEmission() computes the radiance emitted into the ray segment by the volume. This

may also include self-emitted radiance that is scattered into the ray segment.

getSamples() returns a numb er of sample p ositions and directions which can b e used

for Monte-Carlo sampling of the volume. This interface is similar to the sampling

interface of the Shader subsystem. In addition to the sample, the imp ortance or

probability density of each sample is also computed.

Finite-Element Interface

The interface to the �nite element algorithms also resembles those for the Surface sub-

system. As brie
y mentioned in Section 5.9.1, a volume ob ject can return a VolumeSub-

division ob ject that provides access to the prop erties of this voxel. Similar to Shaders
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(Section 5.7.2), we supp ort a direct interface for obtaining the mean and isotropic quan-

tities over a voxel in order to o�er an e�cient interface to the most common algorithms.

For the general case, the VolumeLighting algorithm allows for sampling volume prop erties

within a VolumeSub division ob ject. In this case, we again provide a tolerance and the

partial derivatives of these quantities over the sampled domain to aid in the selection of a

suitable sample density.

5.10.2 VolumeLightSourceShader Interface

The Volume subsystem supp orts the same interface as the generic light source describ ed

in Section 5.6. This allows volume light sources (e.g. �res or 
ames) to b e handled in the

same way as other light source. The requests for emitted light are forwarded to the Vol-

umeLighting ob ject from dummy LightSourceShader ob jects asso ciated with the Volume

ob ject.

5.10.3 Global Illumination in Volume Ob jects

For surfaces in the scene description we distinguish b etween the surface lo cation describ ed

by the Surface subsystem, and the optical prop erties at p oints on a surface describ ed by

the Shader subsystem. For volumes we can identify two related concepts: One is sampling,

which determines where the e�ects of the volume data are to b e computed. This is the

resp onsibility of the VolumeSampling subsystem. This resembles the intersection proto col

of surfaces, which also lo cates the p oints where the optical prop erties of the surface are

evaluated.

Once the sample p oints in a volume have b een identi�ed by a VolumeSampling ob-

ject, the co e�cients of the transfer equation (2.17) are computed. This resp onsibility is

transferred to the TransferShader subsystem. The values returned by this subsystem are

then combined and numerically integrated by the VolumeSampling subsystem to obtain

an approximate solution to the integral in (2.18). Integration is p erformed within the Vol-

umeSampling subsystem, b ecause the choice of sample p oints and numerical integration

algorithms are generally closely related.

The co ordination of the two subsystems is the task of a VolumeLighting subsystem.

Di�erent kinds of VolumeLighting ob jects can b e used to implement di�erent strategies

for using the VolumeSampling and the TransferShader subsystems. In the extreme, a

VolumeLighting ob ject could even implement its own sampling and transfer computations

if this is useful or necessary. This 
exibility is required b ecause volume rendering is still

an active area of research and the strict division b etween sampling and mapping of volume

data might not �t all algorithms.

The VolumeLighting ob ject is resp onsible for the global lighting e�ects within one

volume ob ject. These global e�ects are the result of scattering within the volume. A

VolumeLighting ob ject may ignore these e�ects in favor of a simpler implementation or

faster execution.
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This distribution of the resp onsibilities over lo cal subsystems and a single global sub-

system follows the same principles as applied to surfaces. The lo cal subsystem computes

lo cal values based on lo cal input data. These are then combined by a lighting ob ject to a

global solution. In the case of volume ob jects, this solution is only an approximation to

the global solution within this single volume ob ject.

5.10.4 VolumeSampling Subsystem

The task of the VolumeSampling subsystem is to compute the lo cations where the volume

data is sampled, and to numerically integrate the sample values according to Equation 2.18.

Its input consists of ray segments within the volume ob ject. For each segment a numb er

of sample p oints along the ray are computed. For each sample p oint the VolumeSampling

subsystem calls the TransferShader to compute the suitable co e�cients of the equation and

then uses the results for the numerical integration of Equation 2.18. The approximated

value of the integral is then returned to the client, which is the VolumeLighting ob ject.

5.10.5 Transfer Shader Subsystem

The task of the transfer shader subsystem is to compute the terms of the transfer equation

at a single p oint within the volume. To accomplish this, it requires access to the underlying

volume data, which is managed by the Volume ob ject itself. If in-scattering is computed by

the shader, the TransferShader asks the VolumeLighting ob ject for incoming illumination

at the sample p oint. The lighting ob ject may in turn rely on the VolumeSampling and

TransferShader subsystem to derive the incoming illumination at a p oint interior to the

volume.

The transfer shader subsystem can b e requested to compute the di�erent terms of the

transfer equation (e.g. extinction, total emission, etc.). Its input is a p oint in the volume

and an outgoing direction. It can return the absorption and out-scattering co e�cients,

as well as the emitted and in-scattered radiance p er unit length. For e�ciency reasons, a

subset of these values may b e requested by the client subsystem, if not all values are used.

To compute the in-scattered radiance, the TransferShader subsystem queries the Vol-

umeLighting subsystem to obtain the incident illumination. This query uses the same

interface that has also b een used to query illumination by the Shader subsystem (see Sec-

tion 5.7). The VolumeLighting subsystem can then decide how to compute the global

scattering e�ects. It may contact the global scene Lighting subsystem in order to compute

the illumination from light sources outside of the volume ob ject. For non-isotropic vol-

umes, the TransferShader can also sp ecify the directional imp ortance of illumination, and

this can b e used to optimize the computations as it is the case b etween the Shader and

the global Lighting ob jects.
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5.10.6 Volumes as Light Sources

Due to the source term in the transfer equation, a volume can act as a volume light source.

The interface to light sources was describ ed in Section 5.6. The 
exible design of the light

source subsystem comes in very handy for volume ob jects, b ecause we return an abstract

illumination ob ject from the illumination query. It do es not matter whether that ob ject is

returned from a p oint light source, an area light source, or a volume light source. There is

no need for the client of the interface to know what kind of light source emitted the light.

The illumination information returned by the volume is again lo cal information in the

sense that it only takes into account information that is available within the ob ject itself.

Thus, the illumination due to the source term has to b e attenuated by the extinction term

within the volume b efore it returned to the client subsystem.

5.11 View Subsystem

So far, we have presented an analysis and design for those comp onents in an ob ject-

oriented rendering system that determine what is to b e rendered. These comp onents are the

geometric primitives, surfaces as well as volume ob jects, and the optical prop erties of these

primitives, describ ed by the LightSourceShader, Shader, and the individual comp onents

of the Volume subsystems. Based on these lo cal subsystems the global propagation of

radiation is then describ ed by the VolumeLighting and the global Lighting ob ject in the

scene. These subsystems allow for a suitable description of the scene for rendering.

This scene description including the approximation of the light �eld in the scene is

self-contained and, a priori, indep endent of the actual generation of images for the scene,

which is our main purp ose.

In the following sections, we discuss the sp eci�cation for generating an image of such an

illuminated scene. The sp eci�cation of an image in the Vision architecture is contained in

the View subsystem. The View subsystem de�nes one particular view of the scene, which

corresp onds to one generated image or a sequence of images for an animation. A single

scene can have multiple View ob jects, one for each virtual camera.

A View ob ject consists of a description of the visible ob jects and a camera which

determines how these ob jects are viewed. The Camera subsystem, in turn, makes use of

the Lenses subsystem to compute the mapping from the three-dimensional scene to the

two-dimensional �lm, and of the Film subsystem to sample the incident illumination, to

p erform image p ost-pro cessing, and to store the resulting image. These last three tasks are

the resp onsibilities of the Renderer, the Imager, and the Frame subsystems, resp ectively.

See Figure 5.10 for an overview of the classes used directly or indirectly by the View

subsystem.

5.11.1 Camera Subsystem

A View is mainly de�ned by a Camera ob ject, which, in turn, de�nes the visible extend

of the scene, its mapping onto a two-dimensional \�lm", and the sampling of the image.
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Camera Renderer -

Imager

Film

View

Frame -

Lenses

Figure 5.10: The relationship b etween the classes sp ecifying one view of the scene. The

Camera is resp onsible for mapping the 3D-scene onto a 2D-�lm. The Film subsystem sam-

ples the illumination (Renderer), p erforms image p ost-pro cessing, e.g. �ltering (Imager),

and stores it (Frame). The View contains a Camera as well as a reference to the part of

the scene to b e rendered.

In addition, the Camera contains a Film ob ject that has b een passed to it. It samples

and stores the light that is mapp ed onto the �lm by the camera. A View also contains a

reference to a part of the scene description that is to b e rendered. This reference allows

for excluding certain parts of the scene from rendering.

Keeping the idea of a real camera in mind and asso ciating the Camera class with the

camera case, our Camera subsystem is mainly resp onsible for the con�guration of viewing

parameters, like p osition and orientation, and for initiating the rendering pro cess (by

pressing the trigger).

Other asp ects of the viewing con�guration such as �eld of view, depth of �eld, or

more generally the viewing transformation are mapp ed to the Lenses subsystem within

the camera ob ject. The Lenses subsystem is resp onsible for the pro jection from the three-

dimensional scene to the two-dimensional �lm, but this viewing transformation is relative

to the p osition and orientation inherited from the Camera ob ject.

Another asp ect of a real camera is the �lm that receives the light from the environment

and converts the light energy into a form that is more suitable for storage. The Film

subsystem is resp onsible for mo deling these asp ects in the Vision architecture. It imple-

ments its resp onsibilities through three other subsystems: the Renderer , the Imager , and

the Frame . In a sense, the Film ob ject mo dels the characteristics of a particular �lm roll,

where the Renderer mo dels the granularity, the Imager mo dels the chemical pro cess, and

the Frame mo dels the storage characteristics of the particular �lm roll.

The Renderer subsystem is resp onsible to determine the lo cations where the incident

light �eld is sampled. This as analogous to the placement of photosensitive chemicals

within a real �lm.



98 Design of the Vision Architecture

The second asp ect of our description of Film is analogous to the chemical pro cess

of receiving light energy and storing this information in a suitable form. In the case of

rendering synthetic images, this pro cess uses the radiance values which have b een sampled

by the Renderer and converts them to suitable pixel values. The conversions that may b e

p erformed by the Imager subsystem are global and lo cal image transformations (e.g. tone

repro duction [TR93, War94]), change of color space (e.g. from the sp ectral colors space to

the CIE-XYZ space), and gamma correction.

Finally, a real �lm stores the resulting image in a suitable form. This asp ect is handled

by the Frame subsystem, representing an individual roll that can b e put into a camera.

We assume that the �lm is a rectangular 2D area consisting of pixels which can store

multiple channels of information. These channels may store color information (e.g. RGB

or CIE-XYZ), opacity (as a single comp ound alpha value or as multiple color channels),

depth information, and others.

5.11.2 Lenses Subsystem

The Lenses subsystem is resp onsible for more than just the pro jection of light through a

system of lenses. It actually includes all asp ects of the optical systems of a real camera

including

� the optical system b etween the 2D �lm and the scene (p osition of the �lm, fo cal

length, fo cal plane, lens ap erture, etc.),

� the timing information (start and duration of the exp osure, frame rate for an anima-

tion, etc.),

� the eye separation for stereo images,

and other information.

Optical System

The optical system of the camera is a bit more general that the usual concept of a camera

in computer graphics. The optical system of our camera is a black b ox that receives a

2D p oint on a �lm and generates the origin and the direction of a ray into the scene

( getRay() ). While this concepts may seem very oriented towards ray tracing, it is the

basic description of a camera's optical system used in geometric optics.

If rendering algorithms are used that are not as 
exible as ray tracing, they can at least

make use of an approximation to the more general description within the optical system.

This approximation could, for example, b e a standard matrix transformation from world

space into a canonical viewing volume, requested by the metho d getViewingTransform()

for a given rectangular part of the �lm. Given a tolerance, the Lenses subsystem can deter-

mine if the transformation can b e approximated by a standard 4 � 4-matrix transformation

within this tolerance and can supply the transformation in this case.
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If an approximation is imp ossible within an a given tolerance, the Lenses ob ject can

suggest a rectangular sub division of the �lm region using the getTiling() metho d. Within

each of these regions the transformation by the optical system can b e approximated within

the tolerance as a standard matrix transformation.

This concept allows for supp orting any continuous transformation within the optical

system. This includes, for instance, spherical or cylindrical transformations, �sh-eye-lenses,

or the OMNIMAX movie camera transformation [Max83], where the �lm is not p ositioned

in a plane but warp ed on a more complex surface.

This technique ensures that we can make e�cient use of standard pro jection techniques

if the transformation is simple enough, without prohibiting more advanced uses of a cam-

era. Even for extreme transformations, standard techniques can b e used, although less

e�ciently.

Timing

The Lenses subsystem is also resp onsible for the timing of the rendering pro cess. Timing

includes the p osition of samples in time for a single frame as well as the p osition of multiple

frames within the time domain.

If single frames are instantaneous, the transformation of single rays or the whole �lm

region is trivial. However, when an exp osure takes place for a certain duration, the scene

should b e sampled over this time interval. This makes no di�erence for the transformation

of ray samples, except that the origin and the direction of rays now also dep ends on their

p osition in time in addition to their spatial p osition on the �lm.

If sampling in time must b e done for an approximated camera transformation using

matrix transformation, we cannot include this sampling within these matrices. Instead,

cameras can return an adjustable numb er of transformations which form a sequence in

time. This at least allows for an approximation of a more general sampling in time.

5.11.3 Film Subsystem

The Film subsystem do es not p erform any rendering activity but is mainly a container

for the description of the virtual �lm. It contains references to one ob ject of each of the

Renderer, Imager, and Frame subsystems. These are describ ed in the following sections.

Interface

The Film ob ject o�ers two basic metho ds, prepareImage() and takeImage() , which have

the same functionality as for the Camera subsystem. While the prepareImage() metho d

is forwarded to all three ob jects in a Film ob ject, the metho d takeImage() informs the

Renderer ab out the Frame that is used to store the results, and passes the Imager ob ject,

the current Lenses ob jects, and the View ob jects to the Renderer. The Renderer's task is

now to compute color values for all pixels in the Film and to pass them to the Imager for
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pro cessing, which in turn passes them further on to the Frame ob ject, where the resulting

image is stored in some way.

5.11.4 Renderer Subsystem

The Renderer subsystem is resp onsible for sampling the incident radiation on the virtual

�lm. In a sense, it is the driving force of the rendering system, b ecause it starts the global

evaluation of the the incident radiation. To calculate the incident radiation, it needs the

direct or indirect help of almost every other subsystem in Vision .

The Renderer is initialized with a description of the scene that is to b e rendered (see

Section 5.11) together with a rectangular area on a virtual �lm and its horizontal and

vertical resolution. The receiving �lm is describ ed as a rectangular array of pixels, as

usual.

There are many techniques that can b e used for rendering, and the general concept

of a Renderer should b e able to supp ort the ma jority of them. First of all, we have to

distinguish b etween those algorithms that use the p oint sampling approach and those that

do not. Due to the simplicity of the p oint sampling approach, most of the functionality of

the renderer can b e delegated to the rest of our rendering system.

Although pixel sampling for the �nal image is limited to rectangular arrays of pixels,

the Renderer subsystem is free to sample the incident radiance at any lo cation. It must,

however, reconstruct values at the pixel lo cations from these samples.

5.11.5 Imager Subsystem

The Imager subsystem is resp onsible for the �nal mapping of the computed radiance values

to the values that are then stored as pixel values of the image. This pro cessing roughly

corresp onds to the e�ects of the chemical structure of the �lm material together with

the pro cessing of the �lm. These chemical pro cesses determine the �nal pixel values (the

transparency of the real �lm) from the incident radiance on a �lm. The parameters of

this pro cess can b e adjusted to reach a certain goal for the quality of the �nal image. In

addition, it can b e used to compute optical e�ects that happ en in a real camera (like lens

e�ects [Che87 , KMH95]).

The inputs to an Imager are the information ab out the size of the image b eing com-

puted and the input energies values computed at the pixel lo cations from the Renderer. If

it is necessary, the imager can accumulate all pixel information b efore it starts the map-

ping pro cess (e.g. for the tone mapping algorithm in [TR93]), or it can map each pixel

immediately, and hand the resulting value to a Frame ob ject for storage.

In addition to energy values, other data channels may also b e passed to the imager

subsystem. These channels often include an opacity and depth information ab out the

geometry sampled at the pixel. This information generally requires di�erent algorithms

for pro cessing, but can otherwise use the same interface to the Imager subsystem. The

information is pro cessed and then handed over to the Frame subsystem for storage.
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5.11.6 Frame Subsystem

The Frame subsystem is the �nal stage of the image generation pro cess. A frame receives

the generated pixel values and saves them in a suitable format as output of the rendering

pro cess. Frame ob jects can store the result in an image �le or can combine single images

from an animation and store them in an animation �le format (e.g. MPEG [Leg91, MPE91 ],

QuickTime, or the OMF-format [Des93]). Other frame ob jects could show the images

directly on a graphical display or transfer the data to other programs.

Traditionally, the interface for image storage in a renderer has b een on a very low level:

the pixel values are already quantized, often using only 8 bit p er color channel, and are

then stored directly in one of the many image �le formats [Pos91 , Des92, Wal90, ISO91].

However, this interface would make it imp ossible to use newer image formats [War91],

which, for example, allow for a greater dynamic range of the data.

The concept of a Frame in the Vision architecture is a rectangular array of pixels with

a given width and height and a numb er of channels for each pixel. Each channel has a

preset minimum and maximum value and receives 
oating p oint data samples within this

range. As a result, the decisions ab out quantization of the data and of cho osing a suitable

data typ e for its representation in the output format can b e delayed until the �nal stage

of the rendering pro cess.

Dep ending on the capabilities of the output format, a Frame ob ject can o�er di�erent

options for storing the image without a�ecting the rest of the system.

The Frame ob ject must know ab out color channels and treat them together in sp ecial

ways. There are a primary and other color streams of an image. Each color stream may

use an arbitrary numb er of data channels for its representation.

Also, asso ciated with each incoming color channel is a color system that describ es the

particular representation of the color including any gamma correction already p erformed

on it. This allows the Frame subsystem to transform the colors into other color spaces and

to change the gamma value of the channel while transferring the data to the frame store.

Channels for opacity and depth data are not sub ject to any sp ecial pro cessing. They

are commonly used in some image formats where they are marked as that particular kind

of data. All other data streams are passed transparently to the pixel storage. They might

need to b e stored in separate �les if an output format do es not supp ort arbitrary data

channels.

Multi-Image Frames

The supp ort for multi-image sequences is imp ortant in order to b e able to supp ort features

like color map optimization or compression over a sequence of images. This would b e

di�cult to supp ort if each image of such a sequence were to b e stored into a separate

Frame ob ject.

For instance, in order to p erform MPEG [MPE91 ] compression directly on the output

images from the Renderer, the resp ective Frame ob ject would need to collect several images

to p erform motion comp ensation and di�erence enco ding to create the MPEG stream.
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If an Frame ob ject receives multiple images from the rendering system, they all must

consists of the same channels and identical con�gurations for each of these channels.

Interface

The interface of the Frame subsystem o�ers metho ds for de�ning channels and their char-

acteristics (color space, min/max values, name of channel, etc.). In addition, it allows

for querying implementation dep endent parameters for each channel like dynamic range,

quantization, name and index of a channel in the �le, and others.

In order to supp ort some of the �le formats, the interface also allows the transfer of

data commonly asso ciated with a Frame or a channel (like creator, date, description, etc.).

The supp ort for these features by a particular implementation of the Frame subsystem can

b e queried.

Finally, the interface o�ers metho ds for passing channel data to the Frame. The channel

data can b e organized in single pixels, spans, or rectangular regions. To facilitate incremen-

tal re�nement in the rendering algorithm the interface also o�ers metho ds for interp olating

channel data over a rectangular area. This is esp ecially e�ective for incremental rendering

algorithms like [AMS91 ] or for rendering algorithms that p erform adaptive sampling of the

image.

5.12 Scene Subsystem

In the preceding sections we have presented the subsystems for the scene description, the

global illumination solution, and the sp eci�cations for image generation from this scene

description.

In contrast to the previous subsystems, the following subsystems do not describ e parts of

the scene, but rather organize the scene description. These subsystems asso ciate rendering

attributes with the scene ob jects and organize them in a scene graph.

5.12.1 Additional Rendering Attributes

In addition to purely optical attributes like emission or re
ection prop erties of a surface,

many other attributes are used in rendering systems. They are not only used to describ e

the physical prop erties of these ob jects, but often also describ e attributes used within the

rendering system. Table 5.1 lists some commonly used attributes and their purp ose in the

Vision system.

There are often many more attributes that should b e supp orted by a rendering ar-

chitecture. This requires a 
exible and extensible attribute handling mechanism in the

architecture. In the following we examine the implications of some of these attributes in

more detail.
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Attribute Description

Geometric Transformation It is often convenient to b e able to describ e

a geometric ob ject in one co ordinate system

and then use a transformation to p osition it

somewhere in the scene. Geometric transfor-

mations are often used in a hierarchical scene

description to p osition entire hierarchies.

Texture Transformation In addition to the transformation of the geo-

metric primitive itself, it is often convenient

to b e able to transform the texture co ordi-

nates of primitives.

TextureMapp er The intrinsic texture co ordinates of a primi-

tive are normally given by its parametric sur-

face co ordinates. However, it is useful to b e

able to override these intrinsic co ordinates

by a TextureMapp er ob ject. The mapp er

receives the 3D- and the parametric co ordi-

nates, and maps them to a 3D texture space

( s; t; w ), similar to [SKvW

+

92]. This allows

for imp osing continuous texture co ordinates

on many surfaces that have no continuous in-

trinsic parameterization, e.g. CSG ob jects.

Illumination Many rendering systems supp ort the abil-

ity to switch the illumination of certain light

source on and o� for some primitives in the

scene. Although it is inconsistent with a p os-

sible global illumination solution, this is in-

teresting for achieving sp ecial e�ects

Surface Orientation If surfaces are used to describ e solid ob jects

it is often necessary to reverse their orienta-

tion. The commonly used normal-outwards

rule sp eci�es that the normal faces away from

the material of a solid ob ject. If a sphere ob-

ject is used to describ e a hole in another solid

ob ject, the direction of its normals would

need to b e reversed.

Table 5.1: Some Attributes commonly used in rendering systems
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Geometric Transformation

Many geometric primitives, e.g. a torus, can b est b e describ ed in a canonical co ordinate

system. Thus, any op eration on an ob ject in arbitrary p osition and orientation would

need to b e transformed into this canonical co ordinate system and the results would b e

transformed back. For example, for ray intersection calculations we transform the ray into

the canonical torus space and then transform the intersection p oint back to world space.

It is also useful to describ e a comp ound ob ject (e.g. a chair) with resp ect to a suitable

co ordinate system (e.g. center of the chair at 
o or level) and then p osition the ob ject

somewhere in the scene using a transformation.

Instead of placing this transformation within each ob ject, the transformation can b e in-

corp orated into the architecture by allowing to asso ciate a transformation with any ob ject.

The individual ob ject do es not need to b e aware of these transformations and can p erform

all its op erations in its canonical co ordinate system. This requires the architecture to b e

able to transform any op eration parameter and the result into the ob ject's co ordinate sys-

tem and back to world co ordinates. This makes the architecture a bit more complicated,

but also more consistent and uniform. The resp onsibility for handling the transforma-

tion is moved from each ob ject to the central scene management. Thus, it simpli�es the

implementation and it also allows for optimizing the co de at a single lo cation.

Together with a suitable organization of the scene graph (see Section 5.12.2) the trans-

formation attribute allows a single ob ject or a group of related ob jects to b e placed in the

scene multiple times (multiple instantiation).

Texture Transformation

In the Vision architecture the intrinsic texture co ordinates are the parametric co ordinates

of the surface, unless they are explicitly overridden by an ob ject. However, it is often

necessary to adjust the texture co ordinates of an ob ject in a sp ecial way (e.g. to align

them to those of an adjacent ob ject). Allowing an arbitrary texture transformation as an

attribute for any primitive handles those cases uniformly.

A TextureMapp er ob ject further p ermits the assignment of texture attributes to lo ca-

tions indep endent of the underlying ob ject's representation. Together with texture trans-

formations, this abstracts from the intrinsic representation of texture co ordinates. Tex-

tureMapp er ob jects and texture transformations are esp ecially interesting in combination

with animations, b ecause they allow for a very 
exible animation of texture mappings.

5.12.2 Scene Graph

An imp ortant decision that has b een made in Vision is to separate the optical prop erties

or attributes of a primitive from its geometric description. This strict separation is often

not used in other rendering architectures. It allows us to describ e the app earance of a

geometric primitive indep endent of its actual geometry. Thus, we can apply the same

prop erties to many primitives without the need to store a reference with each primitive.
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However, since attributes can no longer b e directly accessed from a primitive, we must

�nd a di�erent way to asso ciate attributes with the primitives they apply to. This will b e

accomplished through the scene graph subsystem.

Within the Vision architecture, an attribute is de�ned as a prop erty that can b e asso ci-

ated with parts of the scene graph (i.e. an individual ob ject or a larger subset of ob jects).

An attribute is a tuple consisting of a typ e (e.g. shader), a name, an alias, and a value.

The use of the name and the alias of an attribute, which are usually not found in other

architectures, is used to implement attribute re-mapping and is explained b elow.

In addition to the usual attributes (like shader, emission, etc.), an architecture should

also allow to asso ciate arbitrary user de�ned attributes with ob jects of the scene graph.

This is required, for instance, to supp ort RenderMan, where the user can pass arbitrary

data with each primitive. Later, RenderMan shaders need to b e able to access these

attributes e�ciently during rendering.

Two separate issues arise when rendering attributes are indep endent of the geometric

description: How are the attributes asso ciated with the primitive they apply to, and when

is this asso ciation resolved.

Asso ciation of Attributes with Primitives

There are two approaches to asso ciate attributes with the primitives in the scene.

Direct Asso ciation As already mentioned, each attribute could b e directly assigned

to each primitive in the scene that it applies to. Thus, each ob ject would need to carry

a list of its attributes. This design allows for very e�cient access to the attributes (see

Figure 5.11).

.
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Attribute

Attribute

GeoObject

GeoObject

Figure 5.11: With \direct asso ciation" each primitive carries with it a list of all attributes

that apply to it.

However, this approach is complicated b ecause attributes that apply to a large group

of primitives (like a chair) must b e assigned to each primitive separately. With this design,
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a lot of the semantics of the attribute is not adequately represented in the scene graph.

We would end up animating, for example, the transformation of 1000 triangles instead of

a single transformation for a chair.

Hierarchical Asso ciation Using a hierarchy allows for a much more 
exible asso ciation

of attributes with primitives. It also corresp onds much b etter to the commonly used

hierarchical scene description. It is esp ecially imp ortant for animations of complete scene

subgraphs.

In a hierarchical scene description, primitives are organized in either a tree or a Directed

Acyclic Graph (DAG) structure. Attributes can then b e asso ciated with a subset of the

primitives by assigning them to an internal no de of the graph. The attributes apply to

all primitives in the subtree of this no de, unless they are overridden by another attribute

further down the graph.

A commonly used and very 
exible hierarchical organization is the DAG. It allows

multiple references to a subgraph of the scene description. This is esp ecially useful if

multiple instantiations of a single geometric ob ject should b e supp orted by the system. In

this case, each instance can have its own set of attributes if the attributes are set ab ove

the ro ot no de of the subgraph describing the ob ject to b e instantiated.

.
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:Attribute
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Figure 5.12: A \hierarchical asso ciation" of attributes to primitives allows for a very 
exible

handling. In this example, attribute \A" applies to the complete subgraph, attributes \B

0

"

and \B

0 0

" are di�erent for each instance of the geometric ob ject at the b ottom of the �gure,

and attribute \C" applies to all instances of this ob ject.
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There are at least two p ossibilities of asso ciating attributes with ob jects in a hierarchy.

In the �rst case, attributes apply to all subsequent no des of a depth order traversal of the

scene graph unless they are overridden, or their e�ect is isolated by sp ecial no des. This

technique is used, for instance, in the Inventor to olkit [SC92]. In the second case, attributes

from a no de only apply to the complete subgraph ro oted at this no de, unless overridden

further down. The latter technique should b e preferred b ecause it has no side e�ects if the

order of siblings in the graph is changed. This techniques has therefore b een used in the

Vision architecture (see Figure 5.12).

Using AttributeSlots for Remapping Attributes Even with the hierarchical at-

tribute asso ciation, we still face the problem of assigning attributes to selected parts

of an instantiated subgraph of the scene. For example, we may want to place multiple

copies of the same chair in a scene, where each chair is made from two di�erent materials

(i.e. shaders) for di�erent parts of the chair. If an attribute only consists of a typ e and

a value, it would b e imp ossible to reuse the chairs geometry, but to replace the shader

attribute for one of the parts of an instantiated chair. To do that, the attribute would

need to b e placed within the subgraph representing the chair. This would violate the idea

of the chair as an isolated ob ject and would intro duce side e�ects by also changing all other

instances of the chair.

This problem can b e solved by using AttributeSlots instead of traditional attributes. In

addition to the typ e and the value of an attribute, the AttributeSlot also contains a name

and an alias , as describ ed ab ove. To describ e usual attributes the alias is null and is not

used.

To search for the value of an attribute in the scene graph, the name and the typ e of

the requested attribute must b e sp eci�ed. By default the name is the same as the typ e.

The search starts at the current no de in the graph and traverses it towards the ro ot no de

until an attribute matching the typ e and the name of the query is found.

However, such a query can b e mo di�ed by an AttributeSlot matching the typ e and the

name of the current query, but having a non-null alias. In this case, the search continues

upwards in the graph, but the name used in the query is changed to the alias. If such an

AttributeSlot also contains a value for the attribute, this value is used as a default value

in case no other matching attribute is found ab ove the current no de.

How can this technique b e used to achieve the desired result for our example with

the chair ab ove? The chair must b e mo deled by asso ciating two di�erent AttributeSlots

(e.g. using two aliases named \matA" and \matB") with the two di�erent parts of the

chair. Then, we can change the shader for b oth parts of an instantiated chair simply by

asso ciating a matching AttributeSlot (correct typ e and name, either \matA" or \matB")

with the instantiating no de or with a no de ab ove it. This structure may also b e applied

recursively.

This feature now b ecomes esp ecially p owerful, b ecause in our example a similar mapping

could b e p erformed for other pieces of furniture, and their Shader attributes could b e

collectively changed by mo difying a high level AttributeSlot for one of the \matX" names.
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Thus, the design of a complete scene can b e changed without mo difying the individual

attributes of primitives distributed all over the scene graph.

This concept is also very interesting from a ob ject-oriented p oint of view. In a sense,

we view a subgraph of the scene as an ob ject with an interface. By using AttributeSlots

to re-map queries, we actually extend the \interface" of the ob ject. Without accessing the

internals of the ob ject (its subgraph), we can change exp orted attributes.

Application of Attributes to Ob jects

Given that we need many di�erent attributes within a rendering system, we must consider

how or when these attributes are evaluated for (or applied to) the ob jects in the scene

graph. The attributes could b e applied to each ob ject b efore rendering starts. For example,

a transformation attribute would mo dify all vertices of all the primitives that the attribute

is asso ciated with. Rendering would then op erate on the transformed primitives.

The other p ossibility is to keep the attributes separate from the primitives even during

rendering by applying the attributes to op erations of geometric ob jects instead of to the

ob jects themselves.

Application of Attributes to Geometric Ob jects While it might seem more e�cient

to apply the attributes directly to ob jects during a prepro cessing phase [Bei94a], this

approach has several severe drawbacks.

First of all, it do es not allow an ob ject to b e instantiated multiple times within a scene.

Instead, multiple copies of the ob jects with the applied attributes must b e created.

Also, it destroys the abstraction of separating attributes from geometry and this can

cause problems. As an example, we assume that an attribute would tilt the texture co-

ordinates of a sphere from the intrinsic latitude-longitude mapping by 45 degrees. It

the sphere would b e represented (as it is commonly the case) by an originally matching

latitude-longitude sub division, calculating textures co ordinates b ecomes di�cult. In this

case, the texture map is no longer aligned with the tessellation. Because texture co or-

dinates are usually interp olated across p olygons, this would cause extremely noticeable

distortions near the p oles of the texture map.

Another example for the di�culties resulting from this technique can b e seen if the

sphere would use a standard implicit representation. Because in this representation we

cannot assign texture co ordinates to some vertices, the sphere would need to store the

transformation of the texture co ordinates somehow. When texture co ordinates are re-

quested from the sphere the texture transformation would then b e applied to the original

co ordinates.

Application to Op erations and their Results The other p ossibility is to not apply

the attributes to ob jects directly at all. Instead, the attributes are carried along with

the ob jects during rendering and they are applied to op erations on ob jects b efore or after

invoking a metho d on a primitive. For example, a transformation attribute is used to

transform the ray b efore it is intersected with the ob ject and any intersection p oints are
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transformed back. Another example is the shader attribute from the scene graph, which

is assigned to all intersections ob jects generated in the scene.

This approach has the advantage of o�ering the ability to optimize this co de at one

place instead of within each primitive. Moreover, greater e�ort can probably b e justi�ed

for a central optimization. As noted ab ove for the implicit sphere, it is often imp ossible

to apply an attribute directly to an ob ject, so that it would need to b e stored within

the ob ject and applied later anyway. This contradicts the original idea of resolving the

application of attributes to scene ob jects b efore rendering.

At a �rst sight applying the attributes during rendering might seem very exp ensive,

but it can b e made e�cient in most cases. In Section 6.9.1 we discuss ways to implement

this strategy e�ciently in the Vision architecture.

As a result of these considerations, we b elieve that it is b etter and cleaner to keep the

attributes and geometric primitive separate in the scene description and to combine the

attributes and the primitives only during the pro cessing of op erations on primitives.

5.12.3 Scene

In addition to the scene graph, which explicitly describ es the arrangement of primitives and

their attributes, we use an additional Scene subsystem to manage the scene as a whole. The

Scene ob ject is resp onsible for the management of all ob jects and resources asso ciated with

a particular scene in the rendering system. The scene subsystem allows multiple scenes to

co exist in the rendering system and separates them into distinct and self-contained entities.

Each Scene ob ject is resp onsible for the management of all resources used by ob jects in

the scene graph.

Resources are all ob jects that are not directly assigned to a sp eci�c ob ject in the scene

graph, but are rather entities of general interest in the scene. Examples are texture maps,

shaders, images, multiply instantiated subgraphs, etc. Most ob jects that can b e multiply

referenced within a scene are managed by the Scene ob ject. These resources can only b e

e�ciently shared amongst several client ob jects if the management of all these resources is

centralized in the Scene ob ject. The Scene ob ject is resp onsible for freeing resources that

are no longer used by other ob jects.

As an example, a texture map that is requested through the scene ob ject needs only b e

loaded once, even if used by multiple Shaders. The scene ob ject is able to identify multiple

requests for the same resource and organize a shared usage.

5.13 Summary

In this chapter we have given a description of the rendering pro cess that is based on the

physical scene description. Using ob ject-oriented techniques we have derived the ma jor

subsystems for our rendering architecture from the physical description. Each of these sub-

systems implements a certain sub concept of the architecture together with the asso ciated
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resp onsibilities. For each subsystem we have formulated these imp ortant resp onsibilities

and have describ ed the interface o�ered to clients.

The basic subsystems describ ed were split into three groups: scene description, view

sp eci�cation, and scene management. The �rst group was mainly concerned with the

description of the geometry and the optical prop erties of primitives in the scene. The

second group of subsystems de�ned how an image of the scene is generated. Finally, the

third group of subsystems describ ed how the individual subsystems are arranged to a scene

graph, how individual ob jects are asso ciated, and how this arrangement is managed in the

Scene subsystem.

In this chapter we have viewed subsystems from the outside and have describ ed their

resp onsibilities and the interface they o�er to the other subsystems in the environment. In

the next chapter we discuss subsystems from the inside and present algorithms for actually

implementing their resp onsibilities.



Chapter 6

Algorithms for the Vision

Architecture

6.1 Overview

In the previous chapter we have presented the design of the Vision architecture. This design

is characterized by the clear division into indep endent subsystems. The main issues in the

preceding chapter have b een the formulation of the resp onsibilities of each subsystem and

the development of general interfaces which o�er access to these resp onsibilities. This

discussion of the Vision architecture has viewed the subsystems from the outside without

considering p ossible implementations for each of the subsystem. In this chapter we now

concentrate on the inside of each subsystem and discuss algorithms for the implementation

of these resp onsibilities.

This presentation servers two purp oses: First, is provides examples of how commonly

used algorithms can b e integrated into the Vision architecture, if and how they need to b e

mo di�ed to �t into the framework, and how they can b e optimized for this architecture.

Secondly, the presented algorithms demonstrate that the Vision architecture and its ren-

dering framework are indeed p owerful and 
exible enough to supp ort almost all rendering

techniques.

While we discuss algorithms for all ma jor subsystems, sp ecial emphasis is laid on the

algorithms for implementing the Lighting subsystem. Almost all advanced solutions tech-

niques describ ed in the literature are implemented in Vision and are presented here. The

implementations include the following algorithms:

� Lo cal and direct illumination mo dels,

� Monte-Carlo path tracing,

� Monte-Carlo integration using bi-directional estimators,

� Backward ray tracing
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� Ward's irradiance caching technique,

� Progressive radiosity,

� Hierarchical radiosity,

� Galerkin radiosity,

� Wavelet radiosity,

� Wavelet radiance.

For each algorithm we brie
y review the background of the techniques, and discuss the

necessary interactions b etween the di�erent subsystems. We present the implementation

of the algorithms and also include the interfaces of other subsystems that are in turn used

by these implementations.

6.2 Algorithms for the Geometry Subsystem

The ob ject-oriented architecture of Vision p ermits the simple and transparent integration

of new geometric entities without any changes to the rest of the system. This made it

p ossible to directly supp ort many typ es of primitives in the system, ranging from simple

triangles and p olygons, to CSG ob jects, splines, and other complex primitives (e.g. blobs

or metaballs [Bli82]).

Also the separation b etween an ob ject's shap e description, its placement in the scene,

and its optical and rendering attributes simpli�es the implementation of new primitives

considerably. All that is required for a fully functional new primitive is an implementation

of the di�erent interfaces o�ered by the Geometry subsystem.

6.2.1 Range Algorithms

The Range query interface is generally trivial to implement. To generate a Range for

a primitive it is b ounded by simpler elements (p oints, lines, and b oxes), which are then

\added" to the Range ob ject passed to the primitive by the getRange() metho d, which,

in turn, enlarges itself appropriately.

The easiest way to calculate the intersection of a geometric ob ject with a Range ob ject

or the containment of an ob ject within a Range ob ject is for a primitive to simply obtain a

Range ob ject of itself and execute the intersection or containment metho d for two Range

ob jects. The required functionality is o�ered by the Range class. This approach is often a

su�cient approximation and requires almost no programming.

More advanced algorithms use this approach only as a �rst test and add further tests

if an intersection or containment is p ossible. This is esp ecially e�ective for spline ob jects

which are generally exp ensive to op erate on. In this case, it is usually b ene�cial to sp end

more time generating close ranges and accurate range tests.
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6.2.2 Point Sampling Algorithms

The ray intersection algorithms b ene�t signi�cantly from the fact that all primitives op erate

in their canonical co ordinate system. This simpli�es many intersection tests that would

make it necessary to transform the intersection op eration into the canonical system anyway

for e�cient computation. In the Vision architecture, this transformation is completely

handled in a central place by the scene description and the Intersection class. Examples

for implementations of ray intersection algorithms for CSG ob jects and spline surfaces are

given b elow in Section 6.2.4 and 6.2.5.

The direct generation of p oint samples from parametric co ordinates is straight-forward

for most geometric primitives, but cannot b e p erformed for some constructs like CSG

ob jects. An indirect metho d of generating parametric sample p oints is through the Sub di-

vision interface. If a primitive can b e sub divided into surface elements, parametric sample

p oints can b e generated for each of the sub division ob jects.

This can, for instance, b e used to generate parametric sample p oints on ob jects de�ned

by an implicit equation (e.g. blobs or meta-balls [Bli82]). These ob jects have no explicit

parameterization but can b e tessellated into surface elements through a marching-cub es

algorithm [LC87].

6.2.3 Generating Surface Sub divisions

The generation of sub divisions of surface primitives is an imp ortant issue for �nite element

algorithms. As discussed in Section 5.5, Sub divisions are handled as a separate sub con-

cept within the Surface subsystem. Each geometric primitive is capable of generating a

sub division of itself, and returning it in a master sub division ob ject. This ob ject may

contain several child sub division ob jects representing the surface elements. All op erations

on sub divisions are then addressed by this master ob ject and its children, instead of b eing

send to the geometric primitive.

For most primitives the generation of some sub division is trivial, but problems arise if

the sub division criteria indicate certain constraints and sp ecial case sub divisions must b e

computed. The top ological information for complex sub divisions are sometimes di�cult

to generate and maintain.

The Vision system currently has the constraint that top ological information is only

available within a single master sub division graph. No provisions are available to maintain

such information b etween indep endent primitives in the scene. This issue can b e circum-

vented by using sp ecial comp ound primitives as explained in Section 5.5.2, but a more

general approach is needed to eliminate this issue.

For most surface primitives that can b e parameterized by a single rectangular parameter

domain, the generation of surface elements can b e uni�ed into a single RectSub division

class derived from Sub division, b ecause the general structure of all these sub divisions is

similar. Concrete metho ds to lo cate p oints in 3D, to obtain tangent vectors or a di�erential

surface area element at a p oint on such a sub division element are then mapp ed onto the

underlying geometric ob ject.



114 Algorithms for the Vision Architecture

Many other op erations like handling the top ological information or recursive sub di-

vision, can b e completely handled within this single class. This approach can solve the

sub division problem for most simple primitives, like spheres, tori, and disks. Other more

complex ob jects, like spline surfaces or p olygons, can b e derived from this class and mo dify

the available metho ds. New co de must only b e written for sp ecial primitive ob jects, like

blobs or other implicit surfaces, which use completely di�erent strategies.

6.2.4 Spline Surfaces

The intersection computations of a ray with a spline surface have attracted much interest

and three approaches have b een prop osed: analytic solutions to implicit equations describ-

ing the intersection problem, the approximation of the spline surface with simpler geometry

(usually p olygons), and �nally the recursive sub division of the spline surface.

The analytic approach [Bar86, JB86] usually has severe numeric problems for spline

surfaces of order 3 (quadratic) or higher, but works �ne for bilinear surfaces.

The approach of approximating the spline surface by p olygons or other simpler primi-

tives [RW80] and intersecting the ray with them is the usual technique used by pro duction

rendering systems, b ecause it is usually still the fastest approach. This approach is also

conceptually simple, but has the drawback that it is di�cult to �nd the prop er balance b e-

tween the required visual accuracy and the numb er of generated p olygons, which determine

the time required for rendering the surface.

Approximation errors can b ecome visible in some case, e.g. b ecause of casting a shadow,

re
ecting light, or b eing enlarged by a re
ection in other surfaces. In all these cases the

error intro duced by the approximation can b e enlarged arbitrarily. Unfortunately, the

human eye is very sensitive to this kind of approximation error, and it is di�cult to lo cate

them automatically in the rendering system. As a result, the numb er of p olygons used for

the approximation must often b e manually adapted and is frequently larger than necessary.

Recursive sub division of the spline surface uses a similar technique of splitting the

surface into smaller pieces. Here each piece still maintains the full spline representation

of the surface [SB86, NSK90]. This technique is often p erformed during rendering while

p olygonal approximations are usually generated b efore rendering is started.

The di�culty with the recursive sub division approach is that op erations on splines are

generally exp ensive. Therefore a suitable reduction of the computational complexity must

b e found.

B�ezier Clipping

A promising technique for computing spline intersections is B�ezier clipping as describ ed

in [NSK90]. In this algorithm the intersection of a ray with a rational B�ezier patch, a

four dimensional rational problem, is reduced to an integral two-dimensional problem of

determining whether a p oint is contained within a convex hull of p oints. The convex hull

can also b e used to determine parts of the spline surface that cannot contain the intersection
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Figure 6.1: An image from the Waterlo o dragon consisting of 3088 bicubic spline patches

rendered with B�ezier clipping. A detailed ob ject with such a �ne structure is very di�cult

to approximate using a p olygonal mo del. (Mo del courtesy of Dave Forsey.)

p oint. They can therefore b e excluded from further calculations by suitably sub dividing

the patch.

This technique converges very quickly, esp ecially for the case that the spline patch is

relatively 
at. This is imp ortant, b ecause rep eated sub division will result in new patches

that are generally 
atter than their parent patches.

The B�ezier clipping algorithm has b een implemented in the Vision system and has b een

compared to p olygonal approximations. The algorithm is very fast but is still ab out a

factor 1.5 to 2 slower than a go o d approximation of a spline patch with triangles [Cam94].

However, the algorithm is often used b ecause it always generates high quality intersections

and do es not require tweaking the parameters of the p olygonal approximation for sp ecial

cases. Two example images rendered using B�ezier clipping are shown in Figures 6.1 and 6.2.

Trimming of Splines

Spline surfaces are often in the form of trimmed surfaces by cutting o� parts of the complete

surface. The parts to b e cut o� can b e easily de�ned by intro ducing closed lo ops in the
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(a) Trimming (b) Inverse Trimming

Figure 6.2: Two simple example of a trimmed spline surface calculated using B�ezier clipping

for b oth the intersection of the ray with the surface, and for the two-dimensional p oint-in-

spline test. Both images use the same geometry and trimming curves, but trimming has

b een inverted.

parameter domain of the surface. Only those parts of the surface that are inside a lo op are

considered part of the surface. A variant of the B�ezier clipping algorithms can b e used to

determine whether an intersection with the spline surface is actually in a trimming lo op or

not [NSK90, Cam94]. A simple example for a trimmed spline surface is given in Figure 6.2.

Unfortunately, it is di�cult to generate prop er sub divisions of trimmed surfaces, b e-

cause the sub division elements must also b e clipp ed to the trimming lo ops. We currently

do not address this problem, and simply return the un-trimmed sub divisions. For sam-

pling sub divisions this results in unnecessary computations, but do es not intro duce error

in the image, b ecause care is taken, not to generate sample p oints in trimmed parts of

a surface. However, p olygonal approximations to trimmed spline surfaces generated from

these sub divisions will b e incorrect.

6.2.5 CSG Ob jects

In the Vision architecture CSG ob jects, which represent a no de in a CSG graph, are imple-

mented as Container ob jects, which store the op eration (i.e. union, intersection, di�erence,

negate, or primitive) and an ordered list of child primitives. These primitives are them-

selves CSG ob jects, except for a CSG no de with op eration \primitive", where the child

ob jects can b e any other geometric ob ject from the Vision system forming a closed volume.

A simple CSG ob ject is given in Figure 6.3.
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Figure 6.3: A very simple CSG ob ject created by subtracting two spheres.

Ray intersections

Ray intersections with CSG ob jects are computed recursively in that a CSG no de forwards

the ray to all its children ob jects and collects all of their intersections. The collecting of

Intersection ob jects is p erformed by installing an IntersectionFilter ob ject on the ray. This

�lter gives the CSG no de the opp ortunity for pro cessing any intersection b efore it is �nally

registered by the ray itself.

After all Intersection ob jects have b een collected they are pro cessed as determined by

the CSG op eration [Han89]. This pro cessing requires sorting the intersections along the

ray, classifying them as \in" and \out" events, and eliminating unwanted intersections,

e.g., those that are inside a subtracted child. The remaining intersections are forwarded

to the ray or the parent CSG no de.

Range queries for CSG ob jects can b e optimized through the use of \S-b ounds" [Cam91].

The algorithm computes the smallest Range of an CSG ob ject, taking into account the

op erations applied to all CSG no des. Thus, the Range of a CSG graph can b e considerably

smaller than the normal Range of all primitives contained in the graph. For example the

S-b ound of a CSG intersection op eration of two non-overlapping primitives would b e the

empty Range.

Sub divisions and Parametric Mapping

The computation of a surface sub division for CSG ob jects is a di�cult task, b ecause it

requires advanced algorithms for surfaces-surface intersections and is generally prone to

severe numerical problems for singular or nearly singular cases. Many CAD systems have

problems in this area and it is still an active area of research.

We have not tried to solve this problem in Vision . Instead, we always return the

combination of all sub division ob jects of all primitives contained in the CSG graph. CSG
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ob jects have no intrinsic parameterization and it is therefore imp ossible to generate p oint

samples on the surface of an CSG ob jects from parametric co ordinates.

6.3 Algorithms for the LightSourceShader Subsystem

In Vision , light sources are de�ned to b e all scene ob jects that have a LightSourceShader

ob ject asso ciated with them by the scene graph. Thus, all light sources can easily b e found

by traversing the graph, which is usually the �rst action of a Lighting ob ject. Area light

sources are easily describ ed by this metho d, but classical and volume light sources require

a sp ecial treatment.

6.3.1 Classical Light Sources

Classical light sources are asso ciated with no geometry at all and include point lights , direc-

tional lights , or ambient lights often used in classical rendering algorithms to approximate

the global and uniform illumination. Those light sources can easily b e accommo dated by

creating sp ecial geometric primitives for them.

These primitives are directly asso ciated with a LightSourceShader ob ject, but contain

no geometric primitives. As a result they have an empty b ounding range and can easily b e

identi�ed. Because these light source primitives have no geometry, they cannot b e sampled

directly through any of the Monte-Carlo algorithms nor can they b e meshed by a �nite

element algorithm.

Handling by Client Subsystems

As a result, the receiver interface and the generation of emission directions through the

getSamples metho d of the LightSourceShader subsystem are the only means b e which

illumination information can b e retrieved from classical light sources. Instead of sending

sample rays from a given p osition, Monte-Carlo algorithms must either query the illumi-

nation at the receiving p oint or they must start sampling from the light sources.

Finite element algorithms will usually use the receiver interface to calculate the incident

illumination at all elements in the scene due to classical light sources. After that step, the

classical light sources can b e ignored for further calculations. However, due to their p oint

structure, classical light sources cast p erfectly sharp shadows, i.e. �rst order discontinuities

of illumination, which are hard to capture with a �nite element technique.

If the direct contribution of classical light sources is accounted for separately in the �nite

element solution (e.g. a radiosity algorithm would separately store b oth the directly and the

indirectly gathered illumination), then the direct illumination from classical light sources

can b e ignored during adaptive sub division decisions. Also, during the reconstruction step,

the direct contribution stored with the elements can b e ignored and recalculated from the

original light sources.
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This technique sp ends additional time on illumination calculations in the reconstruction

step. On the other hand, it explicitly excludes discontinuities due to direct illumination

from the error computations for adaptive sub division, which can result in a large sp eed-up

during the �nite element solution.

Implementation of Classical Light Source Typ es

The implementation of the classical light source typ es (i.e. ambient light, isotropic p oint

light, uniform and parallel directional light, and sp ot light [FvFH90]) in the Vision archi-

tecture is mostly straight-forward. The receiver interface to these light sources exactly

matches their use in traditional rendering systems and the implementation can directly b e

p orted.

The only issue is the physical interface. For an ambient light source, which only returns

irradiance information and no radiance, we simply sp ecify the irradiance value to b e used

for any receiver. For the isotropic emission from the p oint light sources, it makes sense to

sp ecify the total emitted p ower � and derive from it the radiance at the receiver L ( y ) =

�

4 � r

2

, where r is the distance of the receiver from the p oint light. For a directional light,

the most convenient metho d is to directly sp ecify the radiance of the uniform light �eld.

A sp ot light is usually sp eci�ed by a radial cosine p ower distribution around a preferred

direction. Additional features are often a limiting cone or rectangular b eam for the illumi-

nation. These cones and b eams often also have a p enumbra region (e.g. sp eci�ed with a

second cone) that de�nes a smo oth transition towards the non-illuminated directions.

Again the receiver interface of the sp ot light is trivially implemented within the Vision

architecture. The maximum intensity in the preferred direction or the total p ower (not

considering the limiting cones or b eams) is used to de�ne the sp ot light source.

More problematic is the interface for generating imp ortance weighted samples for the

sp ot light. While the direction of the samples can easily b e computed for the p ower cosine

distribution by a transformation from uniformly distributed samples (see Section 3.2.3),

such a transformation is di�cult to �nd for the limited sp ot light. In the case that the

transformation cannot b e computed, or is to o exp ensive to compute, simple rejection sam-

pling can b e used [KW86].

While the generation of samples from the light source into the scene is unnecessary

for ambient light sources, it is trivial for p oint lights. In the case of the directional light

source, which can b e seen as a in�nitely large source of parallel light, we need to know

the size of the scene for e�ciency reasons in order to b ound the region where samples are

generated (e.g. it makes no sense to generate samples that cannot generate illumination).

This information can either b e set for the directional light source or the light source can

query the extent of the scene through the Scene interface.

Light Sources Using IES Data

One particular example of an implementation for a classical light source is the IES sp eci-

�cation of light source data. The IES data describ es the far-�eld measurements of a real
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light source under the assumption of emission from a p oint source. The IES parameter

�les or equivalent data in other formats can often b e obtained from the manufacturer of

luminaires. These �les contain data that gives the distribution of emitted radiance or

luminance in p olar co ordinates.

The required data for the receiver interface of the IES-LightSourceShader ob ject can

easily b e interp olated from the tabulated data. However, it is more di�cult to generate

suitably distributed samples for a Monte-Carlo algorithm. All the usual transformations for

generating PDFs from uniform random variables are applicable here (see Section 3.2.3).

Because the data is usually contained in the form of a table, the PDF of the bilinear

interp olation within a table entry must b e used. Each of these PDFs is normalized by a

global constant, which can b e computed in advance.

6.3.2 Area Light Sources

In the Vision architecture, area light sources are implemented as a container ob ject, asso-

ciating a LightSourceShader ob ject with the surfaces in the container, thus making them

emitters. Sp ecial derived light source classes can also b e built. These may can have pre-

de�ned surfaces and LightSourceShader ob jects.

Monte-Carlo Approach

When dealing with area light sources, Monte-Carlo clients can op erate in an active or a

passive mo de. In passive mo de, clients only request a numb er of illumination samples

(using the getIlluminationFrom() metho d) from the light source and leave the sampling

strategy completely up to the LightSourceShader ob ject. This is the usual mo de, as it

allows for the most opp ortunities for optimizations to the implementation of the particular

LightSource class.

In active mo de, clients compute sample p oints on a light source (e.g. by intersecting

rays with its surfaces) and request the emitted radiance. This mo de is suitable for Lighting

algorithms that require a particular sampling strategy for illumination. An example would

b e the casting of rays to a light source dep ending on the solid angle subtended by the

source, and requesting the radiance from the intersection p oints.

Because the global Lighting subsystem manages all illumination computations, it is free

to use either mo de for its computations. In b oth mo des illumination information is returned

in an Illumination ob ject, p ossibly containing multiple IlluminationSample ob jects.

Implementation Strategies One example for an implementation of the passive inter-

face of the LightSourceShader for generating sample p ositions would b e the use of a cone,

de�ned by the ap ex at the illuminated p oint and by b eing tangential to a b ounding sphere

around the light source ob ject. A numb er N of randomly chosen rays are shot into the

cone. The intersections with the light source geometry are calculated, and the emission is

calculated at the intersection p oints. In this case, each ray is assigned an equal fraction of

the solid angle of the cone !

i

= ! =N .
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The numb er of sample rays dep ends on the solid angle of the cone and the error tol-

erance sp eci�ed with the request. Adaptive sampling could also b e implemented using

this technique [LRU85, Mit87]. This approach implicitly converts a passive mo de interface

request into an internal active mo de request.

Another metho d, using ideas from �nite element techniques, uses the sub division inter-

face for the surfaces of the light source. A hierarchical sub division is created in advance.

A suitable numb er of elements of this sub division hierarchy are chosen for computing the

illumination samples, and the illumination is computed from each element of the surface

by evaluating the light source shader at one or more p oints on each element. The solid

angle of each sample can b e approximated by using ! �

A cos �

r

2

, where A is the area of the

element, � is the angle b etween the normal and the line segment connecting the two p oints,

and r is the distance b etween them.

Finite Element Approach

A true �nite element technique would use the elements of the light source and a suit-

able functional description of the emission L

e

( x ; ~! ) to compute an approximation of the

illumination due to the area light source

R

x 2 S

L

e

( x ; ~! )

cos �

r

2

dA ( x ).

The main problem for a �nite element techniques is to determine a functional represen-

tation of the emission of an area light source in the chosen basis. The required pro jection

can b e p erformed using the sampling interface of the LightSourceShader subsystem. Since

otherwise primary area light source are not handled di�erently from any other element in

a �nite element approach, they are describ ed together with the algorithms for the Lighting

subsystem in Section 6.5.

6.3.3 Volume Light Sources

Strategies for generating illumination samples from volume ob jects are very similar to those

used for area light sources. In general, a volume light source can b e viewed as emitting

light from its b oundary surface with a usually complicated directional distribution. The

sp ecial case that the illuminated p oint is inside the volume b oundary must b e detected

and handled sp ecially.

For volume ob jects, the same style of active and passive mo des apply, as describ ed

ab ove. In passive mo de, the volume ob ject, and esp ecially its VolumeLighting ob ject, is

able to cho ose appropriate sampling p oints within the volume. Possible strategies would b e

to identify areas of high emittance and to sample them with a high priority, or to regularly

sample the angle subtended by the volume. In b oth cases, the e�ects of absorption with

the volume must b e accounted for by the VolumeLighting ob ject.

In active mo de, the client of the LightSourceShader interface samples the illumination at

prede�ned p ositions within the volume. Here, the VolumeLighting ob ject must determine

the illumination along rays through these p oints, mo di�ed by the absorption within the

volume.
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Implementation

Volume ob jects assign sp ecial LightSourceShader ob jects to their b oundary surfaces. These

shaders simply forward any request to the VolumeLighting ob ject of the Volume, which is

then resp onsible for executing the requests.

In the simplest cases, the VolumeLighting ob ject determines an appropriate ray seg-

ment through the volume and calls the VolumeSampling subsystem to calculate the radi-

ance emitted from the entry p oint into the volume ob ject. The radiance is calculated by

integrating the emission and the appropriate absorption along the ray segment.

If the volume contains other supplementary surfaces or external surfaces p enetrating

the Volume ob ject, more work must b e done.

6.3.4 Discussion

Supp orting volume primitives is challenging for any rendering system and very few systems

have tried to integrate volumes and surface rendering into a coherent system. Most systems

that supp ort volumes are dedicated volume renderers with little or no supp ort for surfaces

(sometimes surfaces are converted into a voxel representation in these systems [Sob94]).

The current supp ort for volume ob jects in the Vision architecture is not yet complete

and requires more research and development. Esp ecially the e�cient computation of scat-

tering is still a unsolved problem in volume visualization. Other problems that need to b e

addressed are the interaction of volumes with other geometric primitives and the interac-

tions b etween multiple volume ob jects.

Interaction of Volumes with Other Geometric Primitives

The handling of volume light sources is still unsatisfactory. The problem is that for the

prop er computation of emitted radiance it is necessary to know ab out p enetrating external

geometry. The VolumeLighting ob ject must b e able to derive the intersections of a complete

ray segment with these p enetrating ob jects to accurately compute the illumination. For

instance, the emission from b ehind such a surface must b e ignored.

The problem is that the volume ob ject is indep endent of the rest of the scene and do es

not know ab out the external surfaces, neither should it (e.g. this would make it di�cult

to handle multiple instances of the same ob ject). Possible solutions include passing the

necessary information with each request, or allowing the VolumeLighting ob ject to query

for this information from the scene.

For the active mo de where we pass in a intersecting ray, such a query interface is

available. The Ray may b e asked to return subsequent Intersection ob jects along the ray.

Thus the VolumeLighting ob ject can determine if there are any other intersection events

within the volume and act accordingly. Such an interface is not yet available for the passive

mo de.
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Interactions Between Multiple Volume Ob jects

One serious issue that requires further investigation, is the supp ort of overlapping volume

ob jects. The problem here is that the sampling of b oth volumes must b e synchronized

in the overlapping areas in order not to intro duce severe aliasing e�ects. However, since

each Volume is a separate ob ject, this synchronization must b e initiated from the client

subsystems or the volume ob jects must have a chance to lo cate the overlap with other

volumes.

Neither approach seems to b e a \clean" solution and further exp erience must probably

b e obtained to �nd b etter approaches.

6.4 Algorithms for the Shader Subsystem

The Vision system currently uses mostly RenderMan-based pro cedural shaders to describ e

the optical prop erties of surfaces. In the Vision context, the RenderManShader class is

resp onsible for translating requests from the Vision kernel into appropriate metho ds o�ered

by the runtime system of the RenderMan Shading Language.

Because many details of this implementation of shaders dep end heavily on the Render-

Man environment, they are describ ed later in Chapter 8 together with the discussion of

the complete RenderMan implementation within Vision .

Sp ecial problems arise when pro cedural shaders are to b e used in combination with

advanced rendering algorithms. Since pro cedural shaders are normally evaluated only at

a single p oint, they provide insu�cient information for �nite element algorithms. These

algorithms require information ab out a quantity over the complete parameter region of a

�nite element. An alternative is to sample the quantity describ ed by the shader, but in

this case the shader must allow to determine a suitable sampling rate.

Sto chastic Monte-Carlo algorithms require probability information for generated sam-

ples, which the runtime RenderMan kernel cannot derive for arbitrary shader implemen-

tations. Changes to the de�nition of RenderMan shaders, as well as the interface b etween

them and the Vision kernel to solve these problems, are describ ed in greater detail in

Chapter 9.

6.4.1 Discussion

The use of RenderMan shaders turns out to b e only slightly less e�cient than using shaders

directly implemented within the renderer. The implementation of the Shading Language

compiler tries to optimize the interface b etween the kernel and the RenderMan environ-

ment. Due to the increased 
exibility of the RenderMan shaders, we see little b ene�t in

implementing native Vision shaders.
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6.5 Algorithms for the Lighting Subsystem

The Lighting subsystem is the heart of Vision . This subsystem is resp onsible for calculating

the global illumination at any p oint in the scene. In this section we want to illustrate our

actual implementations of the Lighting subsystem within the Vision architecture. For each

implementation we brie
y review the underlying algorithm, then describ e the necessary

interactions b etween the di�erent subsystems of the architecture, and �nally provide details

of the sp eci�c implementation.

Illumination

Mapping

VolumeLighting

Volume-

Integration

Sampling TransferShader

Global

EmissionBRDF

Lighting
Illumination

Shader LightSource Geometry

Geometry

Various

Scene
Description

VolumesSurfaces
getIllumination()

Figure 6.4: Diagram showing the \uses" relation for subsystems involved in global illu-

mination calculations. For each subsystem the main resp onsibility and the name of the

subsystem is given.

Figure 6.4 presents a brief overview of the subsystems involved in the computation of

a global illumination solution within the Vision architecture. All requests for illumination,

which usually come from Shader ob jects, are send to the global Lighting ob jects for pro-

cessing. The Lighting ob jects is the only active ob ject and uses the services provided by

the purely passive Shader, LightSourceShader, and Geometry subsystems to determine the

global illumination in the scene. In other words, it computes the global light �eld in the

scene. For volume ob jects, parts of the illumination computation are p erformed in the

VolumeLighting subsystem and its lo cal subsystems.

We start with a short discussion of traditional lo cal and direct illumination algorithms.

For global illumination, we describ e several algorithms, b oth from the Monte-Carlo and

the �nite element approach. For Monte-Carlo style algorithms we discuss path tracing

[Ka j86], bi-directional estimators [VG94], and irradiance caching [WR88, WH92, War94].
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For �nite element algorithms, we discuss Progressive Radiosity [CCWG88 ], Galerkin Ra-

diosity [Zat93, TM93], Hierarchical Radiosity [HSA91], Wavelet Radiosity [GSCH93], and

Wavelet Radiance [SH94].

For the Vision architecture we distinguish b etween lo cal illumination where only the

interaction b etween a single light source and the receiver is considered, and direct illu-

mination, where other ob jects can blo ck or attenuate the illumination on the direct path

b etween the source and the receiver. Thus, direct illumination includes the usual shadow

computations, but the other ob jects are passive and no re
ection b etween them them is

computed. These re
ections are only computed by the global illumination algorithms.

6.5.1 Lo cal and Direct Illumination

The implementation of a Lighting class for local il lumination is trivial. All that is necessary

is to forward the illumination request through the illumination interface of the Lighting

subsystem (step 1) to all light sources (step 2) and to return the combined illumination.

The light sources in the scene are identi�ed in a prepro cessing step by traversing the scene

description. A schematic view of the involved subsystems is given in Figure 6.5. The step

numb ers given ab ove refer to this �gure.

:Volume-
Lighting

Shader :Geometry

:LightSource:Lighting

1: getIllumination()
2: getIllumination()

3: getIntersection()4b: getAttenuation()
4a: getTransparency()

Figure 6.5: Ob ject diagram [Bo o94] for the lo cal illumination (steps 1 and 2) and direct

illumination (steps 1 through 4) algorithms. Refer to Section 6.5.1 for more detail.

The illumination interface of the Lighting (and the LightSourceShader) subsystem sp ec-

i�es the p oint b eing illuminated and the imp ortance of illumination for the client (see Sec-

tion 5.6). Because b oth interfaces are identical, the overhead intro duced by the Lighting

subsystem is minimal. For each p oint light source, only a single illumination sample is

returned. Other light sources determine a suitable numb er of illumination samples appro-

priate for illuminating the given p oint, p ossibly dep ending on the imp ortance of illumina-

tion as sp eci�ed in the interface. In addition, the Lighting ob ject can re�ne illumination
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(a) Without Shadows (b) With Shadows

Figure 6.6: The well-known \balls" scene from the SPD test package [Hai87]. The left

images has b een computed without shadows, the right one uses the describ ed shadow

algorithm for direct illumination. Also see the color Plate A.2 on Page 262.

samples obtained from light sources, if they are considered to o inaccurate, e.g. if they

transp ort to o much radiance p er solid angle.

Shadows

Additional subsystems are involved if shadows must b e computed for Lighting subsystems

that compute direct illumination. For each illumination sample, all intervening surface

and volume ob jects must b e found (3). They are checked for blo cking or attenuating the

transp orted radiance (4) (see Figure 6.6).

This visibility check is based on p oint-to-p oint visibility by requesting one or more

source sample p oints from an illumination sample, and by using ray tracing to �nd o c-

cluding ob jects. The same technique lo cates intervening volume ob jects and includes their

attenuation e�ects.

Optimization

Illumination requests to the Lighting ob ject also sp ecify imp ortance cones, which can b e

used to sp eed up the illumination calculations by a simple culling technique. During

prepro cessing, the Lighting ob ject computes b ounding spheres around each LightSource

ob ject. These spheres can then b e used to cull light sources which cannot emit light from

within the imp ortance cones (see Figure 6.7).

The visibility tests for shadow computations can b e accelerated using sp ecial visibility
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L1

C2

C1

P

L2

Figure 6.7: Culling of illumination from light sources L 1 and L 2 based on their b ounding

sphere and the imp ortance cones C 1 and C 2 sp eci�ed for an illumination request. Light

source L 2 will b e culled.

data structures . Acceleration data structures, which are emb edded in the scene graph,

e.g. o ctrees, grids, or others, are used automatically during intersection traversal of the

scene graph, if visibility rays are sent b etween the source and the receiver. Additionally,

the Lighting ob ject can build its own data structures that are esp ecially designed for

visibility testing [HW91, PJ91, TH93, ZD93]. The Lighting ob ject is also the place where

acceleration algorithms like adaptive shadow testing [War91] can b e incorp orated into

Vision . Some Lighting ob jects make use of classical depth or shadow maps [RSC87] instead

of explicitly computing the shadows.

6.5.2 Monte-Carlo Techniques

Monte Carlo techniques are a general metho d for solving integral equations using large

numb ers of p oint samples [KW86]. As describ ed earlier (Section 3.2), the Monte-Carlo

technique estimates an integral I by taking a large numb er of p oint samples �

i

of the

integrand f . The samples are chosen according to a suitable probability density function
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For rendering purp oses, Monte-Carlo integration can b e used to compute anti-aliasing,

depth of �eld e�ects, motion blur, soft shadows, blurred re
ection, transmission, and others

[CPC84 , Co o86].

Each of these e�ects adds at least one additional dimension to the integral of the ra-

diance equation (2.10), e.g. an integral over the area light source for anti-aliasing or over

time for motion blur. With Monte-Carlo integration, each dimension of the integral could

b e sampled by sho oting extra rays, e.g. n shadow rays to the light source from each inter-

section p oint. However, this leads to an exp onential explosion of the numb er of samples

taken. Instead, the Monte-Carlo technique uses strati�cation [KA91] and imp ortance sam-

pling. For each dimension, the parameters of a single ray are mo di�ed by sto chastically

selecting one of the p ossible values in that dimension. This technique has also b een called

path-tracing [Ka j86].

The trick for Monte-Carlo sampling is the prop er selection of the probability density

function p , which should have a shap e very similar to that of the integrand f ( x ). This use

of imp ortance sampling [KA91], where information ab out the integrand is used to adjust

p , can drastically reduce the variance and therefore the visible noise in an image.

Selecting Samples

To derive an optimal density function p , two pieces of information must b e used by the

Lighting system: the BRDF of surfaces and the incident global radiation. Unfortunately,

b oth pieces of information are lo cated in di�erent subsystems within the architecture. The

Lighting subsystem has no knowledge ab out the BRDF of a sp eci�c surface, and the Shader

subsystem has no information ab out the incident global radiation.

We have decided to compute the probability density function p for imp ortance sampling

in the Lighting subsystem for the following reasons: First, it simpli�es the implementation

of the Shader subsystem, b ecause it do es not have to deal with the issue of illumination

sampling. Second, it also keeps this subsystem completely lo cal. Last but not least, only

those Lighting ob jects using sto chastic sampling need to implement the computation of

the function p . In Vision , the Shader supplies imp ortance information in the form of a sum

of p owers of cosine functions, as describ ed in Section 5.6.

In the following sections we describ e three examples of Monte-Carlo algorithms imple-

mented in the Vision architecture.

6.5.3 Path-Tracing

Path tracing, as intro duced by Ka jiya [Ka j86], sends two new rays for each illumination

request to the Lighting subsystem: A shadow ray, which samples direct illumination, is
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sent to a sto chastically selected p oint on one of the light sources, while an indirect ray is

sent in a direction that is sto chastically chosen according to the BRDF at the illuminated

p oint. This sample is generated by a request to the Shader ob ject asso ciated with the

surface. This pro cess is recursively applied to all intersections generated by the indirect

rays.

In principle, samples for direct illumination from light source are not part of a \pure"

Monte-Carlo path tracing algorithm, which would only generate a single new ray at each

shaded p oint. However, they are required for p oint light sources, b ecause the probability

of hitting a p oint light by an indirect sample ray is zero. Similar the probability of hitting

small area light sources is very low. This would result in severe noise in the image.

It is therefore necessary to use the knowledge that light sources are a primary source

of illumination in the scene, and to partition the integration domain (all surfaces in the

scene) into two parts: light sources and other surfaces. Both parts of the domain are then

sampled indep endently (strati�cation), with the e�ect that the imp ortant light sources have

a higher probability of b eing sampled than other surfaces. This is a very basic imp ortance

sampling strategy and more elab orate techniques could also b e used.

In this simple form of adapting the probability distribution for the sp eci�c integrand,

care must b e taken that indirect samples hitting a light source are discarded. Includ-

ing them in the calculation would bias the result, b ecause that illumination is already

accounted for by the direct illumination samples.

An example image using path tracing is given in Fig. 6.8.

Implementation

A schematic view of the interaction of the subsystems for path tracing is given in Fig. 6.9.

For a direct illumination ray, the Lighting ob ject �rst sto chastically selects one of the light

sources for sampling, estimating its imp ortance from an approximated solid angle and its

total emitted p ower. The Lighting ob ject then uses the sto chastic sampling interface of the

LightSourceShader subsystem to get an illumination sample from a sto chastically chosen

p oint on the light source (7). Another way for selecting an illumination sample would

b e to send a ray towards the light source and use the intersection p oint for computing

the illumination. Finally, the shadow computations as describ ed for direct illumination in

Section 6.5.1 are p erformed (8, 9).

The original algorithm by Ka jiya [Ka j86] only uses the BRDF of the surface to select

a sample direction for indirect illumination. Corresp ondingly, the Lighting ob ject uses the

sto chastic sampling interface of the Shader subsystem to obtain a direction in which the

indirect illumination should b e sampled (step 2). It sends sample rays into this direction

(3), and queries the Shaders of intersected surfaces for the radiance emitted along the ray

(4).

If a sample ray hits a participating media ob ject, the dummy Shader ob ject of the

b oundary forwards the request to the VolumeLighting ob ject (5), which is resp onsible for

calculating the radiance along the sample ray. It calculates the incoming radiance where

the sample ray leaves the volume, and accounts for any volume e�ects within the ob ject. To
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Figure 6.8: An image using Monte-Carlo path tracing to compute the global illumination.

The mug on the table is re
ected in a brushed metal plate. The shader describing the

material of the plate uses a highly sp ecular Phong re
ection mo del, which is sampled

appropriately by the Monte-Carlo technique. Also see color Plate A.4 on Page 263.

calculate the incoming radiance, the VolumeLighting ob ject recursively queries the Lighting

ob ject for the illumination (6). Finally, the radiance of the sample ray is weighted by the

relative probability of the sample direction.

Optimizations

Instead of the static estimate for the imp ortance of light sources as used ab ove, the dynamic

estimation technique from [War91] could b e adapted for path-tracing. This is esp ecially

imp ortant for scenes with a large numb er of light sources. For this technique, the imp or-

tance of a light source is estimated from the illumination it contributed to earlier samples

in relation to the other light sources. This can severely reduce the noise in the image due

to b etter imp ortance sampling.

Also the idea of strati�cation suggests adapting the sampling to the relative imp ortance

of direct and indirect illumination. As a consequence, the probability of sending a direct

or an indirect sample can b e adjusted accordingly.
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:Lighting

:Volume-
Lighting

:LightSource :Geometry

1: getIllumination()

:Shader

5: getRadiance()

7: getIllumination()

6: getIllumination()

4: getRadiance()

2: getSampleRays()

3,8: getIntersection()

9a: getTransparency()

9b: getAttenuation()

Figure 6.9: Ob ject diagram for path tracing.

While the original algorithm by Ka jiya ignores imp ortance information ab out the in-

cident illumination, these mo di�ed approaches combine the imp ortance information of

the shader with the one for the incident illumination. Both approaches are similar to

the algorithms describ ed in [Ka j86] where the relative probability of sending re
ection or

transmission rays is adjusted to match the required distribution.

Discussion

The path-tracing algorithm is a simple approach for including imp ortance information into

the Monte-Carlo sampling algorithm. In its basic form it is easily implemented in any

ray tracing capable rendering architecture and guarantees non-biased results. The main

drawback is its ine�ciency and therefore the large numb er of samples that need to b e

generated to reduce the noise in the resulting image.

Because these techniques always start from the eye p oint they have great di�culties in

�nding small sources of illumination that are not primary light sources (e.g. the re
ection

of a light source in a mirror). These sources of light must b e intersected by the indirect

rays in order to b e included in the computations, which can b e arbitrarily unlikely and in

these cases results in very noisy images.

6.5.4 Bidirectional Estimators

In [VG94, VG95] the variance of the path tracing technique is reduced by generating paths

in b oth directions: starting at the light sources and at the camera. Complete paths that

link the eye with light sources are obtained by suitably generating connections b etween
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no des from the two paths.

This technique avoids the common problem of Monte-Carlo ray tracing in �nding the

illumination due to a highly lo calized source of illumination, such as a narrow sp ot light.

By tracing a path of several generations of rays from the light source into the scene and

connecting them to a path starting from the camera, the probability of �nding a non-

obstructed connection b etween the two paths is increased and the variance of the sampling

can b e reduced (see Figure 6.10).

For each complete path of length n , there are n + 1 di�erent ways of generating it by

cho osing l rays from the light source and n � l rays from the camera, l = 0 : : : n . The aim

is to cho ose those paths which have the lowest variance, but care must b e taken not to

intro duce bias into the result.

For each path, the estimator F for the light transp ort is calculated as f ( x ) =p ( x ), where

x is the chosen path, f ( x ) is the amount of light transferred by this path, and p ( x ) is the

probability density of the chosen path. The variance of the estimator is then given as

Var[ F ] = E [ F

2

] � E [ F ]

2

; (6.2)

where E [ F ] is the exp ected value of the estimator. Because E [ F ] is �xed, we must reduce

the second-order momentum E [ F

2

] to reduce the variance.

Patch

Lightsource

stochastic ray

contributing det. r ay

not contributing de t. ray

Figure 6.10: The Bidirectional Estimator reduces the variance of the Monte-Carlo tech-

nique by trying to �nd unobstructed connections b etween two ray paths starting b oth from

the light source and the receiving surface.

Given a set of estimators A; B ; C generating di�erent paths, [VG94] and [VG95] pro-

p osed the use of a new estimator S by combining mo di�ed versions A

0

; B

0

; C

0

of the original

estimators. These mo di�ed estimators are similar to the originals, except that each esti-

mator can discard samples if they are accounted for by the other estimator. This results

in an algorithm where each of the original estimators generates a path, but a path is only

accounted for in the combined estimator if the generating estimator has the highest proba-

bility for generating this path. The choice of the paths included in the calculation prevents
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intro ducing bias into the combined estimator. Instead of minimizing the variance, this

minimizes the sum E [( A

0

)

2

] + E [( B

0

)

2

] + E [( C

0

)

2

], which is similar and also much easier to

compute.

This algorithm can b e considered to combine Monte-Carlo ray tracing with the idea

of imp ortance transp ort from the camera [SAS92]. Only those paths are taken which

have a high probability of transp orting b oth light from the light source to the camera and

imp ortance in the opp osite direction.

:Lighting

:Geometry

:Shader

:LightSource

:Volume-
Lighting

1: getIllumination()

5: getReflectance()

6b: getAttenuation()

6a: getTransparency()

4: getIntersection()

2: sample()

3: getRays()

Figure 6.11: Ob ject diagram for bidirectional estimators.

Implementation

The sampling interface of the Lighting subsystem ( sample() ) is used to generate the

paths starting from the light sources (step 2). The rays in the other direction start at the

p oint for which the Lighting subsystem is called and the sampling interface of the Shader

subsystem ( getRays() ) is used to determine their directions (3). This step is di�erent

from the implementation in [VG94], where these paths start at the camera. Because the

ray starting at the camera is under the control of the Camera subsystem, the algorithm

must b e changed slightly. However, this has no negative e�ects on the results.

Both metho ds of generating paths calculate the intersections with the ob jects in the

scene to determine the next no de in their path (4). Finally, we need two calls to the BRDF

interface of the Shader subsystem ( getReflectance() ) when connecting two paths (5),

as this step is deterministic and two directions are sp eci�ed at each end of the connecting

segment.
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Transparency and volume e�ects by participating media are accounted for using the

interface of the VolumeLighting and the Shader subsystem (6) ( getTransparency() and

getAttenuation() ). During these computations, care must b e taken to prop erly weight

the radiance transp orted by a path in order not to intro duce bias into the solution [VG94].

The interactions b etween the subsystems implementing Monte-Carlo sampling with

bidirectional estimators are sketched in Fig. 6.11.

6.5.5 Irradiance Caching

A hybrid technique for sampling the incident illumination was develop ed by Ward for his

Radiance software package [WR88, WH92, War94]. He splits the incident illumination into

a direct and an indirect contribution, which are computed separately. The direct term

is sampled using standard Monte-Carlo sampling, while the indirect contribution is only

sampled at a few p oints in the scene.

At these p oints, the indirect contribution is calculated by sampling the illuminating

hemisphere with a large numb er of sample rays. The resulting irradiance is stored in a

cache using an o ctree data structure for the ability to e�ciently lo cate appropriate samples

in the cache [WR88].

Whenever indirect illumination is required at a p oint, the o ctree is �rst checked for

irradiance samples which can b e used to interp olate a value for this p oint. Because indirect

illumination generally varies slowly in an environment, this interp olation intro duces only

a small error. A new irradiance value is computed for this p oint only if to o few samples

are available for interp olation. This new irradiance sample is then inserted into the o ctree

cache.

In [WH92], an algorithm is presented for deriving the translational and rotational gra-

dient of the calculated irradiance from the indirect illumination samples with minimal

additional cost. These gradients can b e used to obtain a b etter, second order Hermite

interp olation as well as to obtain a b etter estimate for the size of the region where an

irradiance sample can safely b e used for interp olation.

Implementation

The interaction of the subsystems involved is depicted in Fig. 6.12. For direct illumination,

this algorithm uses techniques similar to the other Monte-Carlo algorithms describ ed ab ove

in Section 6.5.2 (step 2).

To compute an indirect irradiance sample, a large numb er of sample rays is used. Their

directional distribution is jittered in a �xed latitude-longitude grid of the hemisphere (with

resolution M � N ), and is therefore indep endent of the incident illumination and the BRDF

of the surface. Thus, the sampling interfaces of b oth subsystems are not used in this case.

The rays are distributed such that they make equal contributions to the irradiance, i.e.
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:LightSource:Lighting

:Geometry:IrradianceCache :Shader

1: getIllumination()
2: getIllumination()

4: getRadiance()
3: getIntersection()

5: getIllumination()

6: getSamples()

Figure 6.12: Ob ject diagram for irradiance caching.

equal values of cos � d! , using the distribution [WH92]
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0 � i < M ; 0 � j < N ; N � � M : (6.4)

For all intersections of these sample rays with a surface (3), the radiance re
ected to

the receiver is queried from the Shader subsystem (4). To compute this value, the shader

in turn recursively requests illumination samples from the Lighting subsystem (5).

The Lighting subsystem checks the cache for irradiance samples (6), which can b e used

to interp olate the irradiance at this sample p oint. If to o few samples are in the cache, a

new irradiance sample is computed p ossibly triggering the recursive computation of other

samples. The Lighting ob ject can decide to recurse as long as not enough samples are

available. This recursion will eventually terminate for normal scenes, due to the �nite

radius of validity for each generated sample and the �nite space of the scene. The usual

Monte-Carlo approach of sto chastically terminating the recursion and weighting taken

recursions appropriately can also b e used. However, this can reduce the e�ciency of the

gradient computations, as the gradient is increased by the noise intro duced by this metho d.

The rotational and translational gradients of irradiance can b e computed by weighted

sums over the incident radiance of illumination samples, with the weights dep ending on

the directions of the sample rays and the distances to the p oints on the sampled surfaces

[WH92].

It is a go o d idea to send a few initial rays from the camera that coarsely sample

the image to initialize the irradiance cache in advance. This usually results in a b etter

interp olation from cached samples, b ecause of the usual coherent scanning of the image

plane (e.g. from left to right, top to b ottom). This coherent sampling can result in a lot

of extrap olation instead of interp olation and increases the error accordingly.
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The irradiance cache is view indep endent and can b e stored and reused for other images

of the same scene, e.g. during the computation of an animation sequence.

Discussion

The most imp ortant issue of the irradiance caching technique is that the illumination

information is asso ciated with the surrounding space, in which it has b een computed, and

not with particular surfaces of ob jects. Thus, the storage requirements b ecome somewhat

indep endent of the scene complexity and dep end only on the complexity of the radiance

�eld in the scene. Of course, this �eld is also related to the scene complexity, due to

shadows.

The idea of computing and storing illumination indep endent of surfaces promises to

separate the scene complexity from the complexity of the illumination computation. Other

algorithms in this direction have already b een develop ed [Sil94, SAG94]. A related problem

which still strongly links the illumination computation to the scene complexity is the

computation of visibility. More research in this area is certainly required.

6.5.6 Finite Element Techniques

Any �nite element algorithm for solving the global illumination in a scene basically con-

sists of four steps: selecting a suitable set of basis functions N

ij

( � ) for representing the

illumination on a surface, sub dividing the environment into a set of compatible surface

elements, setting up the linear system, and �nally computing the solution to this system

(see Section 3.3). For some basis functions, e.g. constant functions over each element, an

additional �fth step is required to reconstruct a smo oth radiance representation.

The linear system relates the illumination of an element to that of all other patches

that can send light to it. More accurately, it relates the co e�cients of the basis functions

with each other. The solution of the linear system is the set of co e�cients l

ij

for a basis

function N

ij

( � ) which determine the illumination over a surface element. The solution is

an approximation to the correct global illumination in the given basis (see Section 3.3.1).

Dep ending on the algorithm, the �nite element technique computes the radiance re-


ected from a surface element as a function L ( � ) =

P

l

ij

N

ij

( � ), the weighted sum over all

basis functions with non-zero supp ort over the element. In the following, we discuss the

more general case of representing directional radiance over surface elements, although most

algorithms can only deal with uniform or di�use re
ection. The latter is a sp ecial case of

general radiance computations, where the re
ected radiance is constant in all directions

and is indep endent of the direction L ( � ) = L ( x ; ~! ) =

1

�

B ( x ).

Common Implementation Asp ects

All �nite element techniques share the same general structure, which is describ ed next.

Then each of the di�erent algorithm is discussed in more detail.



6.5 Algorithms for the Lighting Subsystem 137

Basis Functions First of all, a set of basis functions must b e chosen that is to b e used

for representing the illumination. A large set of p ossible basis functions is available for

use in global illumination. Most implementations are currently based on hierarchical basis

functions, as they can decrease the computational complexity from the O ( n

2

) in the naive

approach to O ( n ), where n is the numb er of elements in the solution.

Constant basis functions are easy to implement and are also conceptually simpler,

b ecause they maintain the geometric meaning of form-factors instead of using less intuitive

exchange co e�cients. For higher order basis functions on surfaces, most implementations

are based on a tensor-pro duct construction, although other schemes are b eing develop ed

[SS95, Swe94 ]. More imp ortant for designing a rendering architecture than the choice of

basis functions are the resulting requirements for the sub division or meshing of geometric

primitives.

Sub division Before a �nite element algorithm can start to compute illumination on

surfaces, it needs to �nd a suitable sub division of the scene into elements. The meshing

must conform to the requirements of the algorithm and those of the basis functions, which

restricts the typ e of mesh elements and their top ology. The �nite element Lighting ob jects

use the Geometry together with the Sub division subsystem to obtain an initial sub division

for each geometric primitive actively participating in the global illumination. In the scene

description, parts of the scene can b e marked as passive, thus eliminating these ob jects

from indirectly re
ecting light onto other ob jects in the global illumination computation.

Dep ending on the algorithm, this initial sub division is either immediately re�ned to a

suitable accuracy, or the re�nement is deferred and is computed during the solution step.

Setup of the Linear System In order to set up the linear system, all algorithms need

to obtain a description of the emission from the primary light sources, and the re
ection

of all surfaces in the scene. During the meshing step, the Lighting ob ject identi�es all

geometric ob jects which have an asso ciated LightSourceShader ob ject. For each of them,

it needs to �nd a suitable representation of the emitted radiance.

The Lighting ob ject can either use the interface for calculating averages in the Light-

Source subsystem ( getMeanEmission() ) to obtain these values, or it samples the emission

and reconstructs a representation in a suitable basis. For light sources with no asso ciated

geometry, e.g. p oint or sp ot lights, the Lighting ob ject usually calculates the resulting illu-

mination on all other elements. Their e�ects could also b e integrated into the linear system

by using sp ecial exchange co e�cients. The Lighting ob ject then uses the same techniques

to obtain a suitable description of the re
ectance for all initial surfaces in the scene by

querying the asso ciated Shader ob jects.

The next step after the meshing and the initial light distribution in the scene have

b een set up, is the computation of the interaction co e�cients b etween the di�erent basis

functions (Section 3.3.2 and 3.3.3). These computations dep end on the parameterization of

the transp ort op erator and whether radiance or radiosity is b eing computed. For constant

basis functions, these co e�cients are the well-known form factors [CW93]. The compu-
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tation of these co e�cients involves a multi-dimensional integral and is usually one of the

most time consuming steps in the computation of global illumination.

Each algorithm uses a di�erent representation for the linear system (3.21). The elements

of the interaction matrix are often computed as they are required by the algorithm, e.g. in

Progressive Radiosity, or they are stored in a sparse matrix representation as links b etween

two elements, e.g. in Hierarchical Radiosity [HSA91, Sch94b ].

The Lighting ob ject uses the SurfaceInfo queried from the Sub division ob jects to ob-

tain the necessary information ab out normals, p osition, di�erential area element, etc. to

compute the interaction co e�cients. A ma jor issue is the computation of visibility b etween

samples on surfaces, which is usually computed by ray tracing. This computation should

also include the e�ects of participating media and transparent surfaces into the visibility

factor.

It is also p ossible to directly include volumes in the �nite element computation. Sim-

ilarly to surfaces, each volume is sub divided into volume elements and interaction co e�-

cients are computed. In addition to surface-surface co e�cients, new surface-volume and

volume-volume interactions must b e computed [RT87, Sob94]. This requires the non-trivial

co op eration of the global Lighting and the individual VolumeLighting ob jects. This is cur-

rently not implemented in the Vision architecture and is not discussed further here.

Solution Dep ending on the Lighting algorithms used, one of the many iterative solution

techniques for linear systems, like \gathering" (Gauss-Seidel), \sho oting" (Southwell), of-

ten with over-relaxation, are used to solve the linear system [GCS94]. Compared to the

computation of the interaction co e�cients, this solution step is usually less costly.

For the hierarchical algorithms, where a lot of the information ab out the scene has

already b een included into the interaction co e�cients, the general advantages of sho oting

algorithms are not as imp ortant. Here the b ene�ts of gathering, namely fewer up date

op erations on computed co e�cients, are more imp ortant [GHS93]. This is esp ecially true

for parallel execution on multipro cessor or distributed system using either (virtually) shared

memory or message passing.

Reconstruction In some kind of prepro cessing stage, all the previous steps have com-

puted a representation of the global illumination in the scene in a chosen set of basis

functions. During rendering, when the Lighting system is requested to return the illumi-

nation at a p oint on a surface, it must reconstruct this information from the co e�cients of

the basis functions.

If the basis functions are smo oth, the returned illumination at any p oint can b e directly

computed as a linear combination of the basis functions (3.23). If the basis functions are

not smo oth enough, e.g. if constant basis functions are used, a p ost pro cessing step, e.g.

linear interp olation b etween the patch b oundaries, is necessary to compute an appropriate

smo oth illumination function.

If the detail of the illumination captured by the chosen basis functions and the meshing

is insu�cient, e.g. the meshing is to o coarse to capture sharp shadow b oundaries, the
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reconstruction step can use the computed global solution to lo cally re�ne the illumination

at a p oint on a surface. One metho d is to substitute the computed global solution into the

right hand side of the radiance equation and solve it lo cally at the illuminated p oint. This

results in a �nal gathering of light from all other surface elements to this p oint [CSSD94].

Because the computation is p erformed for each visible p oint instead of for a large element,

the lo cal details are more thoroughly captured. Of course this can b e optimized, for

instance, by reusing some of the information computed during the solution pro cess [KJ91].

If illumination is requested for p oints where no illumination has b een computed, e.g.,

within a volume ob ject that do es not participate in the global illumination, techniques

similar to �nal gathering must b e used to obtain the illumination at this p oint.

In the following sections we describ e some of the imp ortant �nite element algorithms

for global illumination calculation that have b een implemented for the Vision architecture:

Progressive Re�nement The standard progressive re�nement algorithm uses constant

basis functions on all elements and uses a sho oting algorithm to distribute radiosity

from patches [CCWG88]. Interaction co e�cients are computed on the 
y when they

are required.

Galerkin Radiosity The Galerkin Radiosity algorithm [Zat93, TM93] extends classical

radiosity using basis functions of higher order on the initial sub division with no

further re�nement.

Hierarchical Radiosity As an extension of classical [CCWG88] and Progressive Radios-

ity, Hierarchical Radiosity uses constant basis functions but in a hierarchical structure

[HSA91] resulting in a sparse matrix for the interaction co e�cients. These co e�cients

are precomputed and they are stored as links b etween elements from di�erent levels

in a sub division hierarchy. Only O ( n ) entries in the matrix must b e considered and

they can b e computed in time O ( n ), thus reducing the generally quadratic complexity

of the naive algorithms to b e linear in the numb er of elements.

Wavelet Radiosity This technique combines and generalizes the ideas of Hierarchical

Radiosity and Galerkin Radiosity. Sp eci�cally, it exploits the prop erties of wavelets

as basis functions [GSCH93] to obtain a sparse matrix representation also for higher

order basis functions. Again the complexity of the algorithms is linear in the numb er

of elements.

Wavelet Radiance While the ab ove algorithms only use di�use re
ection and compute

radiosity values, the Wavelet Radiance algorithm also considers the directional de-

p endence of the re
ected radiance, again exploiting the b ene�ts of wavelets as basis

functions [SH94, CSSD94].

6.5.7 Progressive Radiosity

The Progressive Radiosity algorithm computes the radiosity for a set of surface elements

with constant basis functions. It uses the so-called \sho oting metho d" (Southwell re-
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laxation, [GCS94]) to compute the propagation of light. It solves the radiosity equation

derived in Section 3.36

b

i

= b

e

i

+ �

i

N

X

j =1

F

ij

b

j

(6.5)

The form factor F

ij

is the interaction co e�cient b etween the constant spatial basis functions

N

i

and N

j

on two elements i and j .

The algorithm constructs an initial sub division of the scene into a radiosity mesh of N

patches. For each patch i it stores the initial emitted radiosity b

e

i

, the constant re
ectance

�

i

, the radiosity b

i

, and the as yet unshot radiosity b

u

i

.

:Shader:LightSource:Volume-
Lighting

:Lighting
:Subdivision

:Geometry

1: getIllumination()

4: getLightSource()

3: getShader()

8: getArea(), ...

9b: getAttenuation()

6: getMeanEmission() 9a: getTransparency()
5: getMeanReflectance()

10: getNeighborhood()
7: getIntersection()
2: getSubdivision()

Figure 6.13: The ob ject diagram for the �nite element algorithms.

Implementation

An schematic overview of the algorithm is presented in Fig. 6.13 and consists of the fol-

lowing steps:

Prepro cessing The requirements for the radiosity mesh dep end on the accuracy that

should b e obtained and the reconstruction technique used, but the mesh is restricted to

consist only of p olygons. All geometric ob jects in the scene are requested to return a
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Sub division ob ject of themselves (step 2 in Figure 6.13), constrained to b e a p olygonal

approximation. The created Sub division ob jects are stored in a lo cal data structure within

the Lighting ob ject, for instance as a hash table that allows for fast retrieval of the Sub di-

vision ob ject asso ciated with a given geometric ob ject. This data structure also holds the

radiosity data of each patch as listed ab ove.

After the radiosity mesh has b een created, the initial emitted radiosity values and the

mean re
ectance of each element must b e obtained. They are queried from the Shader and

the LightSource ob jects asso ciated with a Sub division (3, 4) using the interface to return

mean values (5, 6). The radiosity values b

i

and b

u

i

are initially set to the emitted radiosity

b

e

i

.

Solution During the solution pro cess, the algorithm selects the patch i with the largest

unshot radiosity b

u

i

(alternatively, the largest unshot p ower b

u

i

A

i

could also b e used), com-

putes the form-factors F

j i

to all other patches j , and up dates their �nal and unshot radiosity

according to

b

j

 b

j

+ b

u

i

�

j
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j i
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j
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j
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Then the unshot radiosity of the sho oting patch b

u

i

is set to zero and a new iteration is

started by selecting the next patch for sho oting. The iteration is usually terminated if the

total unshot radiosity falls b elow a given threshold, or a maximum numb er of iteration

steps have b een p erformed.

The form-factor b etween patches is recomputed in each step of the iteration to avoid

storing the p otentially large form-factor matrix F

ij

. There are many metho ds to compute

the form-factor, for example, the hemi-cub e algorithm [CG85]. Another p ossibility is area

sampling of the sho oting patch using ray tracing with analytic disk-to-p oint form-factors

[WEH89]. We use the latter metho d in our implementation (7, 8). The normal and the

area of a patch for the form-factor computation are obtained from the Sub division ob jects,

and cached within the radiosity data structure of the Lighting ob ject.

The attenuation by participating media or translucent surfaces can also b e taken into

account. The Shaders and VolumeLighting ob jects of primitives intersected by a ray to

compute the visibility are simply queried for their attenuation of light passing through

them (9, 10).

Other techniques like over-relaxation [FP92], blo ckwise re�nement [GHS93], and the

( S G )

�

-metho d [GCS94], basically have a very similar structure and therefore also �t well

into the Vision architecture.

Reconstruction When the Lighting ob ject is queried for illumination values during

rendering, it must �rst determine on which of the radiosity elements the receiving p oint is

lo cated. It maps the primitive to the asso ciated primary Sub division ob ject stored in the

internal data structures, which is in turn queried for the child sub division ob ject containing

the p oint.
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Finally, it can use the data asso ciated with the Sub division ob ject to derive the radiosity

at this p oint, either using linear reconstruction or the \�nal gathering" technique [CSSD94].

If �nal gathering is used for the reconstruction step, any p olygonal sub division is han-

dled by the algorithm and no neighb orho o d information b etween elements is required.

In this case, the radiosity at the p oint for which illumination information is requested is

calculated by gathering from all other patches to this p oint.

However, b ecause this can b e very ine�cient, it is often enough to re-gather from the

initial light sources. In this case, the radiosity received directly from light sources and that

received indirectly must b e stored separately on each patch. During the reconstruction

step the directly gathered radiosity of the patch is ignored and is recomputed by gathering

from the light sources only. This metho d gives much more accurate shadows from the

primary light sources.

For reconstructing a continuous linear representation of radiosity over the patches,

neighb orho o d information must b e available from the Sub division ob jects. This informa-

tion must therefore b e requested from the Sub division ob jects when the radiosity mesh is

created.

The algorithm for linear reconstruction requests the vertices from each Sub division ob-

ject and the list of adjacent Sub division ob jects for each vertex. The weighted average

of the radiosity from adjacent sub divisions at each vertex is then interp olated across each

patch. For triangular and quadrilateral Sub division ob jects, a linear or bilinear interp o-

lation can b e given directly. Polygons with more vertices would require a further internal

sub division during reconstruction. This is avoided in our implementation by requesting a

sub division consisting only of triangles and quadrilaterals.

6.5.8 Galerkin Radiosity

The Galerkin Radiosity algorithm [Zat93] is essentially similar to the Progressive Radiosity

metho d with the di�erence that higher order p olynomials are used as basis functions. In

his pap er, Zatz uses Legendre and Jacobi p olynomials. Another di�erence is that in his

algorithm Zatz allows re
ectivity and emission to vary across the elements.

Given the derivation of the radiosity equation in Section 3.3.3, the Galerkin algorithm

solves the slightly mo di�ed linear system

b
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The interaction co e�cients T

g

i

m

j

n

are computed by numerical quadrature using the

Gauss-Legendre rule. Because the basis functions on the patches are created by a tensor

pro duct of the one-dimensional Legendre or Jacobi p olynomials, the calculation of the

interaction co e�cients requires the solution of a four-dimensional integral over the basis

functions and the kernel � ( x ) G ( x ; y )

dA

x

d x

.

The standard sho oting technique (Southwell relaxation) for solving the linear system

can also b e used for the Galerkin algorithms. Only the rule for selecting the next patch

for sho oting needs to b e mo di�ed, b ecause some of the b

i

m

can b e negative. Zatz suggests

basing the selection criteria for sho oting from a particular basis function on the value of

jj b
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j N
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j dA
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Due to the large numb er of degrees of freedom, the Galerkin metho d is e�ective and can

more accurately approximate the radiosity distribution over a large element without the

need to sub divide the patch. However, high radiosity gradients or even discontinuities near

shadow b oundaries are very di�cult or imp ossible to capture with this metho d. Another

problem is that due to the numerical integration technique, the radiosity is often not

continuous across adjacent elements (e.g. see Figure 6.14) and ringing o ccurs at shadow

b oundaries.

Shadow Masks

An approach for solving the problem asso ciated with shadow b oundaries is the separation

of the visibility term V ( x ; y ) contained in G from the kernel of the integration in (6.9).

Because visibility is not considered, the result is a smo other radiosity distribution on the

receiving patch, which can again b e well approximated by p olynomial basis functions. In

order no to ignore the e�ects of shadows, a shadow map M

mn

( x ) is computed

M

mn

( x ) =

R

y 2 n

V ( x ; y ) d y

R

d y

(6.11)

and mo dulates the radiosity on the surface.

Because not all elements have a shadow cast onto them and b ecause of the fact that

a shadow mask is asso ciated with pair of elements, the storage of the radiosity must b e

mo di�ed. For each receiving element, in addition to the radiosity co e�cients b

i

m

of radiosity

gathered without a shadow mask, the radiosity co e�cients b

i

m

;n

gathered with a shadow

mask from element n and the asso ciated shadow mask M

mn

itself must b e stored. Because

the shadow masks are di�erent for each source element, multiple radiosity co e�cients and

shadow masks must b e stored, one set for each source element for which a shadow mask

has b een used. The resulting radiosity on an element is then computed as

^

B

m

( x ) =

X

i

m

b

i

m

N

i

m

( x ) +

X

i

m

;n

M

mn

( x ) b

i

m

;n

N

i

m

( x ) : (6.12)

Note that an error is intro duced by separating the visibility from the integral of the

interaction co e�cients. Because the shadow mask is the average visibility of the source
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Figure 6.14: Nine adjacent elements with a Galerkin radiosity solution. By trying to

approximate a high radiosity gradient due to a shadow, the basis functions generate large

discontinuities.

element from a p oint on the receiver, the error can b e large if the visibility and the radiosity

on the source element are correlated.

Implementation

The implementation of the Galerkin algorithm is very similar to that of Progressive Ra-

diosity. Instead of using the interface of the LightSourceShader for computing averages and

the Shader subsystem, the Galerkin algorithm samples the emission and the re
ectivity of

the elements. These subsystems are sampled exactly at the lo cations of the p oints used

for the Gauss-Legendre quadrature. Thus, this step intro duces no additional error.

Another di�erence is that the Galerkin algorithm is able to deal with curved surfaces as

long as they are parameterized over a rectangular domain. Because the only computation

on elements is at the sample p oints of the quadrature rules, the di�erential area elements

at these samples can b e requested from the SurfaceInfo at these p oints. They are then

used in order to mo dify the integration accordingly. A few very simple example images

computed with basis functions of various order are given in Figure 6.15.

The main problem of the Galerkin algorithms is the large memory usage of the algo-

rithm due to separately storing the shadow masks and the shadow radiosity co e�cients.
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Figure 6.15: A very simple example scene computed with Galerkin Radiosity but without

shadow masks. The scene has b een computed with basis functions of order three but

di�erent numb er of samples for integration (left: 3 � 3, center: 5 � 5, right: 7 � 7). Note

the increased quality of the shadow cast onto the b ottom patch. Also see color Plate A.1

on Page 261.

This makes it less attractive for scenes which contain complicated geometries with lots of

shadows. The use of Wavelet Radiosity overcomes many of the problems related with the

Galerkin algorithm, due to its use of hierarchical basis functions.

6.5.9 Hierarchical Radiosity

The Hierarchical Radiosity algorithm [HSA91] uses constant basis functions to represent

radiosity and re
ectance on surface elements, but allows a hierarchical re�nement of the

initial elements using a quad-tree structure.

The new idea of Hierarchical Radiosity is that it allows interactions b etween di�erent

levels in the sub division hierarchy. With this technique, two elements can interact (i.e. can

b e linked) at a high level in the hierarchy, if the resulting error is b elow a given threshold.

This allows small patches that are far from each other to b e linked at a high level. However,

if the same patches are close to each other, the interaction kernel may vary considerably,

thus requiring interactions with smaller elements further down in the sub division hierarchy.

This technique tolerates a certain error in the interactions b etween elements when it

links them at a higher level in the hierarchy, instead of at the lowest level, which would

corresp ond to the classical radiosity approach. As shown in [HSA91] this hierarchical

approach leads to a sparse matrix where the numb er of interactions for each element is

O (1) and dep ends on the error tolerance used to decide when to link two elements in the

hierarchy. Because the cost of �nding all necessary interactions is linear in the numb er of

elements (see b elow) and the cost of solving the linear system is constant p er link, this

results in a linear complexity of the hierarchical algorithm.

An imp ortant role in the Hierarchical Radiosity algorithm is played by the \oracle"

that predicts the error induced by linking two elements is b elow a prede�ned threshold. In
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that case, the two patches can b e linked and the interaction is not re�ned to lower levels

of the hierarchy.

Because the error of the form factor can b e b ounded by a fraction of the form factor

itself [HSA91], the oracle computes an upp er b ound on the form factor b etween the two

elements, e.g., using the disk-to-p oint form factor approximation. If this b ound is lower

than a given threshold value the asso ciated error will also b e small. For the case of analytic

disk-to-p oint form factor approximation, two elements can b e linked if ( r =R )

2

< F

"

, where

r is the radius of the disks and R is the distance b etween the patches. In other words,

elements at a distance of R can only interact if their size is smaller than r =

p

F

"

. It can

b e argued that this condition is related to restricting the angle subtended by an element

[Sch94b ].

Implementation

The interactions b etween the subsystems implementing Hierarchical Radiosity are similar

to Progressive Radiosity and the same diagram from Fig. 6.13 can b e used to illustrate it.

The computation consists of the following steps.

Prepro cessing The requirements for the radiosity mesh dep end on the accuracy that

is to b e obtained, and the reconstruction technique used. As a �rst step, the geometric

ob jects in the scene are requested to return a Sub division ob ject of themselves (step 2).

The created Sub division ob jects are again stored in a lo cal data structure, for instance

as a hash table, that allows for fast retrieval of the Sub division ob ject asso ciated with a

particular geometric ob ject.

After the radiosity mesh has b een created, the initial radiosity values and the mean

re
ectance of each element are obtained. They are queried from the Shader and the

LightSource ob jects asso ciated with a Sub division (3, 4) using the interface to obtain

average values (5, 6).

Instead of explicitly storing the form factor or interaction co e�cients F

ij

in a matrix,

the entries of the matrix are represented as links b etween two surface patches. Each link

stores the form factor b etween the two patches. These links are created recursively, starting

with every combination of two top-level Sub division ob jects. Then the oracle is asked for

the error involved in linking these two patches. If this error is larger than a sp eci�ed

tolerance, one of the patches is sub divided. The algorithm then recurses by trying to link

the non-sub divided patch to each of the new smaller patches.

In [HSA91], two di�erent oracles were used: The �rst approximates the error in a link

as b eing prop ortional to the form factor b etween the two patches, as discussed ab ove. This

has the disadvantage that the amount of radiance transferred by a link is not included in

the error. The second oracle uses the pro duct of the form factor and the energy of the

sending patch as an error estimate. A more detailed analysis reveals that, in most cases,

a closer error b ound can b e given by estimating the change of the form factor over the

element [Sch94a ].
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Figure 6.16: A hierarchical radiosity solution applied to a scene with transparent surfaces.

Note the blue shadow on the left wall and the blue color bleeding on the 
o or. Also see

color Plate A.3 on Page 262.

In our implementation, the form-factor b etween two elements is computed using ray

tracing [WEH89] with disk-to-p oint form-factors (7, 8). For form-factor computation, the

normal, and the area of a patch can again b e obtained from the Sub division ob jects. The

attenuation of the transp orted light by intervening transparent surfaces or volume ob jects

can b e integrated into the form factor using the same techniques as in the Progressive

Radiosity case in Section 6.5.7 (9). For an example of a Hierarchical Radiosity solution

with transparent surfaces see Figure 6.16.

Solution Once the main work has b een done and the links have b een set up, the solution

is computed using Gauss-Seidel iteration to solve the linear system. For each patch and all

of its sub divisions, it gathers the radiosity from all patches linked to them. This gathering

step can b e combined with the consolidation of the radiosity at the di�erent levels of the

hierarchy into a single, recursive gather-push-pull algorithm.

For each element in the hierarchy, the radiosity gathered from the linked elements and

the radiosity from the parent is recursively pushed down to all of its children, during the

descent of the hierarchy. On the way back up, the radiosity of an element is set to the

area average of the radiosity of its children. The radiosity for leaf no des is simply what has
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Figure 6.17: A test scene (courtesy Peter Shirley) solved with Hierarchical Radiosity ( B F A -

Re�nement) and displayed without reconstruction.

b een pushed to them plus their own gathered radiosity. A non-trivial scene computed with

Hierarchical Radiosity still showing the constant basis functions is given in Figure 6.17.

Reconstruction The reconstruction step for Hierarchical Radiosity uses techniques sim-

ilar to Progressive Radiosity in Section 6.5.7, with only two di�erences: To determine the

radiosity at a given p oint, the leaf no de in the Sub division tree containing the p oint must

b e computed. Secondly, reconstructing a linear interp olation must deal with the more com-

plicated top ology of a hierarchical sub division. For example, it must b e able to account

for di�erent sub division levels of adjacent patches. However, the basic op erations are the

same.

6.5.10 Wavelet Radiosity

The Wavelet Radiosity algorithm by Gortler et al. [GSCH93] also builds on the ideas of

hierarchical basis functions, but extends the piecewise constant basis used in [HSA91] to

higher order functions, using a wavelet construction.

The advantage of the wavelet construction is that the hierarchical basis allows for

p erforming a multi-resolution analysis and for representing the radiosity on an element

at di�erent levels of detail. This allows the approximation of a slowly varying radiosity

function with little detail, and the addition of more detailed functions if larger radiosity

gradients must b e approximated. In that sense the Hierarchical Radiosity algorithms is a

Wavelet Radiosity algorithm with the simple Haar wavelet functions.

The b ene�t of the general Wavelet Radiosity algorithms is that higher order functions,
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Figure 6.18: Links generated for Multiwavelets of higher order. Order 1: 1 co e�cient p er

link (left), order 2: 16 co e�cients (center), order 3: 81 co e�cients.

which have more vanishing moments can b e integrated [GSCH93]. Similar to Galerkin Ra-

diosity, these functions can b etter approximate a given radiosity distribution, due to more

degrees of freedom, and therefore require fewer detail functions. This in turns leads to fewer

interactions b etween basis functions of elements and consequently to faster algorithms.

The main di�erence b etween this algorithm and the Hierarchical Radiosity algorithm is

the representation of the interactions b etween basis functions. Wavelet Radiosity no longer

uses intuitive geometric form-factors, but the more abstract co e�cients of the expansion

of the transp ort op erator in term of the involved basis functions. They are given as inner

pro ducts of the kernel of the radiance equation with the basis functions (3.39).

These more general interaction co e�cients have several implications for the algorithm.

First of all, the oracle that has b een used for Hierarchical Radiosity no longer applies,

b ecause it was based on a geometric argument that is no longer valid. However, a more

detailed analysis reveals that similar arguments hold for the more general case [Sch94b ].

Instead of the geometric oracle, a p olynomial estimator is used which measures the error

imp osed by approximating the kernel function G

dA

x

d x

using the smo oth basis functions.

Implementation

The subsystems used by the Wavelet Radiosity algorithms are a slight extension of those

used by Hierarchical Radiosity (Fig. 6.13). Additionally, the requirements on the under-

lying sub division of the surfaces vary, dep ending on which particular set of wavelet func-

tions have b een chosen. In our implementation 
atlet and multi-wavelet basis functions

[GSCH93] have b een implemented. For numerical integration of interaction co e�cients

using Gauss-Legendre quadrature, a numb er of sample p oints are taken on the domain of

each basis function. These sample p oints are obtained through the interface of the Sub-

division subsystem. Other quadrature rules are p ossible, but Gauss-Legendre seems to b e

the most stable and reliable rule available [Sta94, Ger95].

A tradeo� must b e made if using higher orders wavelets. Although they have larger
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Figure 6.19: Images showing the b ene�t of using �ner shadow masks. All images use the

same third-order Multiwavelet solution on a single element but higher resolution shadow

masks (from left to right).

vanishing moments and therefore can b etter approximate the radiosity on larger patches,

the numb er of co e�cients which have to b e computed and stored with each link grows with

the fourth p ower of the order of the basis functions. For quadratic wavelets this results in

81 co e�cients T

b

ij

and the same numb er of exp ensive kernel evaluations for each link (see

Figure 6.18).

Quick-Links One solution is to only use interactions b etween lower order wavelet co-

e�cients for less imp ortant links [Sta94]. Using this technique, links that transp ort little

radiosity, do not compute interactions b etween all basis functions on b oth elements. In-

stead, only the four interaction co e�cients b etween the constant basis on the source and

the constant and linear basis functions on the receiving element are computed and stored.

For quadratic wavelets this reduces the storage cost p er link by ab out 95%. Thus, this

technique reduces the storage costs and computation time dramatically for complex scenes.

In our implementation, up to 70% of the links could b e replaced by these \quick-links"

without loss of image quality. Because we use a dynamic B F A -re�nement strategy that

considers the energy transp orted over a link, quick-links are replaced by ordinary links if

the radiosity sent by the source element exceeds the prede�ned threshold.

Shadow Masks Another improvement integrated into our implementation of Wavelet

Radiosity is the use of shadow masks to reduce the sub division near sharp shadow b ound-

aries. Because sub division is extremely costly for higher order wavelets, it should b e avoided

if p ossible without loss in image quality. The idea of shadow masks, as used in Galerkin

Radiosity, can also b e applied to the Wavelet algorithm. It is even easier to implement

and requires less overhead than for the Galerkin Radiosity algorithm.

During the ordinary Gauss-Seidel iteration visibility information is only considered

with a coarse approximation. Because visibility samples should b e taken on the b order of

each element but the lo cations for the Gauss-Legendre quadrature are inside the element,

we use a two step approach. The kernel is sampled at the quadrature lo cations and an

interp olating p olynomial is computed and sampled at the lo cation of the visibility samples.
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Figure 6.20: Applying shadow masks to wavelets: During the last step, the radiosity is

pushed down some levels, a �ne shadow mask is computed and multiplied to the radiance

co e�cients resulting in the approximated solution.

At these p ositions it is multiplied by a visibility factor and a new p olynomial interp olating

these mo di�ed sample p oints is computed.

Finally, this p olynomial is sampled at the usual quadrature lo cations for the integration.

This computation can b e optimized into essentially two matrix multiplies with precomputed

matrix entries. Furthermore, some computations need not b e p erformed if we know that

the visibility factor is zero. As a result and b ecause of the shared visibility samples b etween

adjacent elements, we achieve much smo other solutions without storing detailed shadow

masks or radiosity co e�cients separately for each link to source elements. However, with

this technique shadows are only sampled at a very coarse grid corresp onding to the order

of the wavelets.

To increase the quality of the shadows across an element without sub dividing it, the

last iteration is mo di�ed and a technique similar to �nal gathering [CSSD94] is used with

detailed shadow masks. We pro cess each element in turn, by virtually sub dividing it some

additional levels. Radiosity is gathered from each source in turn, pushed down to the leaf

no des, and multiplied by a detailed shadow mask computed for the current source element,

b efore it is �nally added to the radiosity co e�cients of the element (see Figure 6.20). With

this approach we avoid storing the shadow masks and can delete them immediately after the

computation. Only the radiosity is stored at the new leaf no des which increases the memory

usage only slightly, but results in a much b etter representation of shadow b oundaries across

an element. An example image that has b een computed using shadow masks to capture

the high radiosity gradients at shadow b oundaries is shown in Figure 6.21.

Except for the Haar wavelet basis, the reconstruction step simply consists of the evalu-

ation of the basis with the computed co e�cients at the requested p oint, b ecause b oth the
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Figure 6.21: A Wavelet Radiosity solution using shadow masks to b etter approximate high

shadow gradients. Third-order Multiwavelets are used as basis functions. Note the sharp

shadow from the lamp on the desk and the 
o or. Also see color Plate A.5 on Page 263.


atlet and multi-wavelet basis functions result in a smo oth representation of radiosity over

the patch. Although 
atlet basis functions are piecewise constant, a smo oth representation

can b e obtained by virtually pushing the radiosity to an in�nitely �ne sub division [Sta94].

Because of the prop erties of the dual basis functions, this virtual pushing of radiosity con-

verges to a �xp oint of the push op eration, which is a p olynomial function. By computing

this p olynomial directly from the wavelet co e�cients, the smo oth representation can b e

computed with little e�ort.

The Wavelet Radiosity algorithm, improved by the techniques just presented, turns out

to b e one of the most reliable and e�cient algorithms for computing a radiosity approxima-

tion in Vision . Although some of the lower level op eration, such as visibility computations,

are implemented less then optimal, the p erformance seems to b e b etter than other available

algorithms. It also adapts well to sp ecial cases, like singularities in the kernel and complex

shadow b oundaries across elements. Only two parameters, the minimal size of an element

and the error tolerance for the p olynomial estimator need to b e sp eci�ed by the user.
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6.5.11 Wavelet Radiance

Wavelet Radiance builds up on the Wavelet Radiosity algorithm, where the representation

of radiosity on a patch is replaced by directionally dep endent radiance. This technique can

account for non-di�use as well as non-isotropic BRDFs.

The directional dep endence of the radiance values can b e parameterized in two ways,

using one of the directional parameterizations (3.27) and (3.28) [CSSD94], or the spatial

parameterization (3.32) based on the description in [SH94]. An implementation for the

directional parameterization is in progress. In the latter case, radiance is represented by

links which transp ort radiance b etween two patches via a third patch. Thus, it implicitly

represents the directional dep endence of the radiance. For the implementation in the Vision

system, we have used the spatial parameterization of the radiance kernel.

Implementation

The implementation of Wavelet Radiance as presented in [SH94] do es not add further

requirements to the architecture b eyond those already discussed for Wavelet Radiosity.

It uses the same interfaces of the Geometry, the Sub division, the Shader, and the Light-

Source subsystem to obtain the required quantities for the evaluation of the kernel function

(Fig. 6.13).

The implementation is a straight-forward extension of the Wavelet Radiosity algorithm

as presented in the previous section. Links to a receiver are represented as references to

two other patches, the source and the re
ector. They carry signi�cantly more co e�cients

p er link and the computation of the co e�cients is generally a six-dimensional integral over

the area of all three elements linked.

The di�erences with resp ect to Wavelet Radiosity are how directionally dep endent

re
ection co e�cients are computed from the data returned by the Shader subsystem. In the

radiosity case, the Shader subsystem o�ers an interface for obtaining the mean re
ectance

over the area of a Sub division ob ject.

For directionally dep endent radiance computations, we need the bi-conical re
ectance

factor b etween two �nite solid angles [NRH

+

77] integrated over a given area of a sub divi-

sion. Because of the di�culty in sp ecifying the area together with the solid angles, such an

interface is not directly o�ered by the Shader subsystem. Instead, b ecause numerical inte-

gration is used for the computation of the co e�cients, the BRDF interface of the Shader

subsystem is used to sample the BRDF function.

Together with the b ounds on the partial derivatives supplied by the Shader, this leads

to accurate results. Also, the imp ortance supplied by the Shader subsystem can b e used

to detect narrow p eaks in the BRDF and to adjust the sampling or the sub division by

the oracle accordingly. This avoids the sp ecial error analysis used in [SH94]. An simple

example image that has b een computed with Wavelet Radiance is shown in Figure 6.22.
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Figure 6.22: A simple image computed with Wavelet Radiance demonstrating the e�ects of

the directionally dep endent computation. The 
o or has a Phong-like re
ection b ehavior,

showing a di�use re
ection near the window and a sp ecular re
ection that gets blurrier

near the viewer. Also see color Plate A.7 on Page 265.

6.5.12 Discussion

When comparing the implementation of �nite element algorithms describ ed ab ove to a

more conventional implementation, there are two p oints that deserve sp ecial attention:

One is the complete separation of radiosity data from the geometric description of the

primitives. The other one involves sub division and reconstruction.

Separating Radiosity Data from Geometric Primitives

The separation of the radiosity data from the geometric representation of surfaces has the

following e�ects on the algorithms and data structures in the Vision architecture.

Duplication of Data In the Vision architecture, primitives are not represented by p oly-

gons that could directly b e used by a radiosity algorithm. This results in the use of two

separate representations of each primitive, the original and the radiosity representation

within the lighting ob ject as an implicit set of p olygons. However, we do not store the
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p olygons directly, but rather the samples taken from the p olygons, which also p ermits for

sampling other geometric primitives.

This duplication is not as bad as it �rst seems: Most primitives have a very compact

curved representation and must b e converted to smaller p olygonal surface elements any-

way. In the case that the original primitive is a p olygon, it would usually also require a

sub division into smaller elements for radiosity computations.

Overhead for Management The �nite element implementation in the Vision archi-

tecture requires some memory overhead compared to a direct p olygon implementation of

radiosity, b ecause the data is not stored directly with the original geometric data. This

overhead is approximately 10 bytes for each primitive and an additional 16 bytes for each

surface element. This overhead is relatively large (ab out 20-30%) for scenes already con-

sisting of small p olygons with little further sub division, but reduces to usually much less

than 10% for more complex scene descriptions consisting of meshed, curved surfaces.

During reconstruction, the SurfaceInfo ob ject, which sp eci�es the p oint on the surface

and only contains a reference to the original primitive, must b e mapp ed to the asso ciated

Sub division ob ject maintained within the Lighting ob ject to access the illumination data.

This is an imp ortant di�erence to the traditional implementations that store a direct

reference to the radiosity data with each p olygon. In order to have this direct reference

to the Lighting data, the geometric subsystem would need to b e changed to include data

sp eci�c to each implementation of the Lighting subsystem. This is unacceptable, given

the large numb er of implementations for the Lighting or other subsystems that often have

similar requirements.

Sub division and Reconstruction

The interface used to obtain a sub division of a primitive ob ject is probably more compli-

cated than in other implementations. However, it is general enough to supp ort nearly any

kind of primitive. No handling of sp ecial cases is necessary in the radiosity co de. Also,

the algorithms used to create the sub division are lo cated in the geometric description of

the primitive instead of in the radiosity co de. The runtime overhead of this interface is

insigni�cant.

Another p oint where Vision di�ers signi�cantly from a more traditional system is the

implementation of the reconstruction step if the computed radiance values cannot b e used

directly, e.g. for constant basis functions. This is a consequence of the transparent imple-

mentation of sub divisions. The problem is that the Lighting algorithm has little knowledge

ab out which kind of sub division it is working on. As a result, it must use general access

metho ds to obtain the relevant information for its op eration.

For instance, if the reconstruction algorithm knows that the sub division is a quad-tree

and it also knows ab out the order of the children, access to adjacent patches could b e

simpli�ed accordingly. In the Vision architecture this would normally not b e done, in favor

of generic access metho ds to the top ological information of Sub division ob jects.
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6.5.13 Examples

Figure 6.23 compares di�erent implementations of the Lighting subsystem with each other.

The same scene description has b een rendered using ray tracing, Monte-Carlo path-tracing,

Hierarchical Radiosity, and Wavelet radiosity. Ideally, all images should lo ok the same ex-

cept the ray tracing image, where the light source has b een approximated with a p oint light

source. To make the di�erence b etween the algorithms visible, only coarse approximations

to the global illumination have b een computed.

The two images in the top of Figure 6.24 show the same scene, but this time with

textures applied to the surfaces. The lower two images show another scene with two light

source (one in the elevator). The images on the left are computed with standard direct

illumination and ray-traced shadows, where the area light sources are approximated with

p oint lights. For the images on the right quadratic multiwavelets have b een used together

with shadow masks. The shadow masks drastically reduce the time to approximate the

sharp shadow b oundaries, e.g. those of the table leg.

6.6 Algorithms for the VolumeLighting Subsystem

The integration of volume visualization into a very general physically-based rendering

architecture is a di�cult task. First of all, b ecause a volume ob ject is in itself di�cult

to handle, with resp ect to its interactions, with radiation, and the memory and time

complexity of the volume algorithm. Secondly, for a general rendering architecture, such as

the Vision , we cannot assume sp ecial conditions for volume ob jects that would simplify our

algorithms. We must b e prepared to handle the full set of interactions of the environment

with a volume ob ject.

In Section 5.10 we have discussed the general structure of volume ob jects in the Vision

architecture. In the following we discuss algorithms for each of the subsystems involved in

managing volumes.

6.6.1 VolumeLighting

The VolumeLighting subsystem in Vision is the central part of all interactions of light

with a volume ob ject. All incoming requests for a volume ob jects that are are related

to interactions with light are forwarded to the VolumeLighting subsystem. Thus, it is

resp onsible for computing the light source asp ects of a volume, as well as the re
ection or

scattering asp ects.

While the external lighting requests are routed to the VolumeLighting ob ject, the same

is true for all internal lighting requests. The reason is again that we decided to intro duce a

central administration where lighting computations for a volume are co ordinated, similar to

the concept of the Lighting subsystem for a whole scene. This concept allows for separating

the lo cal descriptions from the global solution pro cess.

In the following discussion we concentrate on the algorithms for the emission-absorption

approximation of volume, b ecause they have b een fully implemented. We start with a
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(a) Ray Tracing (b) Monte-Carlo

(c) HR (constant) (d) HR (linear)

(e) WR (linear) (f ) WR (quadratic)

Figure 6.23: The table scene: (a) using direct illumination with ray traced shadows and a

p oint light approximation, (b) Monte-Carlo path-tracing, (c) Hierarchical Radiosity (HR)

using the constant basis functions directly, (d) HR with a linear reconstruction, (e) Wavelet

Radiosity (WR) using linear multi-wavelets, and (f ) WR with quadratic multi-wavelets and

shadow masks.
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(a) Ray tracing (b) Wavelet Radiosity

(c) Ray Tracing (d) Wavelet Radiosity

Figure 6.24: Two approximations of global illumination in a scene with textured surfaces:

on the left using direct illumination with a p oint light approximation and ray traced shad-

ows, and on the right with a quadratic wavelet radiosity solution. Also see color Plate A.6

on Page 264.
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description of the lower level subsystems VolumeSampling and TransferShader, which form

the basis for the all other algorithms. Based on this description, we discuss how light source

asp ects of volumes can b e handled by the VolumeLighting subsystem. Finally, we present

the algorithms for the emitter-absorption approximation and brie
y discuss the ideas for

the integration of more general algorithms into Vision .

6.6.2 TransferShader

The resp onsibility of the Transfer Shader subsystem is the calculation of the co e�cients

of the transfer equation at prede�ned lo cations within a volume data set. The co e�cients

made available by the Transfer Shader subsystem are the true emission, the true absorp-

tion, and the out-scattering co e�cients. It also implements the computation of the phase

function and can provide a normal vector for each p oint within a volume. The normal

vector is not part of the transfer equation but is frequently used in volume algorithms for

shading computations.

Implementation

The simplest implementation of the TransferShader subsystem computes the co e�cients as

constant values or as a multiple of the volume data at the indicated lo cation. Furthermore,

the shader decides if and how the values of the volume data set are interp olated across a

voxel.

The next level of transfer shaders use separate mapping functions to compute co e�-

cients from the volume data. Mapping functions are commonly sp eci�ed through tables,

but more advanced mappings can also b e used. It is the task of the transfer shader to

decide if the mapping function is applied b efore or after interp olation of the volume data.

Finally, sp ecial transfer shaders may use multiple volume data sets for deriving the

values of the co e�cients. For instance, one data set can b e used for determining the

segmentation of another data set. The segmentation can then b e used for cho osing b etween

a set of mapping functions for each segmented region.

Currently, only the �rst two typ es of transfer shaders have b een implemented for the

Vision architecture.

6.6.3 VolumeSampling

The VolumeSampling subsystem is resp onsible for determining the lo cations where the

volume data is sampled along a given ray. It also p erforms the numerical integration of the

transfer equation along the ray based on values for the co e�cients of this equation, which

are obtained from the TransferShader subsystem.

The VolumeSampling subsystem receives as its input a ray segment crossing the volume.

Its main task is to compute the radiance leaving the segment at one end. The radiance

can b e computed using di�erent sources of input:
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� Using the self-emitted radiance only: This mo de is required for computing the light

source e�ects of volumes.

� Using extinction (i.e. absorption and out-scattering) only: This mo de is used to in-

clude the passive e�ects of volumes in a global illumination solution. The absorption

can, for instance, b e included into the visibility b etween two �nite element patches.

� Using extinction and in-scattering: This mo de would b e used for illumination com-

putations where the direct illumination is computed separately.

� Using all available source of radiance: This mo de would b e used for illumination

computations without separate handling of light sources.

For some of these mo des the incident radiance at one end of the ray segment must b e

available for the computation.

Several sampling strategies and even more integration techniques have b een prop osed

for integrating the transfer equation. They all try to �nd a compromise b etween the sp eed

of the integration and the quality of the results.

Implementation

Several algorithms have b een used to compute sample lo cations within a volume: the simple

and symmetric DDA algorithms, the Bresenham algorithm, and Templates [YCK92]. These

algorithms di�er in the voxels they visit, their sp eed, and the data they make available for

the following computations.

Dep ending on the integration technique used, the sampling algorithms should b e able

to e�ciently compute the following data:

� the co ordinates of the current voxel,

� the entry and exit p oint of the ray from the voxel,

� the entry and exit sides of the voxel,

� the length of the ray segment in the voxel, and

� the center of the ray segment.

For our implementation we have implemented a sp ecial incremental and symmetric

sampling algorithm that is more e�cient than the other mentioned algorithms, and imme-

diately provides all necessary data [L •ur95].

Finally, the VolumeSampling algorithms must p erform the numerical integration of the

sample data along the ray. There are two di�erent strategies: the �rst uses a �xed or

variable step size along the ray, while the second strategy uses the voxel sub division to

determine the integration domains. The second approach is less prone to aliasing e�ects,

but is more di�cult to implement. Dep ending on the interp olation metho d used for the
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volume data within a voxel, the second approach can p erform an exact integration for each

voxel.

For the Vision architecture we have implemented three integration algorithms:

� the classical equidistant sampling along the ray using trap ezoid quadrature,

� a voxel-oriented integration using the trap ezoid quadrature, and

� a voxel-oriented integration using the Simpson quadrature rule.

The last algorithm has the advantage that it is more accurate than the classical algo-

rithm and exhibits no ob ject space aliasing due to its direct integration of the tri-linear

interp olated function in each voxel. The second algorithms is less accurate but faster than

the last algorithm.

Sto chastic Samples

Another interface allows for computing sample p oints along a ray for Monte-Carlo algo-

rithms. Here, the task is to compute samples with the appropriate probability distribution

according to the underlying volume data. No algorithms have b een implemented for this

interface yet.

6.6.4 Volumes as Light Sources

The light source interface of the VolumeLighting subsystem computes the radiance emitted

from the volume ob ject. In general it relies on the VolumeSampling subsystem to compute

the emission along a ray segment in the volume. Dep ending on the particular interface

used for requesting illumination information, one or more ray segments are generated. For

each segment the VolumeSampling subsystem is called for computing the emitted radiance.

This radiance is then returned to the client subsystem.

Other implementations of the light source interface are p ossible. They could, for exam-

ple, compute only an approximate solution to the emission, dep ending on the information

supplied with the request, e.g. the distance to the receiver, solid angle subtended by the

volume ob ject, or others.

For VolumeSub division ob jects, the light source interface allows for obtaining informa-

tion that is necessary for computation of the initial con�guration of the linear system.

6.6.5 Volumes as Participating Media

The main task of the VolumeLighting ob ject is to compute the e�ects of light interact-

ing with the volume. Because of its complexity, this interaction is often simpli�ed to the

emission-absorption approximation , which we discuss �rst. A brief presentation of p ossi-

ble algorithms for the integration of scattering e�ects into the algorithms concludes this

description of volume algorithms.
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Figure 6.25: An image showing the integrated rendering of surface and volume data in the

Vision architecture. This image was rendered with direct illumination and a ray tracing

renderer. The volume ob ject ab ove the desk is pro jected onto the wall and the desk as

well as viewed directly. Also see color Plate A.8 on Page 265.

Emission-Absorption Algorithms

The computation of the emission-absorption approximation is straight-forward b ecause

most of the computation is p erformed by the VolumeSampling and the TransferShader

subsystems. The resp onsibility of the VolumeLighting subsystem is to convert the incoming

requests into a suitable form for submission to the VolumeSampling subsystem. The results

are then passed back to the calling subsystem.

The preparation of the parameters for calling the other subsystems includes the com-

putation of a suitable ray segment from the supplied parameters, and the computation

of the incident radiance at one end of the segment. Dep ending on the data that must

b e computed, the computation of the incident radiance for the ray can b e delayed until

the integration is complete. It can than b e included into the �nal radiance by multiply-

ing it with the total opacity along the ray. This delayed computation can sp eed up the

algorithms for volume ob jects with a high opacity b ecause it might not b e necessary to

compute the incident radiance if the volume is fully opaque for a given ray. An example

image of integrated surface and volume rendering using the emission-absorption mo del is
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shown in Figure 6.25.

6.6.6 Scattering E�ects

In this section we brie
y present an overview of p ossible strategies to implement scattering

techniques within the Volume subsystem.

Figure 6.26: An image of a p oint light source in a homogeneous volume ob ject with dif-

fuse scattering, computed with a hierarchical volume radiosity algorithms. Note, the soft

shadows around the two blo ckers. Algorithm by H. Schirmacher.

Monte-Carlo Techniques

For Monte-Carlo techniques the TransferShader requests illumination information at sam-

ple p oints along the ray. The VolumeLighting subsystem is then resp onsible for computing

the illumination information that is returned as the result of this query. The simplest ap-

proach is to ignore the illumination request, which corresp onds to the emission-absorption

approximation discussed ab ove.

As a next step the VolumeLighting ob ject can request illumination information from

the global Lighting ob ject, which is passed to the TransferShader unmo di�ed. There it is

included into the computations weighted by the phase function. This algorithm corresp onds

to the single scattering approximation.

The VolumeLighting algorithms can also compute the e�ects of a volume on the incident

illumination as it traverses the volume on its way to the sample p oint. This requires

recursively calling the VolumeSampling ob ject. In the simplest case only the absorption

e�ect is considered, but multiple scattering can also b e integrated into this technique.
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Finite Element Techniques

Multiple scattering is simple if a �nite element technique is used for computing the volu-

metric e�ects. They are directly computed as part of the solution of the resulting linear

system.

For �nite element algorithms, we plan to use a technique where the computation is

divided b etween the VolumeLighting an the Lighting ob jects in the scene. While the

VolumeLighting is resp onsible for the volume-volume interactions within a single volume

ob ject, the global Lighting ob ject computes the volume-surface interactions with the sur-

faces in the scene, as well as the volume-volume interactions b etween two separate volume

ob jects. To guarantee a common sub division structure for b oth algorithms, the sub di-

vision of the volume that is requested by the global Lighting ob ject is generated via the

VolumeLighting subsystem. An early image computed with a hierarchical volume radiosity

algorithms is shown in Figure 6.26.

6.7 Algorithms for the Camera Subsystem

The Vision system separates the rendering pro cess into two parts. The �rst part is resp on-

sible for the global illumination and calculates the light �eld in a scene. The algorithms

for implementing the resp ective Lighting subsystem have b een describ ed in the previous

section.

The second part considers a particular \view" of the scene and de�nes and computes

the corresp onding image. A view of the scene is de�ned by an ob ject of the class View,

which mainly consists of a Camera ob ject and a reference to the part of the scene that

should b e contained in the view.

The Camera ob ject in turn consists of the Lenses subsystem, discussed b elow, and the

Film subsystem, which is discussed in the next section. Per se, the camera subsystem do es

not implement any particular algorithms, but mainly serves as a container to combine the

Lenses ob ject with a Film ob ject.

The Camera class corresp onds closely to the real world concept of a camera case: You

cannot do much with it except p osition it, fo cus it on some ob ject, prepare it for a shot,

and �nally press the button to take a picture. All the other details, such as depth of

�eld, plane of fo cus, and exp osure control are not handled by the camera case, but by its

internals: the Lenses and Film subsystems.

6.7.1 Implementation

The Camera class o�ers the usual metho ds to p osition and orient a co ordinate system, such

as setting an absolute p osition given a origin, direction, and an up vector. Alternatively, the

camera can b e p ositioned through relative movements by giving a translation or rotation,

or a p oint of interest.

In addition to its own co ordinate frame, the Camera also maintains a p oint of interest,

which can b e used to orient the camera, but can also b e used by the Lenses subsystem as a
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default p oint in the fo cal plane. Note, that only rigid b o dy transformations are allowed for

the camera. All other viewing transformations must b e sp eci�ed for the Lenses subsystem.

Finally, the Camera o�ers the metho d prepareImage() and takeImage() . The �rst

metho d prepares for taking an image and is usually used for setting up any required

information. This call is forwarded to all ob jects within the camera, which can take their

own actions to prepare for generating an image. The takeImage() request is forwarded to

the Film subsystem together with the View ob jects, from which all relevant information

ab out the view and the scene can b e accessed.

Of course, the Camera class also o�ers metho ds to get access to the Lenses and the

Film ob jects used by the camera.

6.7.2 Lenses Subsystem

The Lenses subsystem is resp onsible for the viewing transformation relative to the p osition

and orientation of the Camera ob ject. The Camera subsystem is resp onsible for informing

the Lenses ob ject ab out its absolute p osition.

Interface

The Lenses subsystem o�ers two di�erent interfaces to its clients: The �rst interface and

its metho d getRay() is used for ray tracing and generates a ray for a given p oint on the

two-dimensional �lm. The direction of the ray is determined by the viewing transforma-

tion, the actual time, and any sto chastic sampling taking place inside the Lenses ob ject.

The sto chastic asp ects of the sampling can b e in
uenced by supplying an appropriate

SampleGenerator (see Section 5.3.2) to the Lenses ob ject.

The interface for algorithms such as scan-line rendering, which can only deal with

a p ersp ective viewing transformation (i.e. a 4 � 4 matrix) is a little bit more compli-

cated. First of all, the client can request the matrix for the linear transformation for

any given part of the virtual �lm, which is parameterized over the unit square, with the

getViewingTransform() also passing an error tolerance. If the viewing transformation

for this part of the �lm cannot b e approximated with a linear transformation within the

given error tolerance, the client is informed ab out this problem.

In this case, the client can request a tiling of the requested part of the �lm using the

getTiling() metho d. Within the suggested tiling of the �lm, the error tolerance is met

or a minimum tiling size has b een reached for the particular Lenses implementation.

In addition to these metho ds, additional metho ds are available to set certain general

parameters for the viewing transformation. These metho ds allow for setting the �eld of

view, p oint in fo cus, clipping planes, ap erture of the lens, asp ect ratio of the �lm, and

others. While most of them make p erfect sense to the usual idea of a camera, they might

b e useless for the sp eci�cation of sp ecial camera typ es (e.g. a camera using a cylindrical

or spherical co ordinate system to send rays). In this case, it is the resp onsibility of the

Lenses Subsystem to make its b est e�ort to interpret these parameters in a useful way.
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(a) Uncorrected (b) Near fo cus

(c) Far fo cus (d) PAL lens

Figure 6.27: Simulation of a human eye that lost the ability to adjust fo cus with a �xed

accommo dation to 1 meter (a). The same eye corrected with a lens for reading (b), driving

(c), and with a \progressive addition lens" (PAL) (d). All images have b een computed

with Vision using a sp ecial Lenses and Camera subsystem for simulating the b ehavior of

the human eye and the optical prop erties of the lenses. Wavefront tracing and distribution

tracing has b een used for computing the optical prop erties of the lens and the depth-of-�eld,

resp ectively [LGS

+

95]. Also see color Plate A.9 on Page 266.

Figure 6.27 demonstrates the 
exibility of the lenses subsystem. The images demon-

strate the vision of a human eye that lost the ability to change the accommo dation, i.e.

to fo cus at di�erent distances. This defect is traditionally corrected with two sp ectacle,

one for fo cusing to near ob jects (e.g. reading) and one for far ob jects (e.g. driving). With

mo dern \progressive addition lenses" b oth e�ects can b e integrated continuously into a
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single lens.

6.8 Algorithms for the Film Subsystem

The Film subsystem itself is mostly a container ob ject similar to the Camera subsystem. Its

main task is to manage the three ob jects of the Renderer, Imager, and Frame subsystems.

The Film subsystem and the subsystems it contains, only work in two dimensions. If

required they request services related to 3D from the Lenses subsystem.

A Film ob ject is de�ned as an axis-aligned, two-dimensional rectangle of a given asp ect

ratio. In contrast to the real world, a virtual Film ob ject in the Vision architecture do es

not have a prede�ned size. The size of the �lm is determined by the Lenses subsystem.

In the following sections we discuss algorithms for each of the three subsystems managed

by a Film ob ject.

6.8.1 Renderer Subsystem

Within the Film ob ject, the Renderer is resp onsible for sampling the �lm surface. For this

task, a �lm is divided into a rectangular grid of pixels. For each of these pixels the Renderer

must supply suitable pixel information (e.g. radiance, depth, coverage, etc.). However, the

Renderer is free to sample the �lm at any lo cation, but it must reconstruct the pixel values

from these samples and pass them on to the Imager ob ject.

Currently two ray tracing algorithms are implemented for the Renderer subsystem: sim-

ple ray tracing in scan line order and pixel selected ray tracing [AMS91 ]. As an alternative

to ray tracing, a scan line renderer is also available [WC91 ].

Ray Tracing in Scan-line Order

This algorithms is the most trivial ray tracing algorithm, which simply generates a single

ray for each pixel on the �lm. It uses the Lenses subsystem to generate the 3D ray for

a given p oint on the �lm, requests intersections with the ob jects in the scene, and �nally

obtains illumination information from the Lighting ob ject of the scene. This information

is then passed on to the Imager ob ject.

It is imp ortant that the illumination information is requested from the Lighting ob jects.

An alternate approach would b e to request intersections of the scene ob jects with the ray,

and re
ected and emitted radiance directly from the shader of the �rst intersected ob ject.

However, this approach fails if the camera is inside a volume ob ject, b ecause the volume

e�ects would not b e considered since no intersection with the volume ob ject might b e

rep orted.

Pixel-Selected Ray Tracing

Pixel-selected ray tracing mo di�es the naive ray tracing algorithm by adaptively cho osing

the sample p oint on the �lm [AMS91 ]. The algorithm starts by sampling a coarse grid
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of p oints. For every grid cell and its four corner samples an \oracle" is invoked that

determines if the samples are go o d enough, in which case the color of the corners are

interp olated across the pixel.

If the oracle decides that a cell is not approximated well enough by the interp olated

color, it recursively re�nes the cell. Whenever a cell is re�ned its neighb ors are checked to

see if the decision of the oracle need to b e reconsidered for them given the new pixel data.

With this concept, the algorithms can backtrack through grid cells to correct for long and

thin ob jects that fell b etween some initial, large grid cells.

While the original algorithm in [AMS91] used information ab out the complete shading

tree of ray tracing in the oracle, not all of this information is available in the Vision

architecture. For instance, the algorithm do es not even know whether shadow rays have

b een generated, and therefore cannot use this information for the oracle. Still, the identity

of the �rst intersected ob ject and the radiance returned by a sample ray o�er su�cient

information to successfully use the pixel-selected ray tracing algorithm.

Scan-line Rendering

Scan-line algorithms have b een used for a long time in computer graphics [WREE67 ,

Wat70] and they are are still widely used in software-based rendering systems [WC91 ].

They are often also used to optimize the �rst generation of rays in a ray tracing system

[Gla89]. The geometric ob jects of the scene, which are normally restricted to triangles

or p olygons for these algorithms, are pro jected into screen co ordinates, while maintaining

additional data like color, normals, depth, and texture co ordinates at the vertices.

The image is then pro cessed one line at a time, only op erating on those ob jects that

might b e visible in each line. For each line, the visible spans of each ob ject are computed

and are merged using the depth information to solve the hidden surface problem on this

scan-line. The shading is p erformed only after visibility has b een determined. During most

of the stages of the algorithm, information can b e maintained in an incremental fashion,

thus sp eeding up the calculations. Additionally, b ecause a large numb er of pixels is usually

pro cessed with a single span, the amount of pro cessing p er pixel can b e reduced.

Implementation The p olygonal or triangular representation of the scene usually re-

quired by scan line algorithms, is available through the sub division interface of the Geom-

etry subsystem. It also provides other geometric information like normals and parametric

co ordinates.

After the visibility problem has b een solved by the scan-line algorithms, the shading

information is requested from the lighting subsystem in much the same way as for the ray

tracing algorithms. Currently, Vision o�ers no p ossibility to allow interp olation of shading

information across a scan-line or b etween two shading samples other than to interp olate the

resulting radiance values. A more general interface would b e very useful and convenient.

It could reduce the amount of recalculation for spans, if it can b e �gured out that some

of the shading values are not changing much b etween two samples. Such an extension is

currently under development for the Vision architecture.



6.9 Algorithms for the Scene Graph 169

6.8.2 Imager Subsystem

An Imager ob ject in Vision takes the quantities calculated for the pixel lo cations and maps

them to output quantities, which are then stored in the Frame ob ject. It can do whatever

is required to map the computed values to some pixel values.

While a general implementation of the Imager subsystem would p erform some kind of

tone-mapping or gamma-correction, which basically maintains the full information in the

image, the Imager is free to p erform other op erations, such as computing luminance levels,

false color plots for illuminance, or other transformations of the image data.

Implementation Currently, the Imager subsystem has only b een implemented through

an interface to the extended RenderMan imager and �lter shaders (see Section 9.3). The


exibility of the extended Shading Language allows for the easy implementation of new

Imager functionality. Writing of sp ecial C++ classes for this task has not b een necessary.

Using the RenderMan Shading Language, we have implemented several simple and

advanced tone-mapping op erators including [War94, TR93], and several custom �lter im-

plementations [RW94]. Example images are given in Section 9.5.

6.8.3 Frame Subsystem

Finally the Frame ob ject is resp onsible for storing the resulting values in some format.

Implementation Currently, the Frame subsystem supp orts several image �le formats

(PPM, TIFF, and an uncompressed or compressed 
oating p oint format [War91]). Also

available are implementations that output the pixel data to X and Op enGL windows.

Currently, the interface for image sequences is mapp ed to storing a numb ered sequence of

single images, but the supp ort of animation formats like MPEG [MPE91 ] or OMF [Des93]

should b e simple to integrate.

Only the TIFF Frame implementation currently makes use of any of the additional in-

formation available to the Frame ob ject, such as color space information, and it stores that

information in the TIFF �le. It also treats other channels, such as the depth information,

correctly and stores them as additional images.

6.9 Algorithms for the Scene Graph

The scene graph in the Vision architecture is the central data base to which all other

algorithms have access. We have chosen to lo osely bind attributes to ob jects, which requires

additional work during traversal, b ecause the set of attributes that apply to an ob ject must

b e identi�ed. The traversal of the scene graph is a very frequent op eration during rendering

(e.g. for ray tracing) and it must b e made as e�cient as p ossible.

However, this situation is not as bad as it �rst seems, b ecause the attributes are not

normally required during the traversal of the scene graph. They must only b e available
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once a particular place in the graph has b een found, such as an intersection with an ob ject.

Thus, most attributes can b e completely ignored during normal traversal op erations with

the exception of geometric transformations.

Another imp ortant p oint is the asso ciation of attributes with ob jects. Vision applies a

strict hierarchical structure where the attributes at an internal no de only apply to itself

and the subgraph at this no de. In contrast, in the Op enInventor to olkit [Wer94, SC92]

attributes also apply to all other ob jects that follow in a depth �rst traversal of the graph,

unless this b ehavior is explicitly isolated by a sp ecial no de in the graph. In this case, the

asso ciation of attributes with an ob jects also dep ends on the order of the ob jects in the

graph. This is not the case in Vision and simpli�es many op erations.

6.9.1 Scene Graph Traversal

In order to sp eed up the traversal pro cess, several optimizations have b een made. First of

all, a separate class Traverser has b een intro duced, which stores whatever information is

required to e�ciently access data that has b een accumulated during traversal.

It is imp ortant to note that most of the information in the scene graph do es not need

to b e pro cessed immediately during the traversal, but that it is su�cient to maintain

the necessary information to derive the required data when it is needed. One example

is the intersection traversal op eration, which is a frequent op eration for many rendering

algorithms (e.g. for visibility testing, etc.).

The Traverser ob ject maintains a stack of transformations which is pushed and p opp ed

as the scene graph is traversed. For the intersection traversal, the accumulated trans-

formation is not immediately computed, b ecause matrix multiplications are exp ensive at

this stage. All that is required for the calculation of intersection is the ray that must b e

transformed into the prop er co ordinate systems for each push op eration.

Thus, we only compute the parameters of the transformed ray instead of the complete

matrix multiplication. The fully accumulated transformation is only computed when re-

quired. Additionally, the Transformation class maintains enough information ab out the

kind of transformation it represents to b e able to compute a transformed vector or a con-

catenation with another Transformation ob ject with the least amount of work.

Dep ending on the class of the ray, the required shading information can then immedi-

ately b e retrieved from the current state of the TraversalContext ob ject. As an alternative,

the path through the scene graph to the intersected ob ject can b e stored. This path can

later b e used to �nd the attributes applying to the ob ject in question.

Another problem are sp ecial acceleration structures such as o ctrees or b ounding volume

hierarchies. Because they do not traverse the scene graph in order the optimizations

describ ed ab ove have little e�ect. To solve this problem, the TraversalContext ob ject

maintains a cache of paths through the scene graph and the asso ciated transformations.

This cache works very well and considerably sp eeds up the computation.

Within such data structures as an o ctree, we cannot store a direct reference to a prim-

itive, b ecause this would b e ambiguous due to multiple instantiations. The original scene

graph also do es not store references to parents of an ob ject. Instead, this information is
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only computed and maintained at places where this is necessary. The o ctree, for example,

maintains a very compact representation of the \inverse tree" (only linked from children

to their parents) that is created by a depth order traversal of the scene DAG. The no des

of the inverse tree are the keys to the cache maintained in the TraversalContext ob ject.
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Chapter 7

Implementation of the Vision

Architecture

In this chapter we describ e the implementation of the Vision architecture. In order to verify

the advantages of the Vision design, we have build a complete physically-based rendering

system based on the architecture. The Vision rendering system builds on the basic facilities

o�ered by the architecture and extends them to create a complete rendering application.

In this sense, the Vision renderer, as describ ed b elow, is not an integrated part of the

architecture. As an example application of the architecture, it demonstrates a p ossible use

of Vision as a rendering kernel.

The work presented in this thesis concentrates on the implementation of the rendering

kernel and the basic rendering services it o�ers. The creation of an application has received

less attention and there still remains much work to b e done b efore a comfortable and

interactive rendering environment for a casual user can b e realized.

However, the current application o�ers a very 
exible design, which is of primary inter-

est in a research environment. Using the emb edded programming language Itcl , the classes

of the rendering kernel can easily b e con�gured for di�erent applications.

We start with a brief review of the background of the implementation and previous work

that the Vision system builds on. We then pro ceed with an overview of the implementation

and its structuring into vertical class hierarchies and horizontal layers. For all ma jor

subsystems of the architecture we summarize the current status of the implementation.

A ma jor building blo ck for the application layer of the Vision software system is the

use of an emb edded, ob ject-oriented language. The integration of this language and the

automatically generated binding to the core classes of Vision to is describ ed in Section 7.4.

In the last Section of this chapter we describ e the Vision renderer and the di�erent

mo des in which it can currently b e used.
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7.1 Previous Work

The Vision rendering system evolved from work in several areas of computer graphics. A lot

of exp erience was obtained from the development of the ob ject-oriented ray tracing system

GammaRay [SH93]. Although it was written in the programming language C , it was based

on an ob ject-oriented design and we used ob ject-oriented programming techniques in C for

this pro ject. These techniques were based on naming conventions and the extensive use of

macros. Ob jects and classes were implemented using an extension of the approach used

for the X Window Intrinsics library [NO90].

Figure 7.1: An example image of a bathro om computed with ray tracing. Also see color

Plate A.10 on Page 267.

Many of the design decisions in the Vision system were the result of earlier exp erience

while developing GammaRay . This esp ecially includes the separation b etween the geometric

shap e of an ob ject and its optical attributes like the surface shader. Also, the organization

of the scene graph subsystem and the handling of resources like textures was motivated by

this work.

Other in
uences on the design of the Vision architecture, esp ecially for the handling of

geometric ob jects, came from previous work on an ob ject-oriented framework for geometric

mo deling (OBMS) [KS92, SKS94]. Several features of the geometric entities in the Vision
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system are extensions from this work.

The use of a SurfaceInfo ob ject to describ e the di�erential geometry prop erties at a

particular p oint on a surface are esp ecially motivated by the problems encountered in

that system. There, each prop erty of the surface was queried by a di�erent metho d.

For some primitives this could lead to multiple executions of essentially the same co de,

b ecause caching of results and lazy evaluation was not p ossible. On the other hand, the

full generality of the OBMS design for surfaces was not required for the Vision rendering

system and thus has not b een implemented.

7.2 Overview of the Implementation

The Vision rendering system has b een designed and implemented over the last two years,

but early design ideas have already b een tested on the GammaRay system.

When we started the implementation in C++ , we decided to make use of the newly

emerging template features in the language, even though the supp ort by the compilers was

very weak and buggy at that time. As a result, the use of templates has allowed for a

much cleaner design, esp ecially for some of the general utility classes.

All the co de in the Vision core is designed to b e indep endent of other class libraries.

Whenever external class libraries have b een used, they have b een encapsulated to allow for

easy replacement.

The complete Vision architecture is written in C++ [ES91] and currently consists of ap-

proximately 250 classes divided into ab out 40 abstract base classes describing the interfaces

of the various rendering subsystems, 140 classes implementing the rendering subsystems,

40 classes implementing the RenderMan interface, and ab out 30 utility and other classes.

These classes are organized as a \forest" of indep endent class hierarchies, b ecause the

Smalltalk-like design of using a single common base class for all classes in the system would

have encouraged the design of a monolithic software architecture. The use of indep endent

class hierarchies in principle allows for the reuse of some hierarchies indep endent of the

Vision pro ject. Whenever a common b ehavior of indep endent classes was required, either

multiple inheritance or template classes have b een used.

Orthogonal to this vertical structure of the Vision implementation, the system is fur-

ther organized into a hierarchy of layers. Having a forest of classes with no further internal

structure usually leads to the problem of unco ordinated interrelations and circular dep en-

dencies b etween various classes of the system. This also results in a monolithic system

b ecause it b ecomes di�cult to separate particular classes from the rest of the system due

to their interrelations. The structure of Vision organizes the classes by dividing them into

several layers, only allowing a class to use other classes from the same or lower layers.

The Vision system is divided into the following hierarchical structure of layers (from

top to b ottom):

� User-Interface Layer

� Application Layer
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� Emb edded Language Layer

{ Wrapp er Layer

{ Ob ject Server Layer

{ Itcl Layer

{ Tcl Layer

� RenderMan Interface Layer

{ RIB Layer

{ API Layer

{ Utility Layer

� System Layer

{ World Layer

{ Resource Layer

{ Utility Layer

� Shading Language Layer

{ Compiler Layer

{ Runtime Layer

{ Utility Layer

� Rendering Layer

{ Implementation Layer

{ Abstract Layer

{ Utility Layer

� Basic Utilities Layer

The Basic Utility Layer provides basic utility classes like collections, sets, strings, dic-

tionary, array, and so on. Some of these classes are currently simple wrapp ers around

classes from other class libraries.

The previous parts of this thesis were mainly concerned with the design and the im-

plementation of the \Rendering" layer, which is by far the largest part of the system. The

\Utility" part of the Rendering layer provides basic classes for geometric entities (p oints,

transformations, etc) as well as classes for describing color, color spaces, and transforma-

tions b etween them.
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The \Abtract" sublayer contains abstract base classes that de�ne the interfaces b e-

tween the di�erent subsystems of the Vision architecture. Concrete classes in the \imple-

mentation" layers actually implement the functionality of the di�erent subsystems. The

\implementation" layer contains most of the algorithms describ ed in this thesis.

The \Shading Language" layer contains the necessary classes to supp ort the use of

the RenderMan ShadingLanguage within the Vision rendering architecture. It implements

sp ecial derived classes for the Shader, LightSourceShader, Imager, Frame, and various other

subsystems, which act as the runtime interface to the Shading Language co de generated

by the ShadingLanguage compiler. This layer is discussed in more detail in Chapters 8

and 9.

This layer is further divided into sublayers that provide basic utilities, provide the

runtime supp ort for the ShadingLanguage, and �nally implement the ShadingLanguage

compiler itself.

The \System" layer of Vision is mainly concerned with the management of the various

ob jects in the scene description. It uses the notion of a resource for ob jects that are related

to external resources, as for example scene descriptions �les, texture �les, volume data �les,

and so on. Using registered resource loaders, these external resources can b e transparently

loaded and stored from and to a variety of �le formats.

The \World" sublayer contains the ro ot \world" ob ject of Vision from which all other

ob jects can ultimately b e accessed. Its main purp ose is to manage the available resources

and Scene ob jects within a Vision application. The Scene ob jects are the largest entity

that mo dules from the \Rendering" layer are concerned with.

The \RenderMan Interface" layer provides a RenderMan compatible interface for the

Vision architecture, by implementing the RenderMan API and the co de for interpreting

RenderMan RIB �les. By combining this layer with those b elow, Vision can b e con�gured

as a RenderMan compatible rendering library that can b e linked to other applications

through the standard RenderMan API.

The \Emb edded Language" layer contains the classes and the scripts required to sup-

p ort the emb edded language Itcl (short for [incr tcl] ) within the Vision system. This

layer is describ ed in more detail later in Section 7.4.

The \Application" Layer contains the application sp eci�c co de for programs that make

use of the Vision rendering interface. For the current Vision rendering system this layer

contains very few additional classes, b ecause most of its functionality is already contained

in the other layers. Only a few Itcl scripts are used to con�gures the subsystems provided

by the other layers for the prop er functionality.

Finally, the \User Interface" layer contains classes to build an user interface for the

application. The user interface is build up on the widely used OSF/Motif standard. Motif

is integrated into Vision using the \tclMotif " library. This library provides access to the

Motif widgets from the interpreted language already used in Vision . Implementing the user

interface co de in an interpreted language allows for very fast turn-around times during the

design of the user interface.
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7.3 Status of the Implementation

In the following, we brie
y summarize the current state of the Vision pro ject and all the

implemented subsystems and classes.

Most features of the Vision rendering architecture as describ ed in the previous Chap-

ters have b een implemented in Vision system. One ma jor exception is the true participa-

tion of volume ob jects in the global illumination solution, except for the simple emission-

absorption approximation demonstrated in Section 6.6. Volume radiosity along the lines

of [RT87] and [Sob94] is currently b eing implemented. In a few cases, minor changes and

extensions to the currently implemented architecture have b een describ ed in this thesis,

but have not yet b een integrated into the implementation.

For the geometric subsystem, Vision o�ers the complete set of RenderMan primitives. A

few additional primitives typ es have b een added for e�ciency reasons, e.g. we treat triangles

and parallelograms separately from more general p olygons. The supp orted primitives are

listed b elow

� Quadric primitives: sphere, cylinder, cone, disk, torus, parab oloid, hyp erb oloid,

� Polygonal primitives: plane, triangle, parallelogram, (convex) p olygon, and general

p olygon (concave or with holes),

� Spline primitives: Bilinear and bicubic patch with arbitrary basis functions, rational

and integral form of a B-spline tensor pro duct surface of arbitrary order, patch mesh,

triangular B�ezier and DMS-splines [DMS92],

� Comp ound primitives: CSG, Realizable and Realization (for multiple instantiation

of scene subgraphs),

� Acceleration primitives: b ounding b ox, o ctrees based on the Smart traversal algo-

rithm [Spa89], ray-classi�cation [AK87],

� Volume primitives: axis-aligned rectilinear grid of volume data.

Besides the traditional light source typ es, the LightSourceShader subsystem supp orts

pro cedural RenderMan light source shaders for any surface primitive. RenderMan shaders

are also used to describ e the optical prop erties of surfaces and volumes. Because of the


exibility of the RenderMan interface and the sp eed of our implementation of the Shad-

ing Language, no sp ecialized implementations for the Shader and the LightSourceShader

subsystems have b een necessary.

Implementations for the classical, the �nite element, and the Monte-Carlo approach of

global illumination calculations are available for the Lighting subsystem. These have b een

describ ed in Section 6.5.

For the camera subsystem, currently only the basic orthographic and p ersp ective cam-

era ob jects are available. The Rendering subsystem o�ers a basic ray tracing based im-

plementation and an algorithm for pixel-selected ray tracing [AMS91]. An existing fast

scanline renderer based on the work in [WC91 ] is b eing p orted to the Vision architecture.
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For the Frame subsystem we have implemented classes to read and write �les in PPM,

TIFF, and Ward's 
oating p oint formats [War91]. The integration of other formats and

the supp ort for writing compressed animation sequences have b een started. In addition

to nearest neighb or, and interp olated p oint samples, the Texture classes provide MIP-map

and summed-area-table �ltering. Of course, all the facilities of the RenderMan Shading

language for creating pro cedural textures are also available.

A complete implementation of the RenderMan interface including the API, the RIB

interface, and a native Shading Language compiler is available (see Chapter 8) and is

b eing used as the main interface to the system. The RenderMan Shading Language has

b een extended in order to o�er supp ort for advanced global illumination algorithms (see

Chapter 9).

Also available are several stand-alone converters from several scene description formats

to the RIB format (with and without using our extensions to the RIB format). The fol-

lowing formats are supp orted: GammaRay, Cad400, Shirley, NFF, SPD. Other formats

(e.g. MGF, RayShade or POV) are considered to enlarge the basis of test scenes. Unfortu-

nately, very few scenes for testing global illumination are available, which is certainly due

to the fact that no commonly accepted �le format is available, which would b e su�cient

for this purp ose (MGF might b ecome a solution, but it is still very new). We hop e that

the extensions to the RenderMan format allow it to b e used for this purp ose.

The implementation of the emb edded language is describ ed in more detail in the next

section. After that, we give an overview of the rendering applications built up on the

implementation of the Vision architecture as describ ed ab ove.

7.4 Using Itcl as an Emb edded Language

Building a large software system like the Vision architecture presents some practical prob-

lems for the develop ers. Some of them, namely con�guration, testing, and the interface

to user interactions are discussed in this section. We address these problems through the

integration of an interpreted language.

The use of an interpreted language allows for dynamically changing the con�guration of

the system, to automate certain activities like running test scripts and comparing results

for regression testing, or to dynamically bind actions to user interface events. An emb edded

language also has advantages for the renderer application, as it can b e used as a command or

macro language within the application, which is preferable to implementing an application-

sp eci�c macro-language from scratch.

An imp ortant issue for the use of the emb edded language has b een the supp ort for

ob ject-orientation and the access to C++ ob jects within the Vision architecture. Several

languages are available that can b e emb edded into an application (e.g. Perl, XLISP, Python

[vR94], ...). Most of them, however, were not designed as an emb edded language, and the

ma jority lacks a reasonable API for C++ (this has changed for Perl with the last 5.0

release), or are not suitable for the mapping of C++ class hierarchies. We decided to use
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the To ol Command Language ( Tcl ) [Ous90 ] and its ob ject-oriented extension Itcl [McL93]

as the base for our implementation, b ecause it has found wide spread interest and was

designed with a p owerful C API. The Itcl extension is similar to C++ , which allows for a

simple mapping of C++ to Itcl .

The binding of C++ classes to Tcl and Itcl requires the use of wrapp er functions in

C++ , which convert arguments and results b etween the two environments. Building these

wrapp ers by hand requires a tremendous amount of tedious work that should b e automated

using an appropriate to ol.

For his YART program Beier [Bei94a, Bei94b] has integrated much of the interface

b etween Tcl and C++ into his C++ classes. This design still requires a lot of non-trivial

and redundant manual work to function prop erly. We decided against this approach,

b ecause from a software design p oint of view, a lower level class library should not b e

p olluted with higher level functionality. This would have made the Vision architecture

dep endent on Tcl , even if Tcl were not used by the application using Vision .

Yet another similar approach has b een taken for the Fabule system [Gas95]. The Fabule

system has a built-in runtime typ e system that is similar to the one used in the Inventor

to olkit [SC92, Wer94]. This typ e information is used to automatically dispatch Tcl com-

mands in the class hierarchy, which must b e a single-ro oted tree for this to work. But to

complete the interface b etween Tcl and C++ , wrapp er functions for each class must still

b e written that parse Tcl arguments, call the appropriate C++ metho d, and returns the

results to Tcl .

Because the wrapp er co de b etween Itcl and C++ is very uniform, it should b e p ossible

to generate it automatically from the information ab out the classes, which is available from

class declarations of the C++ -header �les. Using this approach, no sp ecial interfaces of

the class libraries need to b e available, as the necessary wrapp er can b e generated even

for precompiled classes for which the source co de can not b e changed. We have created

a to ol ( Itcl++ ) to generate these wrapp ers automatically. This to ol allows for using the


exibility of Itcl for accessing C++ ob jects and is describ ed in the following sections. A

more detailed description can b e found in [HSS94].

7.4.1 Itcl++

Itcl++ allows for the mapping of a C++ class hierarchy onto an equivalent class hierarchy

in the ob ject-oriented, interpreted language. This mapping is p ossible even without having

access to the C++ source co de of libraries, as only the appropriate header �les are required.

The to ol allows the creation of Itcl classes and ob jects representing their corresp onding

C++ entities. Metho d invo cations on Itcl ob jects invoke their resp ective memb er functions

of the corresp onding C++ ob ject, automatically converting parameters b etween the two

environments. It is also p ossible to derive new Itcl classes within the interpreted language.

The syntax of Itcl p ermits a one-to-one mapping of C++ co de to equivalent Itcl co de.

This mapping gives the programmer the 
exibility of an interpreted language when

combining existing C++ classes from class libraries to form an application. It also facilitates

a rapid-prototyping approach to application design, in that existing C++ classes can b e
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extended and tested interactively in Itcl , and then later reco ded in C++ .

7.4.2 Parsing C++ Header Files

To meet these requirements, we decided to use a two-step strategy. In the �rst step, C++

header �les are parsed and sp eci�cation �les are created from C++ class de�nitions. Our

sp eci�cation �les are plain Tcl scripts calling sp ecial prede�ned Tcl functions.

The parsing step is partially based on heuristics, since the semantics of a C++ param-

eter can sometimes not b e determined by just lo oking at its declaration. Consider, for

example, the following function.

void foo( Foo *f );

No decision is p ossible ab out whether f is supp osed to b e a p ointer to an ob ject of typ e

Foo , or an array of Foo ob jects: the two alternatives obviously require di�erent conversion

co de. In cases where ambiguities o ccur, heuristics must b e used, and warning messages

are generated. Decisions made in this step may b e overridden by the programmer simply

by editing the created sp eci�cation �le.

Co de Generation The sp eci�cation �le now contains all the information required to

create C++ and Itcl co de in the second step. Every semantic ambiguity in the sp eci�cation

�le should have b een resolved, so that co de generation can take place without any manual

intervention.

The generated C++ co de consists mainly of the C++ function wrapp ers, while the Itcl

co de creates the corresp onding Itcl class hierarchy.

Instead of having di�erent wrapp ers for each public function of a class, we decided to

group these functions into four categories: constructor, destructor, static and non-static

memb er functions. For each of them we create one wrapp er function, thereby reducing the

replication of co de. The function call scheme is illustrated in Figure 7.2.

7.4.3 Ob ject Server

In order to keep track of the C++ ob jects referenced by Itcl , we use an object server , which

consists of two hash tables. One hash table maps C++ p ointers to Itcl ob ject names and

is used for handling return values. It is imp ortant that this table contains p ointers to all

C++ sub ob jects of every registered C++ ob ject. That is, for each registered C++ ob ject

the table contains one entry for each class in the inheritance hierarchy of the ob ject.

The second table maps Itcl ob jects to C++ ob ject p ointers. Again we need di�erent

p ointers for every class in the inheritance graph of the ob ject, so we cannot just take the

Itcl ob ject name as a hash key, since there is no one-to-one corresp ondence b etween names

and p ointers. Instead, we have to assign a unique handle to each Itcl sub ob ject. This

handle is stored in a protected self variable within every Itcl sub ob ject.
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Figure 7.2: Access of C++ memb er functions through Itcl . Itcl memb ers call C++ wrapp ers

for constructors, destructors, metho ds and static metho ds, resp ectively. These functions

convert function input parameters from Tcl to C++ , execute the C++ ob ject memb er and

�nally convert output parameters and the return value back to Tcl .
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Figure 7.3: Whenever a new ob ject is created, Itcl �rst executes the constructor of each Itcl

base class (1). Afterwards, the C++ wrapp er for the constructor is called (2), and a new

C++ ob ject is created (3,4). Then the wrapp ers for the constructors of each baseclass are

called recursively (6). They register the new ob ject with the ob ject handler, and initialize

the self variables of the Itcl ob ject (5,7).

During construction of a Itcl ob ject, the constructor wrapp er recursively calls the wrap-

p ers of the sup erclasses, with each wrapp er registering the corresp onding sub ob ject and

initializing the self variable (see Figure 7.3).

When calling C++ functions from Itcl , the ob ject server is used to convert the ob ject

arguments. If a memb er function takes an Itcl ob ject as one of its parameters, the wrapp er

function simply queries the ob ject handler for the address of the corresp onding C++ ob ject.

Since every Itcl ob ject is assigned a C++ ob ject at creation time, this p ointer always exists.

If, however, a C++ function returns a p ointer to an ob ject, this ob ject may or may
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Figure 7.4: A memb er function of ob ject Foo has b een called (1,2), which returns a newly

created ob ject Bar (3). The Foo wrapp er queries the ob ject handler for the name of the

corresp onding Itcl ob ject (4). Since the ob ject handler is not able to �nd the name in

the hash table, it creates a new Itcl ob ject (5), which in turn registers itself through the

constructor wrapp er (6,7).

not b e registered, that is, there may or may not b e a corresp onding Itcl ob ject. If such

an ob ject exists, its name should b e returned to Itcl , otherwise a new Itcl ob ject must b e

created and registered with the returned C++ ob ject in the ob ject server. In this case, if

the ob ject handler is not able to �nd a matching entry in its hash table, it creates a new

Itcl ob ject, which in turn registers itself with the ob ject handler (see Figure 7.4).

One problem is that in Itcl , a class may only o ccur once in the inheritance graph of

another class. Thus, the inheritance graph for every class may only b e a tree instead of an

arbitrary DAG as in C++ , when virtual base classes are b eing used. This means that C++

class hierarchies that use this feature cannot b e completely mapp ed to Itcl , but rather the

Itcl hierarchy has to b e cut b elow the p oint where this problem would o ccur.

While this is clearly a restriction, in practice the consequences seem not to b e to o

striking, since in C++ this feature is most often used to provide groups of classes with low

level functionality, for example b eing writable to some sort of stream. In cases where Itcl

is used as an high level interface on top of a C++ hierarchy, which seems to b e the most

appropriate range of application, one could as well do without such low level functionality.

Nonetheless, we think that Itcl should b e changed to supp ort the full C++ semantics of

inheritance in the future.
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7.4.4 Use of Itcl++ with the Inventor Class Library

We tested Itcl++ with the commercial Op enInventor class library [SC92] from Silicon

Graphics. Inventor is an ob ject oriented 3-D to olkit, which provides means to display and

interactively manipulate complex scenes, using the Op enGL Graphics Library from Silicon

Graphics.

For testing purp oses we have chosen 32 classes with 190 memb er functions, mainly

geometric ob jects and manipulators. The C++ parser detected 13 ambiguities, all relating

to the use of parameters of typ e char* . Based on the heuristic rules, these parameters

were interpreted as strings, not as p ointers to char . In all cases, this interpretation turned

out to b e the right one, so that no further human intervention has b een necessary.

The sp eci�cation �le of 839 lines has b een used to create 8204 lines (ab out 18 KB) of

C++ co de. This makes an average of ab out 43 lines of co de p er memb er function.

7.4.5 Use of Itcl++ with the Vision Architecture

The heuristics used for C++ parsing were originally develop ed using the classes of the

Vision hierarchy as a reference. However, the original Vision classes were not changed to

accommo date Itcl++ .

The Vision system currently consists of ab out 250 classes, making extensive use of

advanced C++ features such as templates. Ab out 100 of the high level classes with a total

of over 650 memb er functions have b een mapp ed to Itcl .

Heuristics have proven to work very well for this pro ject: After the declarations of a few

Vision sp eci�c typ es, correct decisions have b een made for all parameters of all functions.

As a result, we are able to start Itcl++ from a \make�le", so that co de is now generated

completely automatically, without the need for human intervention.

Con�guration

The main program of the command line version of Vision is extremely simple in that all it

do es is to execute a Tcl interpreter to read the initial Itcl startup �le. This �le contains the

de�nition for all high level classes. The initialization script then analyzes the command line

arguments and calls appropriate Itcl functions. These functions instantiate all necessary

Vision ob jects (e.g. a World, a Scene, a RenderMan RIB parser) and start running the

system (e.g. tell the parser to read a RIB �le into the Scene ob ject and tell the Scene to

render all available View ob ject).

Regression Testing

Be changing just a few Itcl commands, the same program can b e mo di�ed to execute

metho ds of some particular class or ob ject. This mo de is extremely useful for regression

testing of the system to ensure the prop er functioning of all comp onents, in spite of the

mo di�cations by multiple programmers.
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Interface to User Interactions

Another imp ortant use of the emb edded Itcl language is to act as a layer b etween the

static structure of the rendering class library and any user interface built on top of it. The

problem with user interfaces is that they are usually very dynamic entities that change

frequently.The application co de on the other hand is generally stable and requires little

changes. By using Itcl as an intermediate layer b etween the user interface co de and the

application, we can easily accommo date dynamic changes in the user interface without a

need to relink or even recompile parts of the application.

7.5 Vision Renderer

The Vision renderer is a stand alone renderer built up on the Vision rendering architecture.

It integrates all the layers describ ed in Section 7.2 up to the application layer. Using the


exibility supplied by the emb edded language for run-time con�guration of the system, the

Vision renderer can work in several mo des:

� Batch rendering-mo de featuring a RenderMan compatible interface,

� Preview-mo de using a Op enGL interface for interactive previews of Vision scenes,

� Walkthrough-mo de for generating VRML [BPP94 ] scene descriptions sp ecialized for

interactive walkthroughs.

7.5.1 Batch Rendering Mo de

In batch rendering mo de the Vision system is passed the name of a scene description �le

on the command line. Using the resource loaders registered with the world ob ject, the

�le given on the command line is loaded and the corresp onding scene description graph is

built. For each view in the scene description the render() metho d is called resulting in

the pro duction of the image sp eci�ed by the view.

In the case of the scene description �le describing an animation with multiple frames, the

loaders can b e asked to immediately call the render() metho d as so on as the description

of a complete frame is read. This has the advantage that data that is only required for the

rendering of a single frame can b e deleted immediately after the rendering. This immediate

rendering mo de can therefore save memory, esp ecially if the complete scene description is

rep eated for each frame. This is the case for standard RenderMan RIB �les, b ecause of

the missing ability to describ e parts that remain static for a sequence of images (except if

ob ject instances are used).

7.5.2 Preview Mo de

In a smaller pro ject, a separate ob ject-oriented class library was designed to encapsulate

a graphics library like Op enGL. This library consists of the following two abstract classes:
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GraphicSystem This class describ es a particular graphics library and is used to handle

the global state that is usually maintained by the library. The abstract class only

o�ers a metho d to create a window on that system.

Derived classes are used to implement the actual co de for interacting with the graphic

libraries. Currently, simple implementations for a pure X Window system library and

for the Op enGL library in an X Window environment are available.

The Op enGL class is a separate class which only implements the management of the

window system indep endent core of the Op enGL. A mix-in class derived from the X

Window and the Op enGL class is resp onsible for the concrete handling of Op enGL

in an X Window environment.

GraphicWindow The class GraphicWindow encapsulates all state that is asso ciated with

a particular window. Because a window is always asso ciated with a particular graph-

ics system, a particular implementation refers to the GraphicSystem ob ject for op-

erations on the global state of that system. Currently, only an implementation of

Op enGL in an X window environment is implemented.

Although this is only a simple class library, it already incorp orates most of the necessary

functionality to p erform previewing of the scene description in the Vision system.

A basic problem with interfacing an ob ject-oriented system to a graphics library is the

mapping of drawable ob jects from the application domain to the domain of the graphics

library. Because this is an n -to- m mapping, the usual dispatching metho ds for p olymorphic

metho ds in ob ject-oriented languages are insu�cient. They can only dispatch metho ds

based on one parameter (in C++ , based on the ob ject the metho d is applied to). Multiple

dispatch metho ds are available [Sch94], but require supp ort of the compiler or sophisticated

software mechanisms.

Figure 7.5: A snapshot of the interactive preview mo de of the Vision renderer. The left

image displays the shaded (di�use color only) mo del rendered using Op enGL. The right

image shows the same scene rendered with ray tracing and texture mapping.
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We decided to use a very simple but e�cient metho d, where converters are registered

under a given name with the GraphicWindow ob ject. In addition, a similar registration

is p erformed for each class used in the scene graph. For e�ciency reasons the names are

converted to simple keys within the registration pro cedure and these keys can b e requested

from each ob ject. Because for b oth cases the same mapping is used, the same names map

to the same keys.

The rendering is now p erformed by handing a view ob ject to the draw() metho d of

the window. By requesting the key of each geometric ob ject, the draw metho d can now

dispatch the correct converter for each ob ject it encounters in the scene graph reachable

from the view ob ject. The app earance of the ob jects in the window can b e easily altered

by changing the converters registered with the window.

This metho d of multiple dispatching is not the cleanest metho d (in an ob ject-oriented

or C++ sense), but o�ers a quick solution for the given problem. More elab orate techniques

should b e used for a more general implementation.

Implementation

The current implementation of the preview-mo de in the Vision Op enGL renderer provides

converters for all basic primitives supp orted by the Vision kernel. It makes use of the

approximation interface of the Lighting and the Shader class to obtain parameters for the

material and lighting attributes of the graphics library to simulate the visual e�ects.

The windows created by the current Op enGL implementation also o�er the ability for

user interaction. After the View has b een sp eci�ed to the window, an event pro cessing

lo op can b e entered for the windows, which can now interactively manipulate the scene

and its viewing parameters. An example image of the interactive Op enGL previewer is

shown in Figure 7.5.

7.5.3 Walkthrough Generation Mo de

The walkthrough generation mo de is nearly identical to the batch rendering mo de, except

that instead of calling the render metho d of the view, the prepareIllumination() metho d

of the scene's Lighting ob ject is called. After the computation of the global illumination

has b een completed, the Lighting ob ject is requested to write its scene information to a

�le, currently using the VRML and Inventor scene description format [BPP94 , Wer94]

including all available illumination information.

Currently, the Lighting ob ject uses its internal information ab out the scene to convert

all ob jects to a p olygonal representation. It determines the requirements on the level

of detail for the p olygons by examining the global illumination and the Shader of the

particular surface. For the walkthrough application a di�use characteristic is assumed for

all surfaces and a linear interp olation of color across p olygons is used. To derive the color

of p olygons the shader is sampled at the vertices of the tessellation of the surface.

For surfaces with a gradient in irradiance or re
ected radiance (e.g. caused by a shader

with a texture map), the di�use color of the surface is determined by sampling the illumi-
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nation and the Shader over the surface and applying this information as a texture map to

a coarse tessellation of the surfaces, similar to the approach taken in [MK94].

Figure 7.6: Snapshots of the interactive walkthrough interface. The scene has b een stored

in the Inventor �le format and is viewed with the Inventor SceneViewer application.

Once the scene description has b een written to a �le, external viewers can b e used to

walk through the scene at interactive rates. Go o d exp erience has b een made with the

Op enInventor SceneViewer [Wer94] and the IRIS Performer applications from SGI [RH94].

Snapshot of viewing a Vision scene using illumination maps in a Inventor SceneViewer

application are shown in Figure 7.6.

While the use of textures as illumination maps leads to b etter interactive p erformance

on a graphics hardware that supp orts fast texture mapping, it degrades p erformance on
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other platforms. On a platforms with a low texture p erformance it is often b etter to

approximate surfaces with high �delity illumination by many small p olygons than by large

p olygons with applied illumination maps.
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Chapter 8

RenderMan Interface

The RenderMan interface is one of the few interfaces for rendering programs which is able

to describ e b oth still images and animations for a wide variety of rendering algorithms.

From the b eginning it was designed for extensibility through the use of a built-in program-

ming language { the RenderMan Shading Language. The RenderMan interface o�ers the

required p ower and the 
exibility to supp ort the use of very di�erent algorithms available

for rendering a scene, which is esp ecially imp ortant for the Vision rendering system.

We have decided to base the interface of the Vision system on the RenderMan interface,

and have implemented it completely, including a native RenderMan Shading Language

compiler.

The discussion of the RenderMan interface consists of three parts covered in this and

the following chapter: In this chapter we give a description of the implementation of the

standard RenderMan interface for the Vision system. The next chapter describ es exten-

sions to this interface that allow the use of pro cedural shaders with global illumination

algorithms.

In this chapter, we start with a description of the RenderMan interface standard, con-

sisting of the RenderMan API, the RIB format, and the ShadingLanguage. We describ e

the implementation of these parts for the Vision system, and then concentrate on the design

of a native shading language compiler. This native compiler ensures an e�cient execution

of shader co de under the very di�erent rendering algorithms available in Vision .

8.1 Implementing RenderMan

The RenderMan Interface [Pix89, Ups90, HL90] was designed by Pixar as a standard

interface b etween mo deling and rendering systems. The idea was to create a high level

description for rendering jobs and thus separate the mo deling and the rendering programs

that were (and often still are) tightly integrated.

Although the RenderMan interface was designed as an op en sp eci�cation that could b e

supp orted by most rendering systems, there are only a few commercial rendering systems

available that actually supp ort the RenderMan interface. The b est known implementations
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of the interface are \Photorealistic RenderMan" and \Quick-RenderMan" from Pixar it-

self. None of the large animation systems like Alias, SoftImage, or Wavefront supp ort the

interface for their renderer. If they supp ort programmable shading at all, they have chosen

a proprietary interface (like Op enRenderer for Alias [Ali94]).

In the following sections we describ e a new implementation of the complete Render-

Man interface on top of the Vision rendering system. The implementation includes the

RenderMan API (RM-API), the RenderMan Interface Bytestream (RIB) proto col and the

RenderMan Shading Language (SL). Besides describing the implementation of the RM-API

and the RIB proto col, we fo cus on the Shading Language, b ecause it is the most advanced

and critical part of the RenderMan interface. The Shading Language co de is executed at

the heart of the rendering program (probably millions of times for a single image) and

must therefore b e as e�cient as p ossible. This is why we decided to compile the SL co de

to ob ject co de that is linked with the renderer, instead of using interpreted co de.

We �nally analyze the problems that we encountered in implementing the RenderMan

interface and describ e solutions. We also prop ose extensions and enhancements to the

RenderMan interface and the Shading Language in particular, that would make them

easier to implement and more 
exible to use.

8.1.1 RenderMan Interface

The RenderMan API is a collection of C functions that are used by an application to

transfer geometry and rendering attributes to the renderer and to control the rendering

pro cess. These functions must b e linked with an application and can either directly drive

a sp eci�c renderer or can generate a description of the render job as a RIB �le.

The RenderMan Interface Bytestream (RIB) proto col can b e viewed as a binary or

ASCI I enco ding of a sequence of RM-API calls. Almost all functions of the RenderMan

API have a simple translation into a RIB request. A renderer can later b e used to read

and execute the requests in a RIB �le. Thus, mo deling and rendering can b e separated

into indep endent programs.

Finally, the most interesting part of the RenderMan interface is the RenderMan Shading

Language (SL). It is a high-level language designed for sp ecifying the interaction of light

with various parts of a scene. It supp orts high-level language constructs for manipulating

p oints and color, and supp orts writing various typ es of shaders.

These shaders sp ecify di�erent asp ects of the shading pro cess. Light source shaders

describ e the distribution of light from a light source, surface shaders calculate the interac-

tion of light with a surface, and volume shaders sp ecify the interaction with participating

media. Additional shader typ es are provided to describ e the imaging pro cess, i.e. the map-

ping from calculated 
oating p oint light intensities to pixel values by image shaders , and

to manipulate geometry through transformation and displacement shaders . An example

image using sp ecial shaders \mango" and \banana" [AP92] is shown in Figure 8.1.

There are several technical reasons why the RenderMan interface has found little sup-

p ort in the industry (and certainly many p olitical and marketing reasons to o, which we

will not discuss here). One shortcoming of the RenderMan interface is the incompleteness
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Figure 8.1: An example image showing two sp ecial surface shaders \mango" and \banana".

Additionally, \granite" and \marble" shaders have b een used. Also see the color Plate A.11

on Page 267.

of the sp eci�cation and its strong bias towards the REYES rendering architecture [CCC87 ].

Esp ecially the last p oint makes an implementation under other rendering architectures

di�cult.

While designing the Vision rendering system, we faced the problem of interfacing Vi-

sion to mo deling systems. After analyzing the advantages and disadvantages of various

interfaces, including the RenderMan interface, we decided to use RenderMan as a starting

p oint. It was the only interface that did a reasonably go o d job in describing a rendering

task and was still 
exible and p owerful enough to b e extended for sp ecial purp oses.

Organization of the Presentation

The following sections discuss the implementation of the three parts of the RenderMan

interface. The RM-API and its mapping onto the Vision rendering architecture is describ ed

in Section 8.2. The RIB proto col is implemented by directly mapping RIB commands to

their equivalent RM-API calls. Details are given in Section 8.3.

The heart of our implementation is the Shading Language Compiler. Section 8.4 gives

details on the implementation and its integration into the Vision rendering architecture. It

describ es the Shading Language compiler that is used to compile the shading co de to ob ject



194 RenderMan Interface

co de using C as an intermediate language. The compiled shaders can then b e dynamically

linked into the renderer at runtime. We also describ e optimizations that are p ossible in

the interface b etween the renderer and the compiled shader co de.

In Section 8.5 we discuss some shortcomings of the RenderMan interface de�nition

and the problems we encountered by implementing it on a rendering architecture very

di�erent to the REYES architecture. We indicate p ossible solutions and directions how

the RenderMan interface de�nition could b e changed to ease supp orting it on di�erent

rendering architectures.

Finally, we conclude this chapter with a discussion of the b ene�ts and problems of using

a standard interface to a rendering system.

8.2 RenderMan API

8.2.1 Overview

The RenderMan-API (RM-API) is the pro cedural interface to RenderMan. The API allows

programs to directly control a RenderMan renderer and to use RenderMan as a high-

level, high-quality visualization to ol. The p ower of using the RenderMan interface as a

programming to ol is demonstrated by the \3D Graphics Kit" and Quick-RenderMan in the

NextStep environment [Nex92 ]. Here, the RM-API is encapsulated into an ob ject-oriented

class hierarchy and is the standard for 3D graphics output on this platform.

The interface functions of the RenderMan API can b e group ed into �ve categories:

� The graphics state functions manage the state of the interface. Functions for sav-

ing and restoring the current state on stacks allow for building a hierarchical scene

description.

� The functions from the options category mainly deal with sp ecifying the viewing,

imaging and general rendering parameters.

� The attribute functions sp ecify shading, illumination and geometric transformations.

� Finally, the geometric primitive functions are used to de�ne surface information rang-

ing from simple p olygons to advanced spline surfaces.

8.2.2 Implementing the RenderMan API

Our interface to the RenderMan-API is mainly implemented using three stacks, one each

for options, attributes, and geometric transformations. They are manipulated by functions

from the corresp onding categories. Most other functions can b e directly mapp ed to the

creation or manipulation of equivalent ob jects in the rendering system. A more detailed

description of the mapping b etween the functions of the RM-API and the Vision system is

given in the following subsections.
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Graphics State

The state of the RM-API is controlled through pairs of functions Ri*Begin()/Ri*End() ,

which start and end a new state. Whenever a new state is started, the previous state is

susp ended and restored at the end of the new state. Thus, a hierarchical structure can b e

imp osed on the scene description.

The initial state is op ened through RiBegin() , which initializes the RM-API as well

as the rendering system, if that has not yet b een done. The function RiFrameBegin()

op ens a new state for a single frame. Up on RiFrameEnd() , all attributes, options, and

primitives de�ned within this state can b e removed. In the Vision rendering system, each

of these calls is mapp ed to the creation of a subgraph in the hierarchical scene database.

All ob jects created within the new state will b e added to this subgraph, which could b e

removed after rendering the frame.

The function RiWorldBegin() freezes all options and creates a Vision Camera, Ren-

derer, Lighting, ImageShader, and a Frame ob ject, with the appropriate parameters given

by the current set of RenderMan options. These ob jects are added to the current scene

subgraph and a View ob ject is created. The active View ob jects control all information

ab out how a certain image should b e rendered. One View ob ject is created for each new

RenderMan frame.

Calls to RiAttributeBegin/End() or RiTransformBegin/End() manipulate the corre-

sp onding stack of current attributes and the current transformation from mo deling to world

co ordinates. These stacks are used whenever primitives are to b e created, and determine

how these primitives will b e group ed.

All created primitives are collected until the currently active attribute or transformation

state is to b e changed. Then these primitives, which are known to share common attributes,

are put into a sp ecial Container ob ject that describ es these attributes. Thus, the geometric

ob jects do not need to know ab out their attributes individually, but rather this information

is contained within the scene graph. The design for separately storing geometry and other

information allows for 
exible extensions of the rendering system.

Options

Options, as de�ned by the RenderMan interface de�nition, include a complete description of

the virtual camera, and the imaging (or display) pro cess, i.e. the mapping from calculated


oating p oint light intensities to pixel values. The camera description includes asp ect

ratio, resolution, clipping planes, depth of �eld, and shutter op ening times. The imaging

options include parameters for �ltering of pixel samples, exp osure control, color and depth

quantization, and output sp eci�cations for the resulting image.

All these options are supp orted by the interface, and map directly to the corresp onding

ob jects in the Vision system and their parameters. Many of the options can b e supp orted

by all rendering algorithms, but some of them (like depth of �eld or motion blur) are

ignored by certain renderers.

De�nitions sp eci�c to a certain Vision renderer can b e supplied through the generic Ri-
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Option() request. This includes the de�nition of the lighting metho d (e.g. direct lighting

with shadows calculated using ray tracing, or lighting using radiosity or Monte Carlo

integration), and of the rendering color space.

Attributes

Attributes in the RenderMan interface describ e asp ects of shading and geometry. The

shading attributes sp ecify the current color and opacity, the current surface and volume

shader, shading quality, light sources, and texture co ordinates. Geometric attributes in-

clude the current transformation, orientation and sidedness of surfaces, basis matrices and

trimming curves for spline surfaces, a clipping b ox, the current displacement and transfor-

mation shaders and parameters for the geometric approximation of curved primitives.

The Vision renderers handle shading attributes in the RenderMan interface by carrying

them along on the attribute stack until geometric primitives are added to the scene graph.

Then the shading attributes are used to instantiate an ob ject of the RenderManShader

class, our internal equivalent to a RenderMan surface shader, passing the attributes that

relate to surface shading. The RenderManShader class is the interface b etween the Vision

rendering engines and the RenderMan surface shader co de, and is describ ed in Section 8.4.

One call, RiShadingRate() , needs sp ecial attention within our RenderMan interface.

This call changes the way a surface is shaded, by adjusting the maximum screen size which

may b e covered by a single shading evaluation. Although the call directly applies to the

renderer, it is implemented by the RenderManShader class. During rendering it supplies

information to the renderer ab out the desired sampling frequency for this surface.

Area light sources are added to the scene graph like normal geometric primitives. How-

ever they require additional information that identi�es them as light emitting surfaces.

Again, this information is not directly attached to the primitive, but rather applied indi-

rectly by its p osition in the scene graph. Sp ecial interior no des in the graph p ermit the

sp eci�cation of emission prop erties for their subgraphs. At rendering setup time, an ob ject

of the class Lighting searches the database for light emitting surfaces and prepares the

lighting calculations.

The current transformation is maintained on the stack and is used when adding geo-

metric ob jects as describ ed ab ove. In the Vision system, geometric primitives exclusively

op erate in their own co ordinate system and are p ositioned through sp ecial transformation

ob jects in the scene graph. The same applies to the texture co ordinates.

The RenderMan interface allows texture co ordinates to b e sp eci�ed at each vertex

of a surface or through the current attribute state. If an ob ject do es not have texture

co ordinates sp eci�ed for its vertices, the current texture co ordinates on the attribute stack

are used.

The renderers in the Vision system currently do not implement transformation shaders,

but supp ort is included in the scene database, should a new renderer supp ort them. A

sp ecial container ob ject is inserted, encapsulating any geometry to which a transformation

shader applies. At a later stage, transformation shaders could b e implemented by querying

the geometry ob jects for a �nely sub divided mesh, and applying the transformation to it.
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Displacement shaders are implemented, but they currently only a�ect the surface normal.

Supp orting true surface displacement would, for most renderers, require a similar technique

as for transformation shaders.

All other geometric attributes are only maintained on the attribute stack and used

when geometric ob jects are created. Since they are used at creation time, no supp ort is

needed for them during traversal of the scene graph (see b elow).

Geometric Primitives

The RenderMan interface de�nes the following geometric primitives: planar convex p oly-

gons ( RiPolygon() ), planer concave p olygons, p ossibly with holes ( RiGeneralPolygon() ),

and multiple p olygons that share common vertices ( RiPointsPolygons(), RiPoints-

GeneralPolygons() ). It supp orts bilinear and bicubic patches (p ossibly rational) with

arbitrary basis matrices, meshes of these patches, and NURBS with trimming curves.

Additionally, supp ort is included for quadrics (spheres, cones, cylinders, single sheet hy-

p erb oloids, parab oloids, and disks) and tori.

All geometric primitives are supp orted by equivalent ob jects in the Vision rendering

system. In addition to the standard RenderMan primitives, we have added simple tri-

angles and quadrilaterals, planar and arbitrary triangular meshes, by using the generic

RiGeometry() function.

RenderMan supp orts solid mo deling (CSG) with the two requests RiSolidBegin(ope-

ration) and RiSolidEnd() , where operation can b e \primitive", \union", \di�erence"

or \intersection". These calls may b e nested and generate appropriate primitive ob jects.

Currently, evaluation of CSG solids is only supp orted by ray tracing renderers in the Vision

system.

The use of retained geometry is very restricted in the RenderMan interface de�nition.

The RiObjectBegin() and RiObjectEnd() calls only allow ob jects of a single typ e to

o ccur within this blo ck. The enclosed ob jects are retained and may later b e placed into

the scene graph through the use of RiObjectInstance() . Because the Vision rendering

system was designed with the exp erience that multiple instantiations of scene subgraphs can

dramatically reduce the amount of storage for non-trivial scenes and, if well implemented,

can also reduce rendering time, it fully supp orts retained geometry and no restrictions

apply. For compatibility reasons the unrestricted use of retained geometry is controlled

through an implementation sp eci�c option.

Creation Versus Traversal Time Supp ort

Options and attributes can either b e completely b ound to the database at scene creation

time, or might need some supp ort during scene traversal. Because supp ort during scene

traversal can b e exp ensive in terms of rendering time, our interface design tries to minimize

this traversal time overhead by applying most attributes to database ob jects at scene cre-

ation time. Table 8.1 gives an overview of those RenderMan attributes that need traversal

time supp ort.
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Transformations Since the Vision rendering architecture allows multiple instanti-

ations of a scene subgraphs in the database, the traversal time

supp ort for transformations is required anyway. This also allows

for a simpler implementation of op erations on geometric ob jects

in their intrinsic co ordinate system.

Texture co ordinates The transformation of texture co ordinates could b e directly ap-

plied at the creation time of geometric primitives, but the Vision

architecture already allows the re-mapping of shaders for instan-

tiations of a subgraph. Thus it makes sense to also allow the re-

mapping or transformation of texture co ordinates. In the Vision

rendering system, we make heavy use of lazy evaluation strategies,

so that the texture transformation overhead is only required when

the texture co ordinates are requested by a shader.

State of light sources RenderMan allows for switching light sources on and o� for scene

subgraphs. Thus traversal time supp ort is unavoidable.

Surface shader Unavoidable, if we want to allow for applying di�erent shaders to

multiply instantiated parts of scene subgraphs, instead of binding

the shader directly to a surface.

Surface orientation The current surface orientation could b e implemented for Ren-

derMan at primitive creation time with a 
ag for each geometric

primitive. But to allow for multiple instantiations of a scene sub-

graph with di�erent orientations, we decided to bind this attribute

at traversal time. In contrast to RenderMan, the Vision system de-

faults to a right handed co ordinate system.

Table 8.1: Features in the API that need traversal time supp ort

Evaluation of attributes that need traversal time supp ort is generally delayed until

after traversal of the scene graph. During traversal, no des of the scene graph that would

change the state, register themselves with the traversal ob ject. The current status of the

traversal ob ject is recored in a path ob ject. It can then b e queried for a certain attribute

value, which is obtained by asking the registered internal no des for its value. Using this

technique, the overhead for traversal time supp ort of attributes can b e minimized.

8.3 RIB Proto col

Using the RenderMan-API still couples the mo deling and rendering programs very tightly.

Although the mo deling program can now use a well de�ned interface to the renderer, it

must still b e linked to it. The RenderMan Interface Bytestream proto col (RIB) allows

a separation of these two tasks by the exchange of rendering data through an external

representation. With RIB, rendering jobs can b e archived in �les (e.g. for later batch

rendering) or the RIB stream can b e sent across a network for simple distributed pro cessing.

The RIB proto col comes in two 
avors: a binary and an ASCI I enco ding. With a
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few exceptions all RM-API functions can also b e used in the RIB stream. The general

format of a RIB stream consists of a sequence of RenderMan requests with arguments,

much like a shell command language. Because many arguments are often optional, the use

of \token{value" pairs is used in these cases. The token identi�es the typ e and semantics

of the following value. The same technique is also used in the RM-API in combination

with variable length argument lists.

8.3.1 Implementing the RIB Proto col

Because the mapping of the RIB proto col to the RenderMan API is straight-forward, we

decided to implement the RIB parser on top of the RM-API. The RIB stream is parsed by

collecting a RIB request with all its arguments and calling a corresp onding RIB interface

function. The interface function checks the arguments and eventually calls the corresp ond-

ing RM-API function. Testing the arguments of the RIB request is simple but tedious to

implement, and is supp orted by the extensive use of macros in the implementation.

The RM-API can b e used in immediate or in retained mo de. Retained mo de is used

together with RIB �les, so that requests are not immediately executed, but are rather

added to the scene graph. This allows the RIB scene to b e edited b efore it is rendered, or

the use of the system as a RIB editor.

8.4 Shading Language Compiler

In comparison to the RM-API and the RIB proto col parser, the Shading Language compiler

is more di�cult to integrate into a rendering system. Because the Shading Language

op erates in the heart of the renderer, a well designed and optimized interface is required.

The interface b etween the renderer and the Shading Language must have little overhead,

so that a RenderMan shader can op erate with the same p erformance as a built-in shader.

Additionally, the renderer and the interface must supp ort sp ecial features of the Shading

Language, like calculating derivatives of arbitrary expressions.

We will �rst give a short overview of the Shading Language b efore describing the

compiler and the interface to the renderer in more detail.

8.4.1 RenderMan Shading Language

The RenderMan interface de�nition as describ ed so far allows for the 
exible description

of a rendering job. This part of the interface was not to o di�cult to design, b ecause there

is a common understanding of how surface geometry, viewing transformation, and general

surface attributes can b e describ ed. But for the description of light sources, volume, or

surface shading, no such common understanding exists. There are many di�erent shading

algorithms ranging from simple heuristic mo dels to elab orate, physically-based shading

mo dels.
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Because the shading of surfaces and volumes, as well as the description of light sources

and the imaging pro cess require a very 
exible interface, the designers of the RenderMan

interface added a programmable interface { the RenderMan Shading Language [Pix89,

Ups90, HL90]. This language allows the pro cedural sp eci�cation of the lo cal interaction

of light with matter (surface and volume shaders) and light source distribution functions

(light shaders). Supp ort is also included for general, pro cedural transformation of geometry

(transformation shader), small changes of surface geometry (displacement shaders) and

imaging functions (image shader). A go o d overview of the Shading Language and its

design is given in [HL90].

The Shading Language is mo deled after the language C , but has some high level con-

structs for dealing with color and p oints, and sp ecial control structures for lighting calcula-

tions. The Shading Language supp orts writing pro cedural shaders through sp ecial shader

functions. These functions are very much like classes in an ob ject-oriented language: They

have parameters that act like instance variables and the same shaders can b e instantiated

with di�erent parameters for di�erent surfaces.

On the other hand, a shader o�ers only one single external metho d { the shading

function. This function is called by the renderer whenever it needs to determine, e.g. the

color of a surface, or the illumination at a p oint from a sp eci�c p osition on a light source.

The information ab out the environment in which the evaluation takes place (co ordinates of

a surface p oint, normal vector, texture co ordinates, etc.) is passed to the shader in global

state variables.

The arguments passed to a shader can either b e sp eci�ed when the shader is instanti-

ated, or they can b e supplied through attributes of the surface that is to b e shaded. The

RenderMan interface allows arbitrary data to b e sp eci�ed for surface vertices, which is

then interp olated across the surface, and can b e accessed by a shader.

The shading language sp eci�es a set of sp ecial purp ose functions that o�er supp ort for

many common shader tasks. These functions include the calculation of derivatives and

normals, re
ection and refraction directions, the Phong shading mo del, a noise function,

and allow for spline interp olations of p oints and colors. They also supp ort access to texture

maps with optional �ltering. The Shading Language allows sp eci�cation of p oints and

colors in any user de�ned co ordinate system or color space.

8.4.2 Shading Language Compiler

The Shading Language co de is executed in the core of the rendering program and must

therefore b e as e�cient as p ossible. This is why we decided to compile the Shading Lan-

guage co de to ob ject co de, using C as an intermediate language. For each shader the

compiler generates three C functions: the core shader co de, an instantiation and a destruc-

tor function.

The generated C co de is passed to a C compiler for generating dynamically loadable

DSO (Dynamic Shared Ob jects). At runtime, the shader ob ject co de can b e dynamically

linked directly with the renderer, instead of using interpreted co de. Using this approach,

the compiled shader co de is platform sp eci�c and do es not allow precompiled shaders to b e
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shared b etween platforms. As a result, and unlike Pixar's implementation, shaders must

b e distributed in source co de to b e useful.

Sp ecial Compiler Features

Although the Shading Language and C are very similar languages, there are enough syn-

tactic di�erences and other reasons that prohibit a simple translation of the shader co de

to C. Instead, a complete syntactic and semantic analysis is required. We give a short

overview of these features and how they a�ect the Shading Language compiler.

The state of the renderer is passed to the shader in external variables, but dep ending on

the shader, only certain variables are accessible and some may b e read-only. Also, certain

language constructs ( illuminate() , solar() , and illuminance() ) may only b e used in

certain shaders, and within these constructs, additional external variables are accessible.

The Shading Language distinguishes b etween varying and uniform variables. Uniform

parameters do not vary across a surface, while varying parameters must b e interp olated

by the renderer. The compiler can optimize a shader by identifying expressions that only

contain uniform or constant terms. These expressions can then b e moved out of the core

shader co de and need only b e evaluated once when the shader is instantiated.

The Shading Language supp orts overloaded functions that p erform di�erent op erations

dep ending either on the numb er or typ es of parameters, or even on the return typ e (e.g.

noise() and texture() ). To implement this, the compiler must have detailed knowledge

ab out the environment calling the function.

Sp ecial co de needs to b e generated for sp ecial language constructs. This includes the

derivative construct (see Section 8.4.3) as well as the solar, illuminate, and illuminance

constructs. The latter three language features are similar to lo ops that execute the following

statement or blo ck multiple times, dep ending on the rendering environment.

In the following subsections we describ e the various stages of a RenderMan shader in

the Vision rendering system (compare to [HL90]).

Compilation

The native Shading Language compiler starts by piping the shader source co de through the

standard C prepro cessor, which is resp onsible for �le inclusion, conditional compilation and

macro expansion. Then the compiler p erforms lexical analysis and parsing to generate an

annotated syntax tree of the shaders, using lex and yacc to generate the scanner and parser.

It also maintains an extensive symb ol table, including a list of shaders and functions, and

a list of color spaces and co ordinate systems used by the shaders.

For each variable, the symb ol table contains the name, typ e, and class (uniform or

varying) of the variable, the p oint of de�nition (external or lo cal variable, or formal pa-

rameter), and �nally a parse tree, which contains the initialization co de for this variable.

The list of shaders, color spaces and co ordinate systems is used in the interface to the

renderer (see b elow).
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The next step is co de optimization: We only p erform optimizations that are sp eci�c

to shader co de and which cannot b e detected by a back-end C compiler, due to missing

information. Remaining (and platform dep endent) optimizations can then b e p erformed

by the C compiler.

The main optimization p erformed by the Shading Language compiler is moving uni-

form expressions out of the shader's b o dy. There are more p ossibilities for p erforming

optimizations, but these are sometimes di�cult to detect. As an example, a varying for-

mal parameter of a shader normally receives its actual value from attribute values that

were interp olated across a surface. If, for a given surface that attribute is actually uni-

form, certain sub expressions of a shader could b ecome uniform and in this case could b e

moved out of the core shader co de. In contrast to Pixar's RenderMan implementation, we

do not bind a shader to a sp eci�c surface, but rather to a scene subgraph. This technique

requires less instantiations of a sp eci�c shader, but do es not allow us to take advantage of

this kind of optimization (which would b e di�cult to implement anyway, if there is more

than one such parameter used in the same expression).

Another approach is describ ed in [GKR95], where a shader is sp eci�cally compiled for

each binding of a shader to a primitive. This allows further optimizations by taking ad-

vantage of the additional knowledge ab out the particular primitive the shader will op erate

on.

For each shader the compiler generates three C functions: The core shader co de, an in-

stantiation and a destructor function. The instantiation function is used to create and bind

a shader to a scene subgraph. It receives the instantiation values for formal parameters

(they can later b e overwritten for a sp eci�c call to the shader), and the shader co ordi-

nate system. The function creates a shader instance structure that contains information

ab out the usage of external parameters in the shader, as well as initialized lo cal variables,

including the shader co ordinate system.

For each shader source �le, the compiler also generates a function returning the list of

shaders in this �le, and a list of color spaces and co ordinate systems used by the shaders.

The color spaces and co ordinate systems need only b e initialized once when the shader co de

is loaded into the renderer, except for the sp ecial co ordinate systems \shader", \current",

and \ob ject".

Finally, the generated C co de is passed to a C compiler for generating dynamically

loadable ob jects. This co de is then placed in a prede�ned directory, where the renderer

can �nd it later.

Loading and Instantiating Shaders

When a rendering job is started, the system searches prede�ned directories for shader co de.

Each shader �le found is then dynamically loaded and the shaders contained are registered

with the scene database. Then the RIB �le is read, or RM-API calls are received. Whenever

a set of surfaces sharing common shading attributes is to b e added to the scene graph, we

check to see if we already have instantiated a matching shader. If none is found, a new

one is created using the current shading attributes, and is added to the list of instantiated
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shaders. This shader cache severely reduces the numb er of shader instantiations in non-

trivial scenes, where the same shader is used for many surfaces.

Calling the Shader

The 
exible architecture of the Vision renderer do es not allow us to assume any order for

calls to a shader. Thus, we must make provisions for a single shader instance to b e called

for any surface at any time during rendering. This again forbids certain optimizations that

have already b een mentioned.

As a consequence, we have taken care to p erform the least amount of work when

calling a shader: We use lazy evaluation for all external state variables of the renderer (like

normal, tangent, texture co ordinates etc.). Because the shader contains information ab out

which state variables are actually used in the shader, often many values do not need to b e

calculated at all. This is esp ecially useful for varying surface attributes, which would need

to b e interp olated across the surface.

The next optimization when calling a shader is the caching of formal parameters: Each

shader rememb ers the last surface it has b een called for. If the shader is reinvoked for

the same surface, only the actually varying parameters must b e changed b efore calling

the shader. If the shader is called for a di�erent surface, we must set all varying surface

attributes. If there is no surface attribute for one of the varying formal parameter, we have

to reset it to the default value at instantiation time. Each formal variable has a dirty 
ag

indicating whether we actually need to reset this parameter.

Using the describ ed strategies, we have implemented a compromise b etween 
exibility

and low cost of shader calls

8.4.3 Handling Derivatives

The de�nition of the shading language includes sp ecial functions to obtain derivatives of

arbitrary expressions in a shader. This functionality is a very p owerful to ol for program-

ming shaders, but the current de�nition of this feature makes a conforming and p ortable

implementation very di�cult for various rendering algorithms.

The functions that compute derivatives can all b e implemented using the two basic

functions Du(expr) and Dv(expr) . Each function computes the derivative of its argument

with resp ect to the underlying surface parameters u and v . The problems start with the

exact de�nition of these functions. The RenderMan reference [Pix89] is not clear ab out

whether the derivation extends to variables in the expression, which themselves dep end on

u or v . It turns out that the derivation includes these expressions [Ap o93].

8.5 Enhancing RenderMan

The RenderMan interface de�nition is a complex do cument. During our implementation

we encountered problems, ambiguities, and incomplete sp eci�cations which we want to
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discuss in this section. We also suggest enhancements to the Version 3.1 of the RenderMan

interface de�nition that we found to b e useful.

For instance some unnecessary restrictions are that the Shading Language do es not

allow recursion or that retained geometry can only include a single ob ject typ e. These

restrictions should therefore b e removed.

One example is the handling of derivatives in the Shading Language. The b ene�t of

having the derivative extend to these variables is that more complicated expressions are

p ossible. The expressions can now dep end on values computed in conditionals or lo ops.

On the other hand, this is a ma jor drawback for the implementation: Not only can the

computed values b e non-continuous (due to conditionals), and thus the derivative may b e

unde�ned, but also sp ecial attention must b e taken if a call to Du() is itself inside a lo op or

a non-uniform conditional expression. Because the derivation can include arbitrary co de,

a symb olic derivation cannot b e done and the renderer must therefore resort to numerical

metho ds.

This requires multiple evaluations of the expression (including the co de that leads to

it) close to the original p oint on the surface, and estimating the true derivative. It could,

however, happ en that evaluation of the co de at nearby p oint do es not compute values at

all (b ecause the call to Du() is inside a conditional), thus making the whole derivative

unde�ned.

We suggest that the use of any function that relies on computing derivatives is not

allowed inside of lo ops and conditionals by the Shading Language de�nition. This would

remove unde�ned results and allow for an easier implementation without lo osing much

functionality. We have not found examples where this functionality was really needed.

In our implementation of the Shading Language, each call to Du() or Dv() is translated

into a conditional statement that either calls an internal function or computes the value

of the expression, and returns it from the shader. The internal function recursively calls

the shader for nearby p oints with a 
ag set, so that it will now compute the value of the

expression and return immediately. From these values an estimate of the derivative is

computed and is returned to the shader.

If the shader can pro cesses all samples of a surface at once (as it is p ossible in the

REYES algorithm) nearby values are normally available at no extra cost. A ray tracing

renderer, on the other hand, normally pro cesses surfaces using p oint sampling and has

no knowledge ab out the surrounding surface. Thus, it must recompute nearby values for

each shader call. Using a cache for these values seems like a go o d idea, but is di�cult to

implement due to irregular sampling patterns.

8.5.1 Recursion

The Shading Language in its current de�nition do es not allow recursion for functions and

shaders. We know of no reason for this restriction, so that we supp ort recursive calls of

functions and shaders. Figure 8.2 shows an example usage of a recursive shader. The

checker b oard shader recursively calls two other shaders, one for each of the \black" and

\white" tiles. In addition, it p erforms bump mapping near the edges of the tiles.
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Our extension allows for recursively calling other shader of the same typ e either using

the name of a previously de�ned shader in the same source �le, or using a variable. In the

second case, the string can b e a uniform string variable in the parent shader, which allows

for de�ning very general and generic shaders. Note that the second form of the recursive

call has a slightly larger runtime overhead. It is also p ossible to pass shader parameters to

nested shaders.

Figure 8.2: Three recursive shaders applied to the 
o or. The checker b oard shader calls

two di�erent marble shaders and p erforms bump mapping at the edges of the tiles. Also

see color Plate A.12 on Page 268.

8.5.2 Layered Shaders

The current de�nition of the RenderMan interface do es not allow a shader to call another

shader. We b elieve that it would add substantial functionality to supp ort multiple, layered

shaders for primitives. Currently, a completely new shader must b e written, even if only

additional detail is to b e added to a shader. This leads to extensive duplication of co de

with all asso ciated problems.

Layered shaders would, for instance, allow for adding dirt and scratches to any surface,

just by adding a \dirt" shader on top of another shader (see Figure 8.3). Other examples

include adding a lab el or punching holes in other surfaces with already complicated shaders.
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Many existent shaders could b ene�t from this feature.

Layered shaders can b e implemented in a RenderMan-based renderer by de�ning a

stack for each shader class. The RM-API is extended to allow shaders to b e added to or

removed from the top or b ottom of a shader stack. The renderer then calls the shaders in

the correct order.

(a) Plain (b) With layered \dirt" shader

Figure 8.3: The use of layered shaders. On the left, plastic shaders are applied to the

mo del. On the right, a \dirt" shader is layered onto the unmo di�ed plastic shaders. Also

see color Plate A.13 on Page 268.

8.5.3 Handling of Color Spaces and Co ordinate Transformations

The Shading Language de�nition is not clear ab out the interpretation of co ordinate systems

and transformations b etween them. The Shading Language allows all computations to take

place in an implementation-de�ned co ordinate system. Points can b e sp eci�ed in any user

co ordinate system by using the cast construct p = point "user space" (0,1,2) . The

transformation function transform() allows the transformation of p oints to a sp eci�ed

co ordinate system. The shader's author has to make sure to transform a p oint to a sp eci�c

co ordinate system b efore accessing its co ordinates [Ap o93]. All this is not clearly de�ned

in the language de�nition and should b e made clearer.

8.6 Discussion

The presented implementation shows that the RenderMan interface can b e implemented

on other rendering architectures, and that it provides a go o d basis for an interface to a

rendering system. Nearly all geometric data can b e describ ed by the standard functions,
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and generic functions make it p ossible to extend the interface for sp ecial purp oses. For

shading attributes and for controlling the rendering pro cess, the RM-API and the RIB

proto col o�er a very 
exible interface.

Figure 8.4: Example RenderMan scene using cubic spline patches. The splines are rendered

directly using the B�ezier-clipping technique [NSK90]

The RenderMan Shading Language is a 
exible to ol to describ e the interaction of light

with its environment, and to add geometric features to a scene. Although the Shading

Language can b e implemented on other rendering architectures, it was di�cult to provide

the required supp ort for many standard rendering algorithms. Additionally, some awk-

ward details in the language make the implementation unnecessarily di�cult, and we have

suggested alternatives in these cases.

The ob ject-oriented structure of shaders provides a 
exible framework for programming

shaders, but the RenderMan interface do es not yet allow the 
exibility to use shaders as

building blo cks for creating comp osite shaders.

We have used the presented implementation with example RIB �les generated by the

ALIAS PowerAnimator [Ali93], the Geomview program [Phi93], the Next 3D Graphics Kit

[Nex92 ], and examples collected from the Internet (e.g. Figure 8.4). Our exp erience was

that most example scenes did not use the available functionality of RenderMan to transfer

all the available information. The examples normally included little more than the surface

geometry with only a few simple shaders applied to them. As a result, we often had to

manually edit the RIB �les to apply interesting visual e�ect to the scenes.

The RenderMan interface in its current state is certainly not the �nal word for a general

interface to a rendering system, although we b elieve that it currently is the most 
exible
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and comprehensive interface. Many p ossibly useful option for the RenderMan interface

are still not or not fully implemented, like supp ort for advanced rendering and shading

algorithms. Also, the ob ject-oriented ideas in RenderMan are not fully exploited.

The next chapter discusses in greater detail the problems encountered with using pro-

cedural RenderMan shaders together with global illumination algorithms. It also presents

extensions to the imaging pip eline of the RenderMan interface, which allow for 
exible

image �lters and tone repro duction op erators.



Chapter 9

Using Pro cedural Shaders with

Global Illumination Algorithms

As global illumination techniques are on the edge of b eing used in commercial applications,

it is getting more and more imp ortant to �nd ways of suitably representing the physical

prop erties of a scene description including the re
ectance prop erties of surfaces and the

energy distribution of light sources.

Because the re
ectance prop erties of real world surfaces are to o complex to b e describ ed

by a few parameters of some �xed re
ection mo del, a physically-based scene description

interface requires a pro cedural approach, like that available in the RenderMan interface.

However, arbitrary pro cedural descriptions of re
ection or emission prop erties are di�cult

to handle for Monte-Carlo or �nite element style algorithms. Both techniques require some

knowledge ab out the pro cedural description in order to b e implemented e�ciently.

In the following sections we describ e extensions to the RenderMan interface [Pix89,

Ups90, HL90], which allow for the description of physical prop erties of scenes. The pro-

p osed extensions make information, which is necessary for a correct and e�cient imple-

mentation, available to the renderer and the global illumination algorithm.

We have chosen the RenderMan interface as the base for this work, b ecause it is still

the only widely used scene description interface which is p owerful enough to describ e

complex scenes as well as complex re
ectance and light source mo dels, due to its use of

pro cedural shaders. Unfortunately, it was not designed for global illumination and lacks the

capabilities for a physically-based scene description. Furthermore, it o�ers no supp ort for

advanced global illumination algorithms like Monte-Carlo ray tracing or �nite element (e.g.

radiosity) techniques. The prop osed extensions allow for overcoming these de�ciencies.

The presentation in this chapter is organized as follows: In Section 9.1 we discuss

problems and shortcomings of the RenderMan interface for supp orting global illumination

and advanced rendering techniques.

The following sections discuss the syntactic and semantic extensions to the RenderMan

interface for supp orting global illumination algorithms. In Section 9.2 we present the

extensions to surface and light source shaders to describ e physically-based re
ectance and

light emission mo dels, and how shaders can make enough information available that an
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e�ciently implementation of global illumination algorithms is p ossible. In Section 9.3

we discuss changes to the RenderMan interface in order to allow for p ost-pro cessing of

rendered images by tone-repro duction op erators and image �lters.

In Section 9.4 we demonstrate the usefulness of the extensions with example shaders

and images of RenderMan scenes that use Monte-Carlo ray tracing and wavelet radiosity

to compute global illumination.

9.1 RenderMan

An overview of the RenderMan interface in general has b een given in the last chapter. In

this chapter we concentrate on two asp ects of the interface: Shaders and their supp ort for

advanced rendering techniques, and the imaging pip eline for image p ost-pro cessing. The

latter is esp ecially imp ortant for some of the global illumination algorithms that require

some form of image p ost-pro cessing in order to obtain optimal images (e.g. �ltering to

remove noise in images renderer by Monte-Carlo algorithms).

9.1.1 Imaging Pip eline

In the current de�nition of the RenderMan interface, the pixel values computed by the

renderer are passed through an imaging pip eline. This pip eline consists of four stages (see

Figure 9.1): image �ltering, exp osure control, image shaders, and quantization. Except for

the image shader stage, which applies an image shader to each pixel, the pro cessing mo del

is �xed for all stages and only some parameters can b e changed from the RIB interface.

The pixel �lter stage receives as input the color and coverage information of pixels and

outputs a color value. Its task is to p erform �ltering on the image. A prede�ned set of

�lter functions and their parameters are available from the RIB interface.

The exp osure control allows for scaling and gamma-correcting the resulting color values.

Finally, after the application of the image shaders, the quantization stage applies a �xed

and simple quantization algorithm to the color of each pixel, b efore the values are written

to a �le or a display device.

Color Quantization

Renderer
Image Filter

Exposure Control

Imager
Output File

Figure 9.1: The RenderMan imaging pip eline including shader stacks indicated through

stacks of rounded rectangles. Instead of these stacks of shaders only a single shader can b e

used in the standard RenderMan interface. This is still true for exp ose control and color

quantization.
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9.1.2 Global Illumination

At the time the RenderMan interface was develop ed, global illumination was still in its

early development. Furthermore, RenderMan was develop ed mainly for the animation

market and for the REYES rendering architecture [CCC87 ], which o�ers no supp ort for

global illumination.

In the following we list the problems which make it di�cult to supp ort global illumi-

nation within the RenderMan framework.

Units The RenderMan interface do es not de�ne the units for quantities used in the inter-

face. For instance, all color values are unit-less quantities b etween zero and one.

This has several implications: It makes all computations context dep endent and may

intro duce inconsistencies when combining shaders that assume a di�erent environ-

ment. Therefore, it is di�cult to reuse shader co de, or use shaders from existing

shader libraries. Even more imp ortant, all computations are relative to an implicit

unit system imp osed by the creator of the scene. All quantities must b e converted

into this implicit system b efore b eing used in a scene. For example, in these envi-

ronments it is imp ossible to predict the e�ects of adding a 100 watt light source to a

scene without knowing the overall scale factor of the other light sources.

Information Hiding The computations p erformed by a shader are hidden from the ren-

derer. While this is generally a go o d idea, in that it keeps the two concepts separate,

it do es not allow, for instance, the implementation of e�cient Monte-Carlo renderers,

b ecause they would need information ab out the shader in order to p erform appropri-

ate imp ortance sampling.

Image �lters In the imaging pip eline, the �lter stage cannot b e extended in the same

way as the re
ection mo del with the use of surface shaders. Filter shaders which

would make this p ossible are not available in the standard RenderMan interface.

9.2 Pro cedural Shaders

Pro cedural shaders are a p owerful to ol for the 
exible description of rendering attributes

like re
ection, emission, and others. Generally, shaders compute one or two values (e.g.

emitted or re
ected radiance) for a single p oint on a surface. To supp ort the use of

pro cedural shaders for common global illumination algorithms, the shaders must make

additional information available to a renderer.

9.2.1 Surface Shaders

The task of the surface shader is the computation of the second term in the radiance

equation, that describ es the re
ected radiance

L ( y ; ~! ) = L

e

( y ; ~! ) +

Z
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The surface shader receives illumination information from the RenderMan renderer and

p erforms the integration through use of the illuminance() construct.

This construct is similar to a while lo op in C. The arguments of the illuminance state-

ment sp ecify the directions from which the shader wants to receive illumination, in the form

of a cone (axis and angle) at the shaded p oint. The blo ck of co de immediately following

the construct is executed for each illumination sample received by the renderer. Within

this co de, global state variables are available, which provide the direction of the incident

illumination and the intensity, again as a unit-less color variable.

This concept of pro cedural shaders p oses several problems to global illumination tech-

niques such as Monte-Carlo ray tracing and �nite elements. They are discussed in the

following sections.

9.2.2 Monte-Carlo Algorithms

Algorithms using the Monte-Carlo technique require information ab out the imp ortance of

incoming illumination from all directions. The more accurate the information ab out the

imp ortance of illumination is, the b etter the probability density function p in Equation

(3.8) can b e adapted to the imp ortance distribution. This leads to less variance in the

result and consequently to b etter p erformance for the same level of noise in the resulting

image [AK90].

The surface shader can provide the information ab out the imp ortance of illumination

in a given direction by an extension to the illuminance construct. In the current de�nition

of the RenderMan interface the construct already sp eci�es a cone, which de�nes the solid

angle from which the surface can receive illumination samples.

If we extend the illuminance statement to include information ab out the imp ortance

of illumination, the renderer can cho ose the illumination samples accordingly. The repre-

sentation of the imp ortance should b e simple to compute in the shader and should allow

for fast sample generation in the renderer. We have chosen to describ e the imp ortance

distribution as a set of cones with a cosine distribution within each cone, combined with

the relative imp ortance of each cone (see also Section 5.6.1).

Because the shading language allows for the overloading of names, we can use the same

illuminance construct, which now takes a variable numb er of arguments

illuminance(position, num_cones,

direction1, angle1,

exponent1, rel_importance1,

direction2, angle2, ...)

{ /* calculate BRDF and integrate */ }

where position sp eci�es at what surface p osition the illumination should b e calculated.

The direction ~!

i

( directionN ) and the spread angle �

i

( angleN ) describ e a cone, while

e

i

( exponentN ) is the exp onent of the p ower cosine distribution within cone i . With a
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suitable normalization factor C

i

, the imp ortance within a cone p

i

( ~! ) is given as
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This density function has a p eak in the direction ~!

i

, and falls to zero at the b oundary of

the cone. The complete distribution is then given as the sum over all cones weighted by

their relative imp ortance r
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A sample shader using this mo di�ed illuminance construct to implement the well known

Phong re
ectance mo del is given in Figure 9.2.

surface phong(float Kd= 0.4; /* diffuse */

float Ks= 0.6; /* specular */

float exp= 2 ) /* exponent */

{

point Nn = normalize(N); /* normal */

point V = normalize(-I); /* outgoing */

point R = reflect(V, N); /* reflected */

point Ln; /* to light */

color C = 0;

illuminance(P, 2, /* pos., 2 cones */

N, 180, 0, Kd,

R, 180, exp, Ks )

{

Ln = normalize(L); /* dir to light */

if ((Ln.Nn) < 0) /* Ignore samples */

continue; /* below horizon */

C += Kd*Cl*(Ln.Nn); /* diffuse */

C += Ks*Cl*pow(R.Ln,exp);/* specular */

}

Ci = Cs*C; /* multiply by surf. color */

}

Figure 9.2: A simple surface shader computing the Phong re
ectance mo del to illustrate

the use of the new illuminance() construct. Note that the Phong illumination mo del is

not energy conserving for grazing angles, and is therefore inconsistent with physically-based

algorithms.

The illumination samples returned by a Monte-Carlo algorithm must b e weighted by the

inverse of the probability of b eing chosen. Therefore, the radiance values made available

to the shader in the b o dy of the illuminance construct must have b een scaled accordingly.

Generating Re
ected Rays

The illuminance construct can also b e used to determine the direction of sto chastically

spawned re
ection rays in a Monte-Carlo algorithm for a given p oint on the surface. The

execution of the shader is simply ab orted when it has executed the illuminance statement

and the renderer has received the imp ortance information. This information can then b e

used to cho ose an imp ortance weighted sample direction for the re
ected ray.

A similar technique can b e used to determine the bidirectional re
ection co e�cient for

a combination of an incoming and an outgoing illumination. This technique also provides
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the probability of this combination. This kind of information is required by Monte-Carlo

algorithms like bidirectional estimators [VG94, VG95].

In order to compute the bidirectional re
ection co e�cient, the input to the shader

consists of a single illumination sample of unit radiance and zero solid angle indicating a

delta impulse from the incident direction. Under the assumption that the computations

of the shader are linear in the incoming illumination (as they should b e, since the ra-

diance equation is linear), the bidirectional re
ectance is determined from the outgoing

radiance returned by the shader. The probability of the sample can b e calculated from the

imp ortance information provided by the illuminance statement.

9.2.3 Finite Element Algorithms

Finite element algorithms use a set of basis functions on surface elements to represent

quantities for their computations. For example, classical radiosity uses constant basis

functions for the di�use re
ectance factor and the radiosity on a patch [CCWG88]. More

advanced Galerkin radiosity algorithms use higher order basis functions like p olynomials

or wavelets [Zat93, GSCH93, Sch94b].

The problem with this approach is that a pro cedural shader has no knowledge ab out the

representation, and can therefore not compute appropriate values (e.g. mean re
ectance

over a surface patch). On the other hand, a shader should not have this knowledge, b ecause

it should b e a generic description of the given BRDF, and cannot anticipate which basis

functions might b e used by the renderer. Furthermore, the pro cedural shader computes

values only at a single p oint, while a �nite element might b e an arbitrary piece of a surface

(usually a triangle or quadrilateral, but more general geometries could also b e used).

One solution to the ab ove problem would b e to extend the pro cedural shaders to calcu-

late the co e�cients for a given set of basis functions. This is esp ecially useful for constant

basis functions, where sp ecial metho ds are known to compute values in this basis (form

factors, mean re
ectivity). For higher order basis functions, such metho ds are generally

not available. On the other hand, a sp ecial case shader would b e restricted to a certain

set of basis functions. Furthermore, it is not clear how to describ e the area to the shader

over which a value in a certain basis should b e computed.

A more general solution is to stay with the concept of pro cedural shaders which compute

values only at a single p oint, and use numerical metho ds in the renderer to derive the

co e�cients for a set of basis functions N

i

( x ) on an element (see Section 3.3).

Assigning the task for computing the co e�cients of the basis functions to the renderer

allows for making use of information ab out the basis functions used by the renderer, and

for using appropriate numerical integration techniques. However, this technique has the

problem that the renderer has no knowledge ab out the function b eing integrated. This

makes it di�cult to decide ab out a suitable sampling for the numerical integration. It can

result in aliasing artifacts if the sampling is to o coarse, or in p o or p erformance if it is to o

�ne.
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Bounds on Shader Values

This problem can b e solved by a small extension to the current de�nition of surface shaders

in the RenderMan interface. In addition to the outgoing radiance, the shader can also

supply b ounds on nearby values. These b ounds can b e used by the renderer to determine

or adjust the sampling for the numerical integration.

In the RenderMan interface, a surface shader receives information ab out the region of

the surface b eing sampled through the global state variables Du and Dv . Together with the

parameters of the sample p oint ( u ; v ), they sp ecify the axis-aligned b ox in the parameter

space of the surface that is b eing sampled. This information is generally used to p erform

anti-aliasing in shaders.

The current interface is extended by intro ducing pairs of new state variables, which

can b e set by the shader. Each pair of variables sp eci�es the partial derivative and a

tolerance value. The shader guarantees that the radiance over the given sample region

is within the indicated tolerance around the linear approximation given by the radiance

value and the partial derivative (see also Figure 5.2). For surface shaders, the variables

DCiDu / TCiDu and DCiDv / TCiDv sp ecify these values for the re
ected radiance Ci in the

u and v direction of the surface, and DCiDw / TCiDw sp eci�es the change over the outgoing

solid angle, sp eci�ed by Dw . These b ounds on the partial derivative allow the renderer to

decide ab out the sampling for the numerical integration or whether a given surface patch

needs to b e sub divided to allow for a b etter representation of a function in the basis chosen.

Irradiance

Many of the �nite element algorithms used in global illumination to day compute outgo-

ing values (radiosity [CCWG88 ] or radiance [SAWG91, Sch94b , CSSD94]). These values

cannot b e used with a pro cedural surface shader, which requires information ab out the

incoming illumination. Because these �nite element algorithms have generally lost all in-

formation ab out the directional distribution of the incident illumination, they cannot make

incident radiance values available to the shader. This problem has already b een discussed

in Section 5.7.1 but is rep eated here for completeness.

Furthermore, the values computed by these algorithms are generally approximations

over larger surface patches. This is accurate enough for computing the global illumination

in the scene, but unacceptable for the generation of the �nal image, where much more

detailed information ab out the BRDF of a surface is required (e.g. using high resolution

textures).

Both problems can b e solved by a small mo di�cation to the de�nition of surface shaders

and the values returned by the �nite element algorithms.

In addition to the radiance values, received by the shader through the illuminance()

construct, the renderer makes an irradiance value [ W m

� 2

] E ( x ; ~! ) available to the shader.

The irradiance E may dep end on the outgoing direction ! to allow for algorithms which

compute directionally dep endent outgoing radiance. This irradiance value can easily b e

obtained, e.g. from radiosity by dividing through the re
ectance co e�cient of the surface
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which was used to derive this value. The shader can then �nd the radiance re
ected into

the outgoing direction due to this irradiance term, and can take more detailed information

into account (e.g. textures).

9.2.4 Light Source Shaders

In a classical rendering system there are three di�erent typ es of light sources: Ambient

light, which describ es the amount of overall illumination in the scene, lo cal light sources,

which have a sp eci�c lo cation in the scene (p oint and area light sources) and directional

light sources, which have no p osition and send light only in certain directions (e.g. parallel

light from the sun).

The task of light source shaders is to describ e the incident radiance distribution at a

receiving p oint. Each of the three light source typ es can b e describ ed in the shading lan-

guage. The class of the light source shader is determined by its usage of the illuminate()

construct to de�ne a lo cal light source, of the solar() construct to de�ne a distant light

source, or none of the two for an ambient light source.

In a physically-based rendering pro cess, there is usually no ambient light source, b ecause

the ambient term is calculated as part of the global illumination pro cess. In addition, area

light sources are often used to provide a more realistic simulation of real world light sources.

The illuminate and the solar construct in light source shaders are very similar to the

illuminance construct of surface shaders. They also describ e a directional cone (anchored

at a given p oint in the case of illuminate), in which light is emitted by the light source.

The cone may b e used to cull p oints from the illumination calculations.

Pro cedural light source shaders can b e used with physically-based global illumination

algorithms, if some small changes are made to their de�nition in the current sp eci�cation

of the RenderMan interface.

The necessary changes are analogous to those for surface shaders. We extend the

illuminate and the solar statements to alternatively accept parameters similar to those

for the illuminance statement. This allows for the sp eci�cation of imp ortance for radiance

emitted into scene by a light source shader. This distribution can b e used to determine

the direction of sto chastic sample rays, or to calculate the probability density of cho osing a

given direction. Similarly, light source shaders also make b ounds on nearby values available

to the renderer.

9.3 Imaging Pip eline

To p erform p ost-pro cessing of the �nal image based on physically well-de�ned units, the

current de�nition of the imaging pip eline of RenderMan must also b e mo di�ed. There are

some extensions to the current de�nition of the interface that are imp ortant in order to

supp ort the current state-of-the-art in physically-based rendering.

In the current de�nition of the RenderMan interface, the imaging pip eline (see Fig-

ure 9.1) can only execute a set of standard �lter algorithms and mo dify their parameters.
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This is certainly to o restrictive to supp ort more sophisticated algorithms. Currently, im-

age shaders may only op erate on the already �ltered and gamma corrected pixel values.

Furthermore, the shader can only op erate on a single pixel.

9.3.1 Filtering

Filtering is a ma jor step in calculating the �nal value of pixels, esp ecially in the case of

Monte-Carlo sampling. A go o d interface for global illumination algorithms should therefore

supp ort the 
exible sp eci�cation of such �lters.

This �ltering pro cess is usually a multi-stage pro cess: First, the energy distribution may

b e enhanced by reducing sampling artifacts through an adaptive �ltering strategy [RW94].

While this �rst step is most useful for Monte-Carlo style algorithms, a tone-repro duction

step which converts the radiance values for display is unavoidable for all algorithms. When

rendering scenes with physical light sources and re
ection functions, the large dynamic

range of the input distribution must b e matched to the rather small range of intensities

displayable with a CRT or color printer. There are di�erent approaches to solve this

problem. Some include simpler linear scaling [War94], others use more complex non-linear

mo dels [TR93].

These �lters receive the radiance distribution at the pixels on the image plane as their

input, and their task is to convert the radiance values to pixel values suitable for display.

No units are imp osed on the output of image shaders.

Only a set of prede�ned �lter functions is available in the standard RIB interface. Using

the shading language, we de�ne new �lter shaders so that the supp ort for �ltering in the

RenderMan interface b ecomes much more 
exible.

To supp ort multiple layers of �ltering, we allow for a stack of shaders to p erform

�ltering. Any numb er of shaders can b e pushed on a �lter stack. The �lter pushed �rst

receives the output of the renderer and its output is the input of the next �lter in the stack.

A shader is pushed on the stack through the new RenderMan request

PushFilter "filter_name" ...

The output of the last shader should b e values in the unit range. It is further pro cessed

by the standard RenderMan imaging pip eline (gamma correction, standard image shaders,

and quantization), b efore it is send to the image �le or device. Care must b e taken to

match the units of the output of one shader to the required input units of the next shader.

9.3.2 Extensions to the Shading Language

To write �lter shaders, a new RenderMan shader class, called �lter shaders , is intro duced

together with the concept of maps . In contrast to the old image shaders, which are called

once for each pixel in the image, a �lter shader is called once for the complete image. The

image data is made available to the shader through a prede�ned map, instead of through

global state variables. This is necessary b ecause a �lter shader may need to access other

pixel values or even the complete image to accomplish its task.
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The size of the image is passed to the shader in the global state variables xsize and

ysize . Access to the image samples is available through a named map that holds the pixel

values, by invoking new map access functions:

color image(string map; float x, y, ...);

void setimage(string map; float x, y; color c, ...);

The function image() returns the pixel value of a map and the function setimage()

allows for changing pixels in the map. Image shaders receive their input in the prede�ned

map \ Cs " and store their result in the map \ Ci ".

Although a renderer often works in radiometric units, it is common for image shaders

to p erform some computations in resp ect to luminance values. In addition to the functions

photometric() and radiometric() , which convert values to the corresp onding units (ra-

diance or luminance, resp ectively). Other e�cient transformations are made available by

intro ducing new functions that integrate over the sp ectrum, and return the total luminance

or radiance:

float totalluminance(color c);

float totalradiance(color c);

Other maps that are available to the �lter shader are \ Oi ", which contains opacity

information, and \ Z ", which stores the depth at a pixel lo cation. An implementation can

also make other maps available to a shader.

9.4 Examples

In this section we present results of the prop osed extensions to the RenderMan interface

as they have b een implemented in the Vision rendering system.

9.4.1 Monte-Carlo Ray Tracing

Figure 9.3 shows a scene where a lamp illuminates parts of the desk and the back of the mug.

The metal plate on the table has a strong Phong-like sp ecular re
ection characteristics. As

a result, the illuminated back of the mug is vaguely re
ected in the metal plate. This image

would b e very di�cult to render with a techniques other than Monte-Carlo integration.

9.4.2 Energy Preserving Filters

While Monte-Carlo metho ds are known to generate statistically correct energy distribution,

they are also known for b eing slow b ecause of their slow convergence to images with low

variance or noise. One way to reduce the remaining noise in the resulting image was

prop osed in [RW94], where a form of adaptive �ltering of the radiance distribution of the

image is suggested. The �lter is designed to reduce the noise in Monte-Carlo metho ds by

�rst identifying a noisy pixel and then spreading the energy of this pixel to its neighb ors.

The �lter preserves the overall energy in the image. See Figure 9.4 for an example image.
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Figure 9.3: A scene calculated with Monte-Carlo ray-tracing. The metal plate on the table

has a strong Phong-like re
ection describ ed with two cones, one for the di�use comp onent

and another cone with a high relative imp ortance for the sp ecular re
ection. Also see color

Plate A.4 on Page 263.

(a) Original (b) Filtered

Figure 9.4: Applying the energy preserving �lter from [RW94] to an image calculated

using Monte-Carlo path-tracing. On the left the original image, on the right the image

after �ltering [RW94].
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(a) Min-max op erator (b) Ward's op erator

Figure 9.5: Comparing a min-max-scaling op erator to Ward's tone-mapping op erator

[War94] b oth applied to the same dark scene. Note that Ward's op erator maintains the

impression of darkness in the scene. Also see color Plate A.14 on Page 269.

filter ward94(float L_dmax = 100)

{

float x, y, scale, L_wa;

color rad;

float sum_luminance;

/* Compute the average luminance */

for(x= 0; x < xsize; x += 1)

for(y= 0; y < ysize; y += 1)

{

rad = image("Cs", x, y);

sum_luminance +=

totalluminance(rad);

}

L_wa= sum_luminance/(xsize * ysize);

/* Calculate the scaling factor*/

scale = 1.219 + pow(L_dmax/2, 0.4);

scale /= 1.219 + pow(L_wa, 0.4);

scale = 1/L_dmax * pow(scale, 2.5);

/* scale the pixel values */

for(x = 0; x < xsize; x += 1)

for(y = 0; y < ysize; y += 1)

{

rad = image("Cs", x, y);

setimage("Ci", x, y, rad*scale);

}

}

Figure 9.6: A global image shader implementing the tone-mapping op erator by Ward

[War94]. The adaptation level of the viewer is calculated using the average luminance of

the image. The parameter L dmax describ es the maximum display luminance measured in

[ cd m

� 2

].
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9.4.3 Tone-Repro duction

The tone-repro duction op erator from Ward [War94] p erforms a linear scaling to preserve

the contrast in the resulting image. The image on the left of Figure 9.5 presents a simple

min-max op erator that scales the dynamic range of the radiance data to the dynamic range

of the output format. The image on the right uses Ward's tone mapping op erator. The

implementation of Ward's op erator as a RenderMan image shader is given in Figure 9.6.

A more advanced non-linear tone repro duction op erator was given in [TR93]. The

images resulting from applying this op erator to scenes with varying levels of illumination

are presented in Figure 9.8. A sample RIB �le that demonstrates the use of the extensions

is given in Figure 9.7.

Display "demo.tif" "file" "rgb"

Projection "perspective" "fov" 45

Option "lighting"

"algorithm" "path-tracing"

Declare "L_dmax" "float"

Declare "exp" "float"

Filter "rushmeier94"

PushFilter "ward94" "L_dmax" 90

WorldBegin

LightSource "RMpointlight"

"intensity" 100

Translate 0 0 2

Surface "phong" "Kd" 0.3

"Ks" 0.7 "exp" 3

Sphere 1 -1 1 360

WorldEnd

Figure 9.7: An example RIB �le. A sphere is placed two units away from the camera.

The sphere uses the \ phong " surface shader with 30% di�use and 70% sp ecular re
ectance

and a sp ecular exp onent of 3. Two image �lters are used: Rushmeiers energy preserving

�lter is used to �lter out noise resulting from the Monte-Carlo lighting algorithm. Then

Ward's tone mapping op erator is applied. The scene is illuminated by a 100 watt p oint

light source.

9.5 Discussion

In this chapter we have discussed the problems of using pro cedural shaders together with

global illumination techniques. We have suggested extensions to the RenderMan interface,

esp ecially the RenderMan shading language, to solve these problems. These extensions

allow for the use of pro cedural shaders b oth in Monte-Carlo and �nite element based

global illumination techniques.

Furthermore, we have presented extensions to b etter incorp orate image p ost-pro cessing

techniques into the image generation pro cess. These are required to obtain high quality

images from global illumination algorithms.
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(a) Low (b) Medium (c) High

Figure 9.8: The tone repro duction op erator from Tumblin and Rushmeier [TR93] for the

same scene with a low, medium, and high illumination. Also see color Plate A.15 on

Page 269.

The extensions presented in this chapter are mostly backwards compatible changes to

the existing RenderMan standard and can b e implemented without ma jor changes in the

shading language or its compiler. With these changes, the RenderMan interface can now

b e used to describ e the rendering of scenes with traditional and more advanced physically-

based rendering techniques without altering the scene description.



Chapter 10

Summary, Conclusions, and Future

Work

10.1 Summary

In this thesis we have describ ed a new ob ject-oriented design for a physically-based ren-

dering architecture (Chapter 5) together with the implementation of this architecture as

the Vision rendering system (Chapters 6 { 9). In the following we brie
y review the topics

discussed in this thesis and summarize the results.

From Physics to Rendering

In Chapter 2 we started with a description of the underlying physical mo del for rendering

and light transp ort in a scene containing surfaces and volumes. An imp ortant issue was

to identify the relevant parts of the physical mo del that are required for the purp ose of

generating synthetic images. This restricted physical mo del of light propagation was then

used as a basis for designing the Vision architecture.

For the case of no participating media, the light transp ort in the scene is describ ed

by the radiance equation (2.11). For scenes with volume ob jects participating in the light

propagation, this mathematical mo del was extended to the transfer equation (2.17).

Mathematical Techniques for Global Illumination Calculations

The mathematical techniques for numerically solving these equations to obtain an approxi-

mate solution to the global illumination in a scene were reviewed in Chapter 3. All solution

algorithms are based on two basic techniques: The �nite element technique approximates

the illumination in the scene by (p ossibly smo oth) functions on all scene ob jects. It com-

putes these functions by solving a large linear system of equations.

The Monte-Carlo or p oint sampling technique use sto chastic sampling to directly es-

timate the integrals in the rendering- or the transfer equation. This technique generally
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imp oses fewer restrictions on the scene description. However, for scenes with low or medium

complexity, it usually requires more computational p ower to obtain comparable results.

Additionally, hybrid techniques that try to combine the b est from b oth approaches

have b een discussed as well as issues of direct volume rendering.

Rendering Architectures: State of the Art

As a next step, in Chapter 4 we develop ed a set of criteria that should b e met by an

advanced rendering architecture. The main criteria were the consistent supp ort for calcu-

lations based on physical quantities with arbitrary accuracy, and the ability to integrate

most of the advanced rendering algorithms into the architecture.

Another ma jor issues for the design of our rendering architecture was, that it should

o�er a general framework for the integration and development of new software comp onents.

This requires a mo dular design, based on general interfaces b etween the subsystems of the

architecture.

Although there has b een a lot of research on rendering algorithms and techniques, very

little work has b een published on rendering architectures. We reviewed the most imp ortant

rendering architectures and systems with resp ect to our requirements. Most of the available

architectures are based on a functional design for mo deling the rendering pro cess and we

have shown that this severely restricts the usefulness of these architectures.

Most architectures supp ort only one kind of rendering technique, Monte-Carlo or �nite

elements. Although most architectures have their advantages in certain areas, none of them

ful�lled our criteria for 
exibility and general supp ort for advanced rendering algorithms.

Design of the Vision Architecture

Ob ject-oriented techniques allow for a much more 
exible and well-structured design of a

rendering architecture than the usual functional design. Using an ob ject-oriented design

based on the underlying physical mo del of the rendering pro cess allowed us to abstract from

the requirements of particular algorithms and to develop more general interfaces b etween

subsystems of the architecture. We brie
y reviewed issues of ob ject-oriented analysis and

design metho ds, and chose the resp onsibility-driven approach as the base for our design.

We then describ ed the design of the Vision architecture. This design is based on a

numb er of indep endent but interacting subsystems, each resp onsible for a distinct part in

the rendering pro cess. The main subsystems of the Vision architecture are

GeoOb ject, Surface, and Volume to describ e the geometry of surfaces and volumes,

LightSourceShader to describ e the emission of light,

Shader to describ e the re
ection and transmission of light at surfaces,

VolumeLighting to describ e the interaction of light within volume ob jects,
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Lighting to integrate the lo cal descriptions of light propagation into a global solution for

the scene,

View to describ e a particular view of a scene using the Camera and the Film subsystems

to compute the image,

Camera to describ e the mapping from the three-dimensional scene to the two-dimensional

�lm, and

Film to describ e the sampling, mapping, and storing of the radiance captured by the

camera as the resulting image.

Each of these ma jor subsystems and other, related ones were describ ed in terms of their

resp onsibilities within the architecture. The di�erent interfaces to access a subsystem were

motivated, and implementation issues were discussed at an abstract level.

An interesting new design approach in the Vision architecture is the intro duction of the

Lighting subsystem. While all other subsystems are only concerned with a lo cal descrip-

tion of certain asp ects of rendering, the Lighting subsystem actively integrates these lo cal

descriptions and derives a solution to the global illumination in the scene. The b ene�t of

this approach is that the decision of how to compute a global solution is centralized in one

subsystem, instead of b eing distributed over many ob jects in the scene description (e.g. in

the shaders, as in other architectures). Lighting ob jects in a scene can easily b e exchanged

for other ones with di�erent implementations, making it easy to switch b etween di�erent

algorithms to approximate the global illumination.

Algorithms for the Vision Architecture

For each ma jor subsystem in the Vision architecture we presented p ossible algorithms

implementing their resp ective resp onsibilities. This accomplished two goals: First, we

have given examples of how commonly-used algorithms can b e mapp ed into the Vision

architecture, if and how they need to b e mo di�ed to �t into the framework imp osed by

Vision , and how they can b e optimized for this architecture.

Secondly, the presented algorithms demonstrate that the Vision architecture and its

rendering framework are indeed p owerful and 
exible enough to supp ort almost all render-

ing techniques. They also give an impression of how new algorithms and techniques can

b e integrated into the Vision architecture.

While we have discussed algorithms for all ma jor subsystems, sp ecial emphasis has

b een laid on the algorithms for implementing the global illumination calculations of the

Lighting subsystem. Almost all advanced solution techniques describ ed in the literature

have b een implemented, and presented in Chapter 6 together with example images. The

current implementation includes the following algorithms:

� Lo cal and direct illumination mo dels,

� Monte-Carlo path tracing,
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� Monte-Carlo integration using bidirectional estimators,

� Ward's irradiance caching technique,

� Progressive radiosity,

� Hierarchical radiosity,

� Galerkin radiosity,

� Wavelet radiosity,

� Wavelet radiance.

For each algorithm we brie
y reviewed the background of the techniques, discussed

the interactions b etween the di�erent subsystems used to implement the algorithms, and

describ ed the particular interfaces used by the implementation.

Implementation of the Vision Architecture

In Chapter 7 we gave an overview of the implementation of the Vision architecture and the

rendering system built up on it. The rendering system consists of the basic Vision rendering

kernel using the rendering architecture describ ed in this thesis, a complete implementation

of the RenderMan interface , including the RIB interface, the API, a native Shading Lan-

guage compiler, and various extensions to the standard interface. In addition, the Vision

system features an emb edded, and ob ject-oriented, interpreted language, which is used for

the con�guration, testing, and debugging of the system.

We describ ed the implementation of the Vision architecture in the rendering kernel and

its design as a C++ class library. This class library is organized as a \forest" of classes,

i.e. consisting of many indep endent class inheritance trees instead of a single tree with

a base class common to all classes. Orthogonal to this, the system is further organized

into a hierarchically layered structure. This design maintains a high indep endence of the

individual class hierarchies and also allows for the reuse of Vision co de outside of the Vision

system.

We also describ ed the integration of the interpreted language Itcl into the Vision system.

The interpretation of the language allows us to o�er easy run-time con�guration, testing,

and user-interaction features. From Itcl we can access all ma jor comp onents of the Vision

system. Most of the C++ classes have a directly corresp onding Itcl class that can b e used

to transparently access C++ ob jects in the Vision system. The Itcl classes and the binding

b etween the C++ and the Itcl ob jects is automatically generated from the C++ header

�les by a sp ecial to ol, Itcl++ , also describ ed in Section7.4.

The Vision rendering system can b e used as a RenderMan compatible batch renderer

that takes RIB �les as input and generates corresp onding images. Due to the emb edded

language, the same program can also b e con�gured for di�erent tasks.



10.1 Summary 227

We also presented two con�gurations for the interactive use of the Vision system: The

�rst interface allows for the saving of the results of a radiosity computation in the VRML

scene format for interactive walkthroughs. The conversion to this format outputs Gouraud-

shaded triangles and converts surfaces with high radiosity gradients or many sub divisions

to an appropriate texture which is applied to the original large surface. This increases the

frame-rate for walkthroughs on certain high-end graphics hardware.

The third con�guration of the Vision system is as a to ol for interactive previewing of a

Vision scene using the Op enGL graphics interface. This to ol op erates directly on the Vision

scene database, and uses the approximation interfaces of the Shader and the Lighting class

to obtain descriptions for the materials of surfaces and the light sources. These can then

b e used as input to graphics libraries that generally have no supp ort for pro cedural shaders

or global illumination.

RenderMan Interface

The RenderMan interface is used as the main interface to the Vision rendering system. We

have chosen to base our scene description interface on the RenderMan standard b ecause

of its 
exibility and extensibility. It is a widely accepted interface and o�ers p owerful

features for scene descriptions. In Chapter 8 we describ ed the basic implementation of our

RenderMan compatible interface. We have fo cussed on the implementation of the Shading

Language compiler, b ecause a fast execution of the pro cedural shaders is imp ortant for a

general rendering architecture like Vision , which cannot guarantee the order of execution

for shaders.

Using Pro cedural RenderMan Shaders with Global Illumination

Algorithms

The RenderMan compatible interface of Vision is used to describ e all the example scenes

in this thesis. Several extensions to the standard were required to b e able to use it with

advanced algorithms as implemented in the Vision system.

In Chapter 9 we discussed solutions to the problem of using pro cedural shaders in a

general rendering architecture like Vision . The problem is that some global illumination

algorithms require knowledge ab out pro cedural shaders to work correctly and e�ciently.

We prop osed extensions to the RenderMan interface in order to allow a pro cedural shader

to supply this information to the rendering kernel.

This allows for using the same pro cedural shaders with b oth traditional rendering tech-

niques and global illumination algorithms using Monte-Carlo sampling or �nite elements

techniques.
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10.2 Conclusions

In this thesis we have presented the design and the implementation of an ob ject-oriented

rendering architecture. The architecture supp orts b oth classical and physically-based

global illumination and rendering algorithms within a uniform framework. It is organized

as a set of interacting subsystems, where each subsystem is resp onsible for a particular

part of the rendering pro cess.

The architecture has b een designed to facilitate research and development in rendering

algorithms, and to b e used as a rendering library for applications on an commercial level.

The b ene�ts for research and development should b e obvious from the description of the

implementation of the various rendering algorithms within the common framework. While

it is natural that the research and development asp ects of Vision have b een the ma jor fo cus

for our development so far, Vision has already b een used for a numb er of in-house stills

and animation pro ductions. We are currently working on extending and strengthening the

pro duction asp ect of the Vision system.

The implementation of almost all global illumination algorithms in the Vision architec-

ture shows that it is p ossible to supp ort the very di�erent requirements of these algorithms

within a common rendering framework o�ering uniform interfaces for each subsystem. To

our knowledge, this degree of integration has not b een achieved b efore.

The successful implementation of all these algorithms also shows that the basic design

decisions for the Vision architecture, i.e. basing it on an ob ject-oriented decomp osition

of the physical mo del, using general and physically-based interfaces, o�ering a uniform

rendering framework, and requiring great 
exibility for exchanging subsystems, were valid

and successfully led to a p owerful architecture. The resulting architecture has o�ered all

necessary functionality for implementing these algorithms.

The interface to the Vision system has b een based on the existing RenderMan standard,

which has b een fully implemented (this is one of the currently two published implementa-

tions of the RenderMan interface outside of Pixar). We made use of the current standard

and have extended it in those areas were it was missing functionality for supp orting ad-

vanced rendering techniques.

Review of Initial Goals

Nearly all of the requirements for a rendering architecture as presented in Section 4.1 have

already b een met with the current state of the Vision architecture. The architecture and its

implementation supp ort most of the stated goals, but some restrictions on p erformance and

the supp ort for complex scenes currently still exist. While certain parts of the architecture

are already working with go o d p erformance, some work remains in order to optimize other

parts to make Vision b etter suited for pro duction work.

All the computations within Vision are based on physical quantities, and the interfaces

b etween the subsystems allow for achieving arbitrary accuracy from suitable implementa-

tions. The obtainable accuracy is not limited by the architecture itself.

The architecture supp orts a wide range of algorithms from traditional lo cal and direct
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illumination mo dels to state-of-the-art algorithms for global illumination. It allows simple

switching b etween these algorithms, by exchanging available implementations within a

subsystem of the architecture.

The Vision architecture o�ers a common framework that structures the rendering pro-

cess into several subsystems, each having well-de�ned resp onsibilities and interfaces. This

leads to the indep endence of subsystems, such that switching b etween implementations

do es not a�ect the rest of the system. This 
exibility has b een demonstrated with several

implementations for the global Lighting subsystem including almost all state-of-the-art

algorithms.

This 
exibility within the rendering framework is only p ossible b ecause a mo dular

architecture with carefully designed interfaces was used. These interfaces o�er access to

the resp onsibilities of a particular subsystem without restricting the set of algorithms

that may b e used in order to implement this subsystem. The framework also helps when

implementing new rendering algorithms and techniques.

We supp ort a very 
exible and p owerful interface to our rendering system, which is

based on existing standards and extends them in order to fully supp ort all features of the

Vision architecture.

Vision is currently used extensively in several research pro jects. We are also co op erating

with several companies. This use of the system in real world pro jects should help to further

enhance its features and scop e.

10.3 Future Work

While the basic architecture of Vision has b een implemented and is working well, there are

many interesting areas which need further investigation, research, and development.

As already mentioned, certain parts of the implementation need further optimization

and p erformance tuning in order to b e used for real pro duction work. This is esp ecially

true for the supp ort of large and complex scenes [Sil94, SAG94]. A basic problem here

is the supp ort for very e�cient visibility algorithms, like [TH93 ]. However, most of these

approaches are restricted to certain typ e of primitives (e.g. p olygonal) and are di�cult to

extend to the more general environments supp orted by Vision .

Another fo cus of our work is the development and the integration of e�cient new

algorithms into the Vision architecture, in order to reduce the rendering times. The Vision

architecture o�ers a comfortable development environment for these activities.

An active area of development is the integration of volume ob jects into the global

illumination calculations. Currently, only the simpler emission-absorption approximation

is implemented, but the interfaces to supp ort volume scattering by using Monte-Carlo

and �nite element algorithms are available. An implementation of the VolumeLighting

subsystems for b oth of these algorithms is planned.

Another area of research and development is the generation of animations. While the

current system supp orts animations as a sequence of still images, interfaces for incremental

up dates of the global illumination solution are available but have not b een implemented



230 Summary, Conclusions, and Future Work

in Vision so far. This topic is very imp ortant, b ecause the large computational cost for

global illumination solutions have b een a ma jor reason why these techniques have not b een

integrated into commercial animation systems so far. However, we hop e to leverage this

cost by reusing a solution over multiple frames of an animation sequence.

Work has already b een done for sp ecifying animations in the scene description interface.

In the current de�nition of the RenderMan interface, the complete scene description must

b e rep eated for each frame, thus making it imp ossible for the renderer to identify static

ob jects. We have extended the RenderMan interface to p ermit the sp eci�cation of ob jects

for multiple frames, and have extended the Shading Language to allow for the animation

of any parameter of a scene description. This gives the rendering kernel the p ossibility to

identify static and animated parts of the scene description, which is the base for future

work.

Finally, we are working on supp orting parallel and distributed computation of algo-

rithms in the Vision architecture as another means for reducing the time required for

global illumination computations and rendering in general. This goal is approached from

two directions: We are using threads and (virtual) shared memory techniques on tightly

coupled multi-pro cessor systems like the SGI-ONYX architecture or the Convex SPP. For

a workstation cluster environment, we are integrating remote ob ject invo cation techniques

into the Vision architecture based on the emerging CORBA standard. The main research

interests for this pro ject are the extension of the available interfaces in the Vision architec-

ture to b etter supp ort parallel execution and distribution of subsystems on multi-pro cessor

systems and in workstation clusters.

Other basic problems in rendering that need to b e addressed indep endently of the Vision

architecture are listed b elow (based on work from [Coh92] and [Shi94]):

� Usability, robustness, and e�ciency of algorithms and systems,

� Supp ort for really complex environments,

� Dealing with p erceptional issues in order to reduce the complexity of the computa-

tions,

� Better mapping of computed values to pixel intensities,

� Accurate lo cal re
ection mo dels,

� E�ciently calculating of indirect sp ecular illumination (e.g. caustics),

� Area-to-area visibility,

� Mo deling and rendering of natural phenomena,

� Mo deling and simulating dynamic environments,

� Interactive environments

� Inverse Rendering: computing the light sources, to pro duce a given illuminated scene.



10.3 Future Work 231

The Vision rendering architecture presented in this thesis o�ers a framework to address

these challenges from a uniform and consistent p ersp ective.
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Zusammenfassung,

Schlu�b etrachtungen und

weiterf •uhrende Arb eiten

Ziel dieser Arb eit war der Entwurf und die Implementierung einer ob jektorientierten Bild-

synthesearchitektur, die auf Basis der physikalischen Beschreibung der Lichtausbreitung

alle wesentlichen Bildsynthesetechniken in ein 
exibles, ob jektorientiertes Rahmenkonzept

integriert. Die im Rahmen dieser Arb eit entstandene Vision -Architektur unterst •utzt sowohl

klassische als auch mo derne physikalisch-basierte Verfahren der globalen Beleuchtungs-

b erechnung und der Bildsynthese. Dab ei ist die Architektur als eine Menge interagieren-

der Subsysteme organisiert, in der jedes Subsystem f •ur einen sp eziellen Teil der Bildsyn-

these zust•andig ist. Die Architektur wurde als Klassenbibliothek entwickelt, um sowohl im

Forschungb ereich, als auch im kommerziellen Umfeld eingesetzt werden zu k•onnen.

Nachfolgend einen kurzen

•

Ub erblick •ub er die b ehandelten Themen und eine Zusam-

menfassung der erzielten Ergebnisse.

Von der Physik zur Bildsynthese

Wir hab en in Kapitel 2 b egonnen das zugrundeliegenden physikalischen Mo dell der Bildsyn-

these und des Strahlungstransp ortes in Szenen zu b eschreib en, die aus Fl•achen und Vol-

umenob jekten b estehen. Dab ei hab en wir uns darauf konzentriert, die f •ur die Bildsyn-

these relevanten Teile des physikalischen Mo dells zu identi�zieren. Dieses eingeschr•ankte

Mo dell des Strahlungstransp ortes bildete dann die Grundlage f •ur den Entwurf der Vision -

Architektur.

F •ur Szenen ohne partizipierende Medien hab en wir den Strahlungstransp ort mit Hilfe

der \Rendering-Gleichung" (2.11) b eschrieb en. Diese Gleichung wurde dann f •ur Szenen

mit partizipierenden Medien auf die \Transfer-Gleichung" (2.17) erweitert.

Mathematische Techniken der globale Beleuchtungsb erechnung

In Kapitel 3 wurden dann die mathematischen Techniken zur numerischen L•osung dieser

Gleichungen b etrachtet, die eine Approximation der globalen Beleuchtung in einer Szene

erm•oglicht. Dab ei lassen sich zwei Klassen von Verfahren unterscheiden:
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Die Finite-Elemente-Techniken approximieren die Beleuchtung in einer Szene durch

glatte Funktionen auf den Ob er
•achen der Ob jekte. Die Berechnung der Ko e�zienten

dieser Funktionen erfolgt dann durch die L•osung eines gro�en, linearen Gleichungssystems.

Die Monte-Carlo-Technik b enutzt ein sto chastisches Abtastverfahren, um die Integrale

in den Gleichungen direkt zu sch•atzen. Dieses Verfahren schr•ankt im allgemeinen die

Szenenb eschreibung weniger stark ein, f •uhrt ab er f •ur Szenen mit kleiner o der mittlerer

Komplexit•at •ublicherweise zu einem h•oheren Berechnungsaufwand f •ur vergleichbare Ergeb-

nisse.

Zus•atzlich wurden hybride L•osungsans•atze diskutiert, die versuchen, die Vorteile der

b eiden Verfahren miteinander zu kombinieren. Zudem wurden Verfahren zur direkten

Volumendarstellung b eschrieb en.

Bildsynthesearchitekturen: Stand der Technik

Als n•achsten Schritt hab en wir in Kapitel 4 Kriterien f •ur mo derne Bildsynthesearchitek-

turen entwickelt. Dab ei wurden die folgenden Kriterien f •ur eine Bildsynthesearchitektur

herausgearb eitet:

Wichtig ist vor allem die Benutzung von physikalisch sinnvollen Berechnungsgr•o�en,

eine von der Architektur nicht eingeschr•ankte Genauigkeit der Berechnungen, sowie die

M•oglichkeit, fast alle der mo dernen Verfahren der Bildsynthese in diese Architektur inte-

grieren zu k•onnen.

Ein weiteres Kriterium war, da� die Architektur ein Rahmenkonzept bieten sollte f •ur

die Integration b ekannter und die Entwicklung neuer Algorithmen. Ein solches Konzept er-

fordert dab ei einen mo dularen Aufbau der Architektur mit m•oglichst allgemeinen Schnitt-

stellen zwischen den einzelnen Subsystemen.

Obwohl sehr viel auf dem Gebiet der Bildsynthesealgorithmen geforscht und entwickelt

wurde, ist im Bereich der Architekturen von Bildsynthesesystemen wenig geforscht worden.

Die meisten der b ekannten Architekturen basieren auf einem funktionalen Entwurfskon-

zept. In dieser Arb eit wurde gezeigt, warum ein solches Konzept die M•oglichkeiten einer

Architektur wesentlich einschr•ankt.

Die meisten der Bildsynthesearchitekturen basieren nur auf einer einzigen Technik,

entweder dem Monte-Carlo- o der dem Finite-Elemente-Verfahren. Obwohl viele dieser

Architekturen ihre sp eziellen Vorteile hab en, konnte keine die gestellten Kriterien an eine

allgemeine und 
exible Architektur erf •ullen.

Entwurf der Vision -Architektur

Ob jektorientierte Entwurfstechniken erm•oglichen eine viel gr•o�ere Flexibilit•at und Struk-

turierung des Entwurfs einer Bildsynthesearchitektur, als die •ublichen funktionalen Ent-

wurfstechniken. Der ob jektorientierte Entwurf auf Basis der zugrundeliegenden Physik

bietet die M•oglichkeit, von den Anforderungen b estimmter Algorithmen zu abstrahieren,

und allgemeinere Schnittstellen zwischen den Subsystemen der Architektur zu entwickeln.

Dazu hab en wir in Kapitel 5 einen kurzen

•

Ub erblick •ub er die wichtigsten Themen b ei



10.3 Future Work 235

ob jektorientierten Entwurfs- und Analysetechniken gegeb en, und uns f •ur den veranwor-

tungsbasierten Ansatz als Grundlage f •ur unseren Entwurf entschieden.

Wir sind dann zu der Beschreibung der Vision -Architektur •ub ergegangen. Diese Ar-

chitektur basiert auf einer Anzahl unabh•angiger, ab er miteinander interagierender Subsys-

teme, die jeweils f •ur einen Teil des Bildsyntheseprozesses zust•andig sind. Die wesentlichen

Subsysteme der Vision -Architektur sind:

GeoOb ject, Surface, und Volume b eschreib en die Geometrie der Fl•achen und Volu-

menob jekte in einer Szene,

LightSourceShader b eschreibt die Emission von Licht,

Shader b eschreibt die Re
exion und die Transmission von Licht an Ob er
•achen,

VolumeLighting b eschreibt die Interaktion von Licht mit Volumenob jekten,

Lighting integriert die lokalen Beschreibungen des Lichttransp orts der anderen Subsys-

teme in eine globale L•osung f •ur die ganze Szene,

View b eschreibt eine b estimmte Ansicht der Szene und b enutzt das Camera - und das

Film -Subsystem, um ein entsprechendes Bild zu erzeugen,

Camera b eschreibt die Abbildung der dreidimensionalen Szene auf einen zweidimensio-

nalen Film und

Film b eschreibt die Abtastung, die Transformation und die Sp eicherung der aufgefan-

genen Beleuchtung in einem Bild.

F •ur jedes dieser Subsysteme wurden die Verantwortlichkeiten innerhalb der Architektur

b eschrieb en. Wir hab en die verschiedenen zur Verf •ugung gestellten Schnittstellen, mit de-

nen auf das Subsystem zugegri�en werden kann, b egr •undet. Anschlie�end wurden m•ogliche

Implementierungsstrategien auf einem abstrakten Niveau angespro chen, wie zum Beispiel

die Integration von \Caching" und \Lazy Evaluation" in die Schnittstellen.

Ein interessanter, neuer Ansatz in der Vision -Architektur war die Einf •uhrung des Light-

ing-Subsystems. W•ahrend andere Subsysteme nur eine lokale Beschreibung von Asp ekten

der Bildsynthese geb en, integriert das Lighting-Subsystem aktiv diese lokalen Beschrei-

bungen und leitet daraus eine globale L•osung f •ur die Beleuchtung in der ganze Szene ab.

Die Vorteile dieses Ansatzes sind, da� die Entscheidung, wie die globale Beleuchtung zu

b erechnen ist, zentral in einem Subsystem entschieden wird, anstatt diese Entscheidung

auf viele Ob jekte der Szene zu verteilen. Das Lighting-Ob jekt einer Szene kann jetzt sehr

einfach gegen eine andere Implementierung dieses Subsystems ausgetauscht werden. Dies

erm•oglicht eine einfache Umschaltung zwischen verschiedenen Algorithmen zur Approxi-

mation der globalen Beleuchtung.
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Algorithmen f •ur die Vision -Architektur

F •ur jedes wesentliche Subsystem der Vision -Architektur hab en wir in Kapitel 6 verschiedene

Algorithmen vorgestellt, mit denen die jeweiligen Verantwortlichkeiten eines Subsystems

implementiert werden k•onnen. Dab ei wurden zwei Ziele verfolgt: Zum einen hab en wir

anhand von Beispielen gezeigt, wie b ekannte Algorithmen auf die Vision -Architektur abge-

bildet werden k•onnen, und wie diese Algorithmen mo di�ziert werden m •ussen, um in das

Rahmenkonzept von Vision zu passen. Au�erdem wurden verschiedene M•oglichkeiten

diskutiert, die Algorithmen f •ur Vision zu optimieren.

Zum anderen hab en wir mit der Implementation dieser Algorithmen gezeigt, da� die

Vision -Architektur 
exib el genug ist und ausreichend Funktionalit•at bietet, alle wesentlichen

Bildsynthesealgorithmen zu unterst •utzen. Die vorgestellten Algorithmen geb en au�erdem

einen Eindruck, was n•otig ist, um weitere Algorithmen und Bildsynthesetechniken in Vision

zu integrieren.

Obwohl wir Algorithmen f •ur alle Subsysteme b etrachtet hab en, lag ein Schwerpunkt

do ch auf den Algorithmen f •ur die globale Beleuchtungsb erechnung im Lighting-Subsystem.

Nahezu alle b ekannten mo dernen L•osungsans•atze wurden implementiert und in Beispielen

vorgestellt. Die Implementierungen umfassen dab ei die folgenden Algorithmen:

� Lokale und direkte Beleuchtungsmo delle,

� Monte-Carlo Path-Tracing,

� Monte-Carlo Integration mit Bidirectional Estimators,

� Wards Irradiance-Caching-Technik,

� Progressive Radiosity,

� Hierarchical Radiosity,

� Galerkin Radiosity,

� Wavelet Radiosity,

� Wavelet Radiance.

F •ur jeden dieser Algorithmen hab en wir kurz den theoretischen Hintergrund erl•autert

und dann die n•otigen Interaktionen der b ei der Implementierung b enutzten Subsysteme

und Schnittstellen diskutiert.

Implementierung der Vision -Architektur

In Kapitel 7 hab en wir einen

•

Ub erblick •ub er die Implementierung der Vision -Architektur

und des darauf aufbauenden Vision -Bildsynthesesystems gegeb en. Das System b esteht aus

dem Bildsynthesekern auf Basis der vorgestellten Architektur, und aus einer vollst•andigen
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Implementierung der RenderMan-Schnittstelle, b estehend aus dem prozeduralen API, der

RIB-Schnittstelle, einem direkten Shading-Language-Compiler und verschiedenen Erweiter-

ungen. Zus•atzlich ist in das Vision -System eine ob jektorientierte und interpretierte Sprache

eingebaut, die f •ur die Kon�guration und den Test des Systems b enutzt wird.

Wir hab en das Kapitel mit einer Beschreibung der Implementierung von Vision als

einer C++ -Klassenbibliothek b egonnen. Die Klassenbibliothek ist dab ei als ein \Wald"

von Klassenhierarchien organisiert, d.h. sie b esteht aus vielen unabh•angigen Vererbungs-

graphen, statt aus einem einzigen Vererbungsbaum mit einer gemeinsamen Wurzelklasse.

Orthogonal zu dieser vertikalen Struktur ist das Vision -System in hierarchische Eb enen un-

terteilt. Diese Struktur sorgt f •ur eine weitgehende Unabh•angigkeit der einzelnen Klassen-

hierarchien und erlaubt die einfachere Wiederverwendung von Klassen auch au�erhalb des

Vision -Systems.

Als n•achstes wurde die Integration der interpretierten Sprache Itcl in das Vision -System

b eschrieb en. Die Interpretation dieser Sprache erlaubt ein einfaches Kon�gurieren und

Testen des Systems zur Laufzeit, da von Itcl aus alle wesentlichen Komp onenten des

Vision -Systems angespro chen werden k•onnen. Fast alle C++ -Klassen hab en eine korre-

sp ondierende Itcl -Klasse, die f •ur einen transparenten Zugri� auf die entsprechenden C++ -

Ob jekte dieser Klasse verwendet werden kann. Die Itcl -Klassen und der Programmco de

zur Bindung von Itcl -Ob jekten an C++ -Ob jekte werden dab ei automatisch aus den C++ -

Header-Dateien mittels eines eigens entwickelten Werkzeugs ( Itcl++ ) erzeugt.

Das Vision -Programm kann als ein RenderMan-kompatibles Bildsynthesesystem b enutzt

werden, das RIB-Dateien liest und die entsprechenden Bilder als Ausgab e liefert. Durch

die eingebaute Sprache kann das System ab er auch f •ur andere Zwecke kon�guriert werden.

Zur Zeit ist die Kon�guration des System in zwei interaktiven Mo di m•oglich: Die

erste Kon�guration erlaubt das Absp eichern des Ergebnisses einer Radiosity-Berechnung

in dem Inventor-Szenenformat f •ur interaktive Walkthroughs. Die Umsetzung der Szene

erzeugt als Ausgab e eine Menge Gouraud-schattierter Dreiecke und konvertiert Fl•achen

mit hohen Beleuchtungsgradienten o der sehr feinen Unterteilungen in Fl•achen mit einer

Textur, die die zugeh•orige Beleuchtung b eschreibt. Diese Szenendarstellung erh•oht die

Interaktionsraten auf b estimmten Graphikarchitekturen erheblich.

Die andere vorgestellte Kon�guration erlaubt eine interaktive Voransicht der Vision -

Szene mit Hilfe der Op enGL-Graphikschnittstelle. Dieses Werkzeug arb eitet direkt auf

den Szenendaten des Vision -systems. Es b enutzt die Approximationsschnittstellen des

Shader- und des Lighting-Subsystems, um eine passende Beschreibung f •ur die Materi-

alien und die globale Beleuchtung in der Szene zu b ekommen. Diese wird dann an die

Graphikschnittstelle weitergegeb en, welche keine prozeduralen Shader o der globale Beleuch-

tung kennt.

RenderMan Interface

Die RenderMan-Schnittstelle bildet die wesentliche Szenenb eschreibungs-Schnittstelle des

Vision -Systems. Sie wurde wegen ihrer Flexibilit•at und Erweiterbarkeit ausgew•ahlt. In

Kapitel 8 hab en wir die Implementierung der grundlegenden Schnittstelle b eschrieb en
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und uns dab ei auf den Shading-Language-Compiler konzentriert, der f •ur eine schnelle

Ausf •uhrung von prozeduralen Shadern notwendig ist. Dies ist vor allem f •ur eine allgemeine

Architektur wie Vision wichtig, die keine koh•arente Ausf •uhrung der Shader sicherstellen

kann.

Verwendung von Prozeduralen Shadern f •ur die Globale Beleuch-

tungsb erechnung

Die RenderMan-Schnittstelle wurde letztendlich auch dazu b enutzt, alle in dieser Arb eit

gezeigten Beispielszenen zu b eschreib en. Allerdings waren dazu im Zusammenhang mit

mo dernen Beleuchtungsalgorithmen einige Erweiterungen notwendig, um eine Implemen-

tierung der grundlegenden Schnittstellen des Vision -Systems zu erm•oglichen.

Im Kapitel 9 wurden L•osungsm•oglichkeiten diskutiert, das Problem der Benutzung von

prozeduralen Shadern in einem allgemeinen Bildsynthesesystem anzugehen. Das Problem

war dab ei, verschiedenen globalen Beleuchtungsverfahren die notwendigen Informationen

•ub er Shader zur Verf •ugung zu stellen, damit diese korrekt und e�zient arb eiten k•onnen.

Wir hab en verschiedene Erweiterungen f •ur die RenderMan-Schnittstelle vorgeschlagen, mit

denen Shader diese Informationen zur Verf •ugung stellen k•onnen.

Das erlaubt es uns, die gleichen prozeduralen Shader sowohl mit traditionellen als auch

mit globalen Beleuchtungstechniken einsetzen zu k•onnen.

Schlu�b etrachtungen

Die Vorteile, die die Vision -Architektur im Forschungsb ereich bietet, sollten durch die

Beschreibungen in dieser Arb eit deutlich geworden sein. Obwohl klar ist, da� die For-

schungsasp ekte von Vision f •ur diese Arb eit von Vorrang waren, ist Vision auch schon f •ur

diverse eigene Pro duktionen von Animationen und Einzelbildern eingesetzt worden. Wir

sind weiterhin dab ei diesen Pro duktionsasp ekt von Vision auszubauen und zu st•arken.

Die Implementierung fast aller Verfahren zur globalen Beleuchtungsb erechnung zeigt,

da� es mit Vision m•oglich ist, die Anforderungen der sehr verschiedenen Algorithmen in

einer einheitlichen Architektur mit allgemeinen Schnittstellen zu unterst •utzen. Soweit uns

b ekannt ist, wurde dieser Grad der Integration bisher nicht erreicht.

Die Implementierung aller dieser Algorithmen zeigt weiterhin, da� die grundlegenden

Entwurfsentscheidungen (d.h. der Aufbau auf eine ob jektorientierte Analyse des physikalis-

chen Mo dells, die Verwendung allgemeiner, physikalisch-basierter Schnittstellen und das

Bestehen auf gro�er Flexibilit•at f •ur die Austauschbarkeit von Subsystemen sinnvoll waren,

und letztendlich zu einer Architektur gef •uhrt hab en, die die notwendige Flexibilit•at und

Funktionalit•at f •ur die Implementierung dieser Algorithmen bietet.

Die Basisschnittstelle f •ur das Vision -System wurde auf den b estehenden RenderMan-

Standard aufgebaut und vollst•andig implementiert (es ist derzeit eine von zwei ver•o�ent-

lichten Implementierungen au�erhalb der Firma Pixar). Wir hab en den vorhandenen Stan-

dard genommen und ihn in den Bereichen weiterentwickelt, in denen Funktionalit•at f •ur die
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Unterst •utzung von mo dernen Bildsynthesetechniken fehlte.

R •uckblick auf die urspr •unglichen Ziele

Fast alle Anforderungen an eine Bildsynthesearchitektur wie sie in Abschnitt 4.1 entwick-

elt wurden, konnten in Vision realisiert werden. Es b estehen allerdings no ch einige Ein-

schr•ankungen in Bezug auf Performanz und die Unterst •utzung komplexer Szenen. W•ahrend

verschiedene Teile des Systems schon mit guter Geschwindigkeit laufen, m •ussen andere

no ch weiter optimiert werden, damit Vision durchg•angig f •ur Pro duktionsarb eiten einge-

setzt werden kann.

Hier no ch einmal ein kurzer R •uckblick auf die geforderten Kriterien und ihre Ver-

wirklichung in Vision : Alle Berechnungen innerhalb von Vision basieren auf physikalis-

chen Gr•o�en und die realisierten Schnittstellen erlaub en es, eine b eliebige Genauigkeit

mit entsprechenden Subsystemen zu erzielen. Die Architektur an sich schr•ankt diese

Genauigkeit nicht ein.

Auch das Ziel der Vision -Architektur einen weiten Bereich von Algorithmen zu un-

terst •utzen wurde erf •ullt. Sie unterst •utzt alle wesentlichen Algorithmen, angefangen von

den Algorithmen f •ur die klassischen lokalen und direkten Beleuchtungsmo delle bis hin zu

Algorithmen zur globalen Beleuchtungsb erechnung und zur Bildsynthese, die dem neuesten

Stand der Technik entsprechen. Die Architektur erm•oglich dab ei ein einfaches Umschalten

zwischen den verf •ugbaren Implementierungen der Subsysteme.

Des weiteren bietet die Vision -Architektur ein einheitliches Rahmenkonzept, das den

Proze� der Bildsynthese in einzelne Subsysteme mit jeweils eigenen Verantwortungsb e-

reichen und Schnittstellen strukturiert. Das Umschalten zwischen Algorithmen in den

unabh•angigen Einzelkomp onenten b eein
u�t dab ei das Gesamtsystem nicht. Diese Flex-

ibilit•at wurde vor allem mit verschiedenen Implementierungen des Lighting-Subsystems

demonstriert.

Diese Flexibilit•at ist nur durch den mo dularen Aufbau der Architektur m•oglich gewor-

den, in dem wohlde�nierte Schnittstellen Zugri� auf die Zust•andigkeiten eines b estimmten

Subsystems geb en. Dab ei schr•anken diese Schnittstellen ab er den Bereich von Algorith-

men, die zur Implementierung des Subsystems eingesetzt werden k•onnten, m•oglichst wenig

ein. Das allgemeine Rahmenkonzept von Vision hilft au�erdem b ei dem Entwurf und der

Implementierung von neuen Bildsynthesetechniken und -algorithmen.

Vision b enutzt mit RenderMan eine sehr 
exible und m•achtige Schnittstelle f •ur Szenen-

b eschreibungen, die auf einem existierenden Standard aufbaut und durch entsprechende

Erweiterungen alle M•oglichkeiten des Systems vollst•andig unterst •utzt.

Vision wird zur Zeit in verschiedenen Forschungspro jekten und in Ko op eration mit

Firmen eingesetzt. Ziel dieser Einb eziehung in Anwenderpro jekte ist es, die Funktionalit•at

und den Anwendungsb ereich von Vision weiter auszudehnen.
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Weiterf •uhrende Arb eiten

W•ahrend die grundlegende Architektur von Vision implementiert ist und gut funktioniert,

gibt es no ch viele Bereiche, die genauer untersucht und weiterentwickelt werden sollen.

Schon erw•ahnt wurde, da� verschiedene Teile der Implementierung weiter optimiert

werden m •ussen, um sinnvoll f •ur die Pro duktion von Bildern und Animationen eingesetzt

werden zu k•onnen. Das gilt insb esondere f •ur die Unterst •utzung von gro�en und komplexen

Szenen, die z.B. mit den Techniken aus [Sil94, SAG94] m•oglich w•are. Ein entscheidendes

Problem bildet hierb ei die e�ziente Visibilit•atsb erechnung, die z.B. mit Hilfe der Verfahren

aus [TH93] gel•ost werden k•onnte. Allerdings sind viele dieser Verfahren nur eingeschr•ankt

verwendbar (z.B. nur f •ur p olygonale Szenen) und schwierig auf allgemeinere Geometrien

zu erweitern.

Ein weiterer Schwerpunkt ist die Entwicklung und Integration von neuen e�zienteren

Algorithmen in die Vision -Architektur, um so die Berechnungszeiten der Bildsynthese zu

verk •urzen. Die Vision -Architektur stellt dazu eine komfortable Entwicklungsumgebung zur

Verf •ugung.

Ein sehr aktiver Forschungsb ereich ist die Unterst •utzung f •ur Volumenob jekte. Bisher

wurde nur die Emission-Absorptions-N•aherung implementiert, obwohl Schnittstellen f •ur

weitergehende Verfahren, wie die Ber •ucksichtigung von Streuung durch Monte-Carlo- o der

Finite-Elemente-Techniken, schon vorgesehen sind. Eine Erweiterung des VolumeLighting-

Subsystems auf diese Algorithmen ist geplant.

Ein anderer Schwerpunkt f •ur die weiteren Forschungsarb eiten ist das Erzeugen von

Animationssequenzen. Das gegenw•artige System unterst •utzt zur Zeit nur Animationen als

eine Folge von Einzelbildern. Die Schnittstelle f •ur inkrementelle

•

Anderungen der Szene b ei

der globalen Beleuchtungsb erechnung ist zwar vorhanden, wird ab er no ch nicht genutzt.

Dieses Thema ist ab er sehr wichtig, da die langen Rechenzeiten der globalen Beleuch-

tungsb erechnung ein Grund daf •ur sind, da� diese Techniken no ch nicht in kommerzielle

Anwendungen integriert wurden. Eine M•oglichkeit ist dab ei die Ausnutzung der globalen

Beleuchtungsb erechnung •ub er mehrere Einzelbilder hinweg.

Als erster Schritt dazu wurde die RenderMan-Schnittstelle b ereits um Animationssp ez-

i�kationen erweitert. Die Tatsache, da� in der De�nition des RenderMan-Standards f •ur

jedes Einzelbild einer Animation die komplette Szene neu de�niert werden mu�, machte

es dem System unm•oglich, statische Ob jekte zu identi�zieren. Die vorgenommenen Er-

weiterungen der RenderMan-Schnittstelle erlaub en es, Ob jekte zu sp ezi�zieren, die sich

•ub er mehrere Bilder nicht •andern. Zus•atzlich wurde die Shading Language so erweitert,

da� b eliebige Parameter animiert werden k•onnen. Zusammen gibt dies dem System die

M•oglichkeit, statische und animierte Teile der Szene zu erkennen, was die Grundlage f •ur

weitere Arb eiten in diesem Bereich bildet.

Nicht zuletzt ist ein weiterer Arb eitspunkt f •ur die Vision -Architektur die Integration von

verteilter und paralleler Berechnung, um auch auf diesem Wege die Berechnungszeiten f •ur

die globale Beleuchtungsb erechnung und die Bildesynthese im allgemeinen zu verk •urzen.

Dieses Ziel wird von zwei Seiten aus angegangen: Zum einen sollen auf eng gekopp elten

Multiprozessorsystemen, wie der SGI-Onyx o der der Convex SPP, parallele Threads und
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(virtueller) gemeinsamer Sp eicher b enutzen werden.

In einem lose gekopp elten Workstationcluster sollen andererseits Techniken des entfer-

nten Metho denaufrufs, basierend auf den CORBA Standardisierungsb em •uhungen, in die

ob jektorientierte Vision -Architektur integriert werden. Das Hauptziel dieser Aktivit•aten

ist die Fragestellung, wie die existierenden Schnittstellen der Vision -Architektur m•oglichst

transparent erweitert werden k•onnen, um eine parallele und verteilte Berechnung in einem

Multiprozessorsystem o der einem Workstationcluster zu erm•oglichen.

Andere wichtige und ungel•oste Probleme der Bildsynthese, die auch unabh•angig von

der Vision Architektur von Bedeutung sind, hab en wir im folgenden aufgef •uhrt (diese Liste

basiert auf den Arb eiten von [Coh92] und [Shi94]):

� Benutzbarkeit, Robustheit, und E�zienz der Algorithmen und der Systeme,

� Unterst •utzung gro�er komplexer Szenen,

� Ausnutzung der Eigenschaften der menschlichen Wahrnehmung zur Reduktion des

Berechnungsaufwandes,

� b essere Abbildung von Beleuchtungswerten auf Pixelwerte,

� genauere lokale Beleuchtungsmo delle,

� e�ziente Berechnung von indirekter sp ekularer Beleuchtung (Kaustiken),

� Sichtbarkeit zwischen Fl•achen,

� Mo dellierung und Darstellung von nat •urlichen Ph•anomenen,

� Mo dellierung und Simulation von dynamischen Vorg•angen,

� Interaktive Umgebungen,

� Inverse Beleuchtung: Berechnung der Lichtquellen, um eine gegeb ene Beleuchtungssi-

tuation zu erhalten.

Die Vision -Architektur, die in dieser Arb eit vorgestellt wurde, bietet dab ei ein ein-

heitliches und konsistentes Konzept, innerhalb dessen diese Herausforderungen angegangen

werden k•onnen.
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